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Preface

Since the late 1980s, the CAiSE conferences have provided a forum for the pre-
sentation and exchange of research results and practical experiences within the
field of Information Systems Engineering. CAiSE 2001 was the 13th conference
in this series and was held from 4th to 8th June 2001 in the resort of Inter-
laken located near the three famous Swiss mountains – the Eiger, Mönch, and
Jungfrau.

The first two days consisted of pre-conference workshops and tutorials. The
workshop themes included requirements engineering, evaluation of modeling
methods, data integration over the Web, agent-oriented information systems,
and the design and management of data warehouses. Continuing the tradition
of recent CAiSE conferences, there was also a doctoral consortium. The pre-
conference tutorials were on the themes of e-business models and XML applica-
tion development.

The main conference program included three invited speakers, two tutori-
als, and a panel discussion in addition to presentations of the papers in these
proceedings. We also included a special ‘practice and experience’ session to give
presenters an opportunity to report on and discuss experiences and investigations
on the use of methods and technologies in practice.

We extend our thanks to the members of the program committee and all other
referees without whom such conferences would not be possible. The program
committee, whose members came from 20 different countries, selected 27 high-
quality research papers and 3 experience reports from a total of 97 submissions.
The topics of these papers span the wide-range of topics relevant to information
systems engineering – from requirements and design through to implementation
and operation of complex and dynamic systems.

We also take this opportunity to thank all other individuals who helped make
this conference possible. These include of course all authors, invited speakers,
tutorial presenters, and panel members who found the interest and time in a
busy schedule to prepare material and come to Interlaken. We also thank all
the organizations who provided financial support. Last but not least, we thank
all the individuals involved in the local conference organization whose efforts
are mainly behind the scenes, but do not go unnoticed. Finally, we thank the
participants and hope that they found the journey to Interlaken worthwhile and
that they will be encouraged to return to CAiSE in future years.

March 2001 Moira Norrie
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Project Oxygen: Pervasive, Human-Centric
Computing – An Initial Experience

Larry Rudolph

Massachusetts Institute of Technology
Laboratory for Computer Science

200 Technology Square
Cambridge, MA 02139
rudolph@lcs.mit.edu

1 Introduction

For the past six months, I have been integrating several experimental, cutting-
edge technologies developed by my colleagues at MIT as part of the MIT LCS/
AIL Oxygen project. This paper gives a snapshot of this work-in-progress.

Project Oxygen is a collaborative effort involving many research activities
throughout the Laboratory for Computer Science (LCS) and the Artificial Intel-
legence Laboratory (AIL) at the Massachusetts Institute of Technology (MIT).
The Oxygen vision is to bring an abundance of computation and communication
within easy reach of humans through natural perceptual interfaces of speech and
vision so computation blends into peoples’ lives enabling them to easily do tasks
they want to do – collaborate, access knowledge, automate routine tasks and
their environment. In other words, pervasive, human-centric computing.

At first blush, this catch-phrase appears vacuous. Today, computers are cer-
tainly pervasive; it is likely, at this moment, you are within 100 meters of a
computer. Computers are certainly human-centric; what else can they be? On
the other hand, computers are not yet as pervasive as is electricity or water.
Although computers perform jobs required by humans, they do not feel human-
centric – humans must conform to an unnatural way of communicating and
interacting with computers. Finally, the tasks described have little to do with
computation; computer-mediated functions is a more accurate term but sounds
awkward.

The vision and goals of the Oxygen project are described in detail elsewhere
[1,2,3], the purpose here is to show how many maturing technologies can be in-
tegrated as a first step towards achieving the Oxygen vision. There are research
efforts at other universities and research institutions that roughly share the same
vision, however, each institution focuses on integrating their own maturing tech-
nologies. Oxygen has a three-pronged approach by dividing the space into three
broad categories: the H21, a hand-held device, the N21, an advanced network,
and the E21, a sensor-rich environment (see Figure 1).

In what follows, an Oxygen application is described in terms of its human-
centric features as well as the required technologies. It is important to keep in

K.R. Dittrich, A. Geppert, M.C. Norrie (Eds.): CAiSE 2001, LNCS 2068, pp. 1–12, 2001.
c© Springer-Verlag Berlin Heidelberg 2001



2 Larry Rudolph

Fig. 1. An overview of the Oxygen Infrastructure, showing the division into three
parts: H21, a handheld digital device, N21, the network infrastructure, and E21, the
environment infrastructure.

mind that this is just one of many applications and that it is merely a vehi-
cle to explain how many technologies can be integrated and how to create the
infrastructure necessary to enable the introduction of context into applications
making them more “natural” to use.

The sample application is that of a seminar presentation support system.
The next section gives an overview of the application. Section 3, reviews many
of the technologies that will go into this application. Section 4, shows how they
integrate to form the application. A preliminary programming language and
middleware support is described in Section 5.

2 A Computer-Mediated, Seminar Presentation System

This section describes a computer-mediated seminar presentation system. As
you read through the description, compare it to how presentations are given
today. Although a laptop with programs like Powerpoint or Freelance attached
to an LCD projector is a vast improvement over the old days of foils or 35mm
slides, the human has given up a degree of control, freedom, and naturalness.
The system described below provides for a more natural human interface.

Alice is to give a seminar about her O2.5 project. As she walks into the
seminar room, she allows herself to be be identified as the speaker. She does not
need to carry a laptop with her slides on it – all of her files are globally accessible.
Alice tells the system how to find her talk by simply supplying enough keywords
to uniquely identify the file she wants. Her files are well indexed and so she
merely describes the file in human terms and not with some bizarre syntax. The
system knows where she is and marshals all the physical components that may
be needed for her to control the display.
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Alice wants to control the display so that it matches her current desires. A
seminar is a live event and the dynamics depend on the audience and speaker.
Although it is crucial that she control the presentation, this control should be of
minimal distraction. The same is true for the audience – they should be able to
see the visual content, hear her commentary, and take notes at the same time.
Moreover, unexpected events should be handled in a natural way.

Even today, Oxygen technologies can make a computer-mediated presenta-
tion a more natural experience. In particular, three natural ways to control the
slides are provided, as opposed to the traditionally way where Alice either clicks
the mouse or hits the enter key. It is computer-centric to force the speaker to
always walk over to the laptop in order to advance the slide. A wireless mouse is
only a partial solution as it requires that something be held in a hand. For Bob
this might be fine, but Alice likes to use a laser pointer to highlight objects on
the screen and she finds holding two objects to be very awkward. An integrated
pointer/mouse is no better since it now requires attention to find the correct
button.

Alice can use her laser pointer to highlight words, draw lines and sketches, as
well as to switch between slides. Holding the pointer in the bottom right corner
means to advance to the next slide. A camera looking at the screen interprets
Alice’s laser pointer gestures. But not all humans like to use laser pointers. Some
people, especially when they are continuously engaged in speaking, like to use
verbal commands to control the presentation. This is done with a microphone
and software that continuously tries to understand commands. All three modes of
control will always be active, allowing the speaker to use whatever is convenient.

There is more to a presentation than just advancing slides. Alice may want
to see her notes, see the next slide before the audience, skip a slide or present
the slides in a different order. A laptop, handheld, or any other personal commu-
nication device can be used by the speaker. To skip to a different slide without
anyone knowing it, is a task that is easily performed by simply clicking on a
different slide image on her personal display. The personal display must remain
consistent with the public display. So, whether Alice says “Next Slide,” chooses
a slide from her private computer (handheld or laptop), or uses the laser pointer,
both displays are updated.

The audience should also have a choice of ways to observe the presentation.
They can look at the large projection screen in the front of the room, as is usually
the case, or they may choose to view the presentation on their own personal
digital device. The output is simultaneously broadcast to these devices. Some
people in the audience might like to take notes and have them correlate with the
presentation itself. We propose broadcasting a URL or some other identification
symbol for the current contents. This can be either used to display the slide
on the laptop, or be inserted into their notes. Later on in the privacy of their
own room, these notes can be merged with an archived version of the talk. The
archived version will match the presentation rather than the original file. Alice
may have many “emergency” slides prepared that will be shown only in response
to a question.
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Fig. 2. The seminar room can be assembled from off-the-shelf components. The laptop
controls the LCD, camera, microphone, and the networking parts of connecting to the
file system, broadcasting, and archiving. The H21 is used by the speaker for personal
notes and skipping slides. This application makes use of many of emerging technologies
being pursued at the Lab. for CS and AI Lab at MIT.

To summarize, there are several output modalities: the LCD projection, a
broadcast of the current content, an archival copy that can be accessed after-
wards, and the ability to correlate the public presentation with her own personal
view of the presentation.

Lastly, Alice also has “meta” operation control - e.g. switching to a different
presentation package, such as a browser or Mathematica, or even to the contents
of another presentation. She should also be able to control whether or not content
is broadcast or archived.

3 Technology Overview

Research into many technologies that support the above scenario being pursued
as part of Project Oxygen. Once again, we wish to emphasize that there are
many competing technologies being developed elsewhere. We deliberately ignore
them for several reasons1. First, to do justice to them all would make this article
too large. Second, close physical proximity is usually required when making use
of experimental, research systems. While it is possible to do this remotely for one
component, it is nearly impossible do this for a number of research projects. We
wish to provide feedback to these other research projects before they are ready
1 The author wishes to apologize to all those who do not agree with these reasons. In
a future, expanded version of this paper, many competing technologies will be cited.
The author would be happy to learn about an relevant research.
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for prime-time and we deliberately try to use them in some unintended way.
While there are similar efforts in many of the intelligent or instrumented rooms,
our example is simply geared towards exposing how components interact even
with commodity hardware. As fun as it is, the particular demo of an oxygenated
presentation is not the goal.

3.1 The Handy 21 (H21)

Although the commercial sector has been cranking out all kinds of hand-held
devices, there is still much research to be done. The H21 should replace the
plethora of communication gadgets with a single portable device. In particular,
it should combine at least the functions of a cellular phone, wireless Internet
connection, pager, radio, as well as a music and video player/recorder. Packing
all this functionality into a single device appears to make it too heavy to be
portable. So, industry strives to find the right set of combinations and to then
sell add-ons to fill-in the missing pieces. The Oxygen approach is different: all
that is needed is a minimal set of components built into the hardware with
software and reconfigurable hardware used to provide whatever functionality is
needed.

The SpectrumWare project [5] is developing a multipurpose communications
system that can be programmed to receive and transmit many different types of
signals in order to form a “communications chameleon.” One can program the
H21 to be a radio, cell phone, or television receiver. To fit in a small space it
will need configurable hardware.

The RAW project [6] is developing a chip that will deliver unprecedented per-
formance, energy efficiency and cost-effectiveness because of its flexible design,
by exposing its wiring to the software system, the chip itself can be customized
to suit the needs of whatever application is running on it. The Raw chip could
be incorporated into a single device that could perform a wide variety of appli-
cations: encryption or speech recognition, games or communications.

The commercial sector also understands the need for low-power devices, espe-
cially handheld ones. However, to make substantial improvements, it is important
to re-examine computer architecture from basic principles. The SCALE project
[7] is aimed at doing just that.

Rather than waiting for this research to come to fruition, the Oxygen project
will make use of commercial handheld computers. In fact, it is doubtful that we
will ever build our own device. More likely, we will continue to modify and adapt
commercial products that at a minimum, support Linux, audio and visual I/O,
and multiple communication channels [8]. Although in an ideal world one will
have the right devices for the job, in reality that is usually not the case. It is
thus important to be able to make use of what is available. Users want to get
the job done and so we expect to support a wide range of devices.

3.2 Networking, Naming and Location Management

One’s personal data should be easily and universally accessible. Having a mul-
titude of digital devices, each with some possibly inconsistent set of data, is
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neither natural nor geared towards the needs of the human. Having to remem-
ber a set of arbitrary names just to use a physical device sitting in plain sight is
also demeaning to the human user.

The self-certifying file system, SFS [9], is a universal, secure filesystem that
has a single global namespace but no centralized control. Other similar filesys-
tems require the users to use a particular key management system to provide
security and authentication. SFS separates key management from file system
security, thereby allowing the world to share the filesystem no matter how indi-
viduals chose to manage their keys.

Within a building it is useful to know where things, including one’s self, are
physically located. The traditional approach is to have all things periodically
broadcast their identity and to have sensors spread throughout the building
that detect these things. To provide a degree of privacy, among other reasons,
the Cricket [11] location-support system takes the opposite approach. Spread
throughout the building are a set of beacons. The beacons are a combination of
RF and infrared signals that broadcast physical and logical location information.
Things in the environment sense these beacons. Thus, a handheld knows where it
is located rather than the system knowing it. A person has the freedom to reveal
his or her location – usually when some service or resource is required. All sorts
of devices need to be integrated into the system having network connectivity
and location awareness [12].

Knowing the location of things enables one to name digital devices by their
intended use rather than by some specific URL or IP address. The Intensional
Naming System [10] does just that by maintaining a database of currently active
devices along with attributes describing their intended use. Devices periodically
check-in to avoid having their entries time-out. INS supports early binding for
efficiency and late binding for mobility. With INS, it is possible to route packets
to the LCD projector that is located in the same room as the speaker or to route
messages to whatever display device is near the intended recipient.

3.3 Security and Correctness

As evident by the central place of this subsection, the Oxygen Project considers
security and privacy as a central component of a human-centric system. We are
developing a personal identification device that has two interesting features. It
has a very simple interface, perhaps only a single button to distinguish between
identification and authorization [12,13]. The simpler the interface the easier it
is to make the device secure. The second feature is that identification mecha-
nisms provide privacy. A guiding philosophy is that privacy is the right to reveal
information about oneself. When one chooses to make use of public system re-
sources one is choosing to reveal information about one’s self. Various schemes
for secure, private group collaboration are being developed [13] as well.

As computers continue their infestation of human activities, their reliabil-
ity becomes more important. Specifying the behaviors of interacting systems is
particularly challenging. Research efforts, I/O Automaton (IOA) [14] and Term
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Rewriting Systems (TRS) [15], aimed at proving the appropriateness of collective
behaviors, have focused on precise and concise specifications.

3.4 Human Interfaces

There is no question that verbal and visual interfaces to computers are rapidly
maturing and are already being successfully deployed. However, speech and natu-
ral language systems need to extend beyond simple dialog systems. The approach
is to gather information from the speaker in a number of ways, to fuse this with
information from other sources and to carry out tasks in an off-line fashion as
well, so as to optimize the users time [16]. This effort is also trying to make
it easy to develop domain-specific speech interfaces; moving the creation of a
interface from an art to a science.

The focus on visual input system that recognize a range of gestures tries to
leverage multiple input devices. Just like stereo vision makes it easier to dif-
ferentiate objects, collaboration between multiple monitoring devices simplifies
many recognition tasks. For example, a microphone array along with a array of
cameras can be used to do speech processing of all the conversations going on in
a meeting, even when several people talk at once [18]

On the output side, there is research aimed at building very large displays.
The challenge is to overcome the bandwidth problem of getting all the pixels out
of a computer. The approach is to embed processing, connectivity, and display
all in one package so that the pixel generator is close to the pixel display, thereby
creating a sufficiently rich environment to mimic the Holodeck of Star Trek fame
[19]. A related effort is to develop an economical method for displaying 3D using
an auto-stereoscopic display [20].

3.5 Collaboration

There is much to be done in the way of supporting computer-mediated hu-
man collaboration. Teleconferencing has made strives in allowing collaboration
between people who are widely spatially disjoint, but it is still difficult to col-
laborate when people are temporally disjoint [21]. Much of this work is going on
in the Artificial Intellegence Laboratory at MIT and unfortunately, I only know
a little bit about it. The seminar presentation scenario described in this paper
is just the beginning.

4 Implementing the Seminar Presentation System

We can now relate the technologies described in the previous section with the
needs of our seminar presentation system. The explanation roughly follows the
description in Section 2. We ignore traditional issues like authorization and al-
location of resources and application code written in traditional ways.

When Alice enters the seminar room, she must be identified and the presen-
tation manager must be initiated. A simple tag broadcasts her public key to her
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H21 or, if she does not have one, then to the room computing E21 infrastruc-
ture. The H21, with Alice’s permission, will initiate the seminar presentation
manager application as an extension of Alice’s computing environment. Rather
than having applications run on machines with only a loose connection to the
owner, they are all under direct control of the initiator, who has the ability to
interact with them from any Oxygen supported I/O device..

Access to Alice’s presentation files is via the secure, global filesystem, SFS.
Advanced indexing systems, such as Haystack [22], will be used to find files
or slides within a file. The Cricket location management system is being used
to know where the presentation is occurring. It is possible for the speaker and
the audience to seamlessly move to a larger seminar room without losing any
content. The intentional naming system, INS, is used to route packets between
the components of the system and provide for fault tolerance and mobility. If
one component crashes, INS will help in finding an alternate or reconnect when
the component comes back online.

For the input modes, speech and vision processing is used. The speech project,
Galaxy, has been developed mostly for dialogs and is being adapted to an active
monitoring mode. The vision system [18] is used for the initial laser pointer
and later for human gesture recognition. A microphone array combined with a
vision system that precisely located the position of the speakers mouth is being
developed to allow the speaker more mobility. Recognition of drawing gestures,
makes use of technology underlying the Rational Capture project [23].

The presentation itself will be controlled in a conventional manner. For pow-
erpoint presentations running under windows, we use visual basic to connect
to the rest of the application middleware as well as to control the presentation
itself. For the speaker’s note view, a stripped down web-browser is used with the
application code written in Java.

The output side, at the moment, is the least sophisticated. We hope to make
use of the Auto-stereoscopic Display work that will enable 3D image rendering
and the Holodeck research that will support very large active displays. In addi-
tion, capturing the experience for later review will make use of the research in
collaboration [21].

Finally, the presentation manager application is written in a special “com-
munication oriented” language and middleware, described in the next section.
Such communication oriented languages, along with IOA and TRS research will
lead to the development of correct distributed systems that work first time out,
and allow one to focus on performance as the system scales.

5 The Language Overview

This section highlights the core of a communication oriented language used to
program some Oxygen applications. The work described in this section is pre-
liminary and so the description is deliberately sketchy2. Although, Java could

2 This work is so preliminary that the language has yet to be named.
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be used, especially since most of the underlying technologies provide a Java in-
terface, our language lets the application writer to focus on what is relevant,
permits very aggressive optimizations and is more concise and precise.

At a high level of abstraction, there are only a few components that need
to be manipulated: nodes, edges, messages, and actions. Nodes are just about
anything that can be named and communicated via sockets. An edge is a directed
connection between nodes. A message is an entity that flows along an edge. An
event is the creation or destruction of one of these components; thus there are
only six different types of events. Rules (or actions) make up the final component
of the language. An action consists of a trigger and a consequence. A trigger is an
event, such as the creation of a node or the destruction of an edge. A consequence
is also an event. For example, the existence of a message on an edge can trigger
a set of edges to be disconnected.

Fig. 3. A graphical view of the components and their connections.

Nodes are named in a way that is compatible with the intentional naming
system [10] and consists of a collection of key/value pairs. When a node is named,
these pairs are matched against a database of existing, functioning devices or
services. For simplicity, any node can be created or destroyed. In actuality, it
is only the connection that is created or destroyed when the node is a physical
device or an enduring software service. Connections are IP/Port specifiers; it is
assumed that all devices and third-party services have some kind of wrapper
that converts input and output to the appropriate formats. Rather than have a
special case to handle the case when a named node does not exist, it is assumed
that such nodes are created and then immediately destroyed. The code to handle
a non-existent node is exactly the same as the code to handle a node that was
connected but becomes disconnected or destroyed.

Messages are self-describing and self-typed. They can be named, as with
nodes, by a set of key/value pairs but must include a location, either a node or
an edge. Very large messages or streams, such as audio, video, or screen images
are conceptionally the same as text messages, but the implementation treats
them different to ensure sufficient performance. As each message moves through
the system, it is assumed to be created when it arrives at a location and destroyed
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when it leaves that location. This permits actions to treat message events and
creation/destruction of node and edge events in the same uniform way.

All the action is, of course, with the actions. Actions are simple yet powerful
rules. Actions can be created or destroyed, just like all other objects in the
language, and are thus events. So, some event trigger can create new actions or
remove current ones. Actions are needed to control what happens in a dynamic,
sensor rich environment. When one enters a room from the hallway, two events
happen: the link to the hallway is destroyed and the link to the room is created.
Either of these events can serve as triggers for a whole slew of actions.

Figure 4 shows the specification of the presentation manager. The nodes are
named using key/value pairs. The variable owner is a parameter of the system
and is passed-in when the application begins. The location specifier could be
done in the same way, but in the code in the Figure it is hardwired. Nodes,
messages, and edges are all named to make it easier to read the code. Two
sets of actions are specified. One disconnects the I/O devices. This, presumably
is useful for situations in which the speaker wishes to temporarily pause the
current presentation and to switch to a different one3. The first action is invoked
whenever there is a “pause” message on the dialog-in port. The consequence of
this action is to destroy the four edges that connect to the camera, microphone,
LCD, and broadcast process. These will be used by the other application. The
archiver is dedicated to this application and so can remain connected. A second
set of actions show another example of disconnecting only the edges to the
broadcaster and archiver nodes.

There is a middleware system that executes the language [4]. Initially it
executes on a single machine, but soon will be made fault tolerant and decen-
tralized. Nearly all actions performed by the middleware corresponds to an event
and events can be triggers for other events.

Although, we expect that the language will be compiled for optimum perfor-
mance and reliability, it is also possible to interpret commands during run time.
A user can modify an application during run-time to adapt to changing needs.
The simple structure makes this easy to do provided there is a way for a user to
easily name nodes, edges, and messages.

6 Conclusion

Scientific endeavors have always alternated between periods of deep and narrowly
focused research activities and periods of synthesis across many fields. I believe
we are in the midst of a new computer revolution. The relentless doubling of
performance every 18 months, the even faster exponential growth of the web and
its communication infrastructure, and the maturing of many human-computer
interface technologies means that things will not stay the same. While industry
is doing some of this work, the emphasis is on producing products that are good
at one thing. Oxygen is not producing products, rather it is exploring what is
possible when one synthesizes the fruits of research across many fields.
3 Hopefully, the speaker is not checking her mail during the presentation itself!
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Application Name:
Seminar Presentation Manager ( owner )

Nodes:
microphone : [ “Device”, “microphone”, “Location”,“NE43-518” ]
camera : [ “Device”, “camera”, “Location”,“NE43-518” ]
input : [ “Process”, “input-collector”, “OS”,“Unix”,“Owner”, owner ]
ppt : [ “Process”, “powerpoint-displayer”, “OS”,“Windows”,“Owner”, owner ]
ppt’ : [ “Process”, “speaker-notes”, “Platform”,“H21”,“Owner”, owner ]
lcd : [ “Device”, “lcd”, “Location”,“NE43-518” ]
broadcaster : [ “Process”, “broadcast-slides”,“OS”,“Unix”,“Owner”, owner ]
archiver : [ “Process”, “archive-slides”, “OS”,“Unix”,“Owner”, owner ]

Edges:
mpause : [ “Message”, “pause”, “Location”, dialog-in ]
mresume : [ “Message”, “resume”, “Location”, dialog-in ]
mconfidential : [ “Message”, “confidential”, “Location”, dialog-in ]
mpublic : [ “Message”, “public”, “Location”, dialog-in ]

Messages:
ems: ( microphone , speech ) , esi: ( speech , input )
ecv: ( camera , vision ) , evi: ( vision , input )

eip: ( input , ppt ) , eip′ : ( input , ppt’ )
epl: ( ppt , lcd ) , epb: ( ppt , broadcaster )
epa: ( ppt , archiver ) ,

ep′i: ( ppt’ , input )

Actions:
( mpause , (!ecv , !ems ,!epl , !epb ) )
( mresume , (ecv , ems ,epl , epb ) )
( mconfidential , (!epb , !epa ) )
( mpublic , (epb , epa ) )

Fig. 4. Part of the communications program that expresses the connections. There
are always two implicit nodes: dialog-in and dialog-out. The actions disconnect and
reconnect the I/O devices on a pause or resume command. Presumably this is used to
switch to another presentation. Similarly, the speaker may want to go “off-the-record”
and show slides that are not archived nor broadcast. Going “public” reestablishes these
links.
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This paper describes a work in progress. Not only is this system still under
development, but many of the technologies that it exploits are also under devel-
opment. The presentation manager is simply a data point. It gives insight into
the tools that will be needed in the future, gives feedback to those researchers
developing the components, and is just one of several parallel efforts. These ef-
forts will create the infrastructure necessary for the next decade. There is much
to be done but we must keep the goal in sight – computers must become easier
and more natural to use.
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Abstract. The architecture of a software system is a high-level descrip-
tion of the major system components, their interconnections and their
interactions. The main hypothesis underlying this paper is that architec-
tural design plays the strategic role in identifying, articulating, and then
reconciling the desirable features with the unavoidable constraints un-
der which a system must be developed and will operate. The hypothesis
results in a two-phase design philosophy and methodology. During the
first phase, the desirable features as well as the constraints are identified.
The second phase is a decision process with features and constraints as
the driving factors, and tradeoffs contingent on a value system that will
always include subjective elements. It is of course impossible to validate
the hypothesis in full generality. Instead, we restrict ourselves to an anal-
ysis – much of it retrospective – of architectures of database management
systems in networks. The analysis demonstrates that the most challeng-
ing part of architectural design is to identify – very much in the abstract
– those features that promise to have the major impact on the architec-
ture. Further, by separating the features into two classes, a primary class
with all those features that dominate the design, and a second class with
those features that can then be treated orthogonally, the complexity of
the design task is reduced.

1 Hypothesis

The architecture of a software system is – much in the tradition of classical
systems analysis – a description of the major system components, their inter-
connections and their interactions. The description is on a high-level: Major
features are identified, but little attention is as yet given to the details of ul-
timate implementation. Or in other words, developing a system architecture is
“programming-in-the-very-large”.
The main hypothesis underlying this paper is that architectural design is a vi-

tal first step in the development of software systems. We claim that architectural
design plays the strategic role in identifying, articulating, and then reconciling
the desirable features with the unavoidable constraints – technical, financial and
personnel – under which a system must be developed and will operate. In a nut-
shell, architectural design is the means for explicating the major conflicts, and
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for deciding and documenting the necessary tradeoffs on a strategic level, and
thus at a time when no major implementation efforts and expenses have as yet
occurred. This may sound platitudinous to most, but in practice all too many
flaws or failures in business systems can be traced back to the lack of an explicit
architectural design and implicit mistakes when viewed from an architectural
perspective.
Our hypothesis drives a two-phase design philosophy and methodology. Dur-

ing the first phase, the desirable features as well as the constraints are identified.
During the second phase, tradeoffs are determined that preserve as many of the
features as possible while minimizing the effects of the constraints. The second
phase clearly is a decision process with features and constraints as the driv-
ing factors, and tradeoffs contingent on a value system that will always include
subjective elements.
A scientifically rigorous approach to verifying the hypothesis would require

us to set up two development teams, supply them with the same system specifi-
cations, have them follow different design strategies of which only one is strictly
architecture-based, and compare the results. Moreover, such an approach would
have to cover a sufficiently wide spectrum of software systems. Obviously, all
this is entirely impractical. The approach to verification we take in this paper is
more circumstantial, then. For one, we concentrate on a few types of database
system architectures as they may appear in distributed information systems.
Second, much of our analysis is retrospective. We examine system architectures
that have found wide acceptance, and try to reinterpret them in the light of
factors we consider particularly critical.

2 Resource Managers in Distributed Information Systems

2.1 Shared Resources and Services

Distributed information systems are a reflection of modern distributed organiza-
tions – business, administration or service industry. Today, business processes are
viewed as the central concept for organizing the way business is done. Designing
the business processes is, therefore, considered a major challenge. Requirements
for distributed information systems should be a major outcome of the design.
Information exchange is a vital part of business processes. Business processes

operate across geographical distances, often on a worldwide scale, and they uti-
lize corporate memory in the form of huge data repositories. Consequently, we
limit ourselves to a view of distributed information systems that concentrates on
those features that support information exchange. Since information exchange
has a spatial and a temporal aspect, distributed information systems are expected
to overcome temporal and spatial distances. This gives a first – trivial – archi-
tectural criterion, the separation of the two aspects into data communications
systems and database management systems.
More abstractly, from the perspective of the business process an information

system can be viewed as a set of information resources together with a suitable
(resource) manager each. Spatial exchange is provided by data communication
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process 1

resource manager 1

process 2

resource manager 2 resource manager 3 resource manager 4

work unit 1 work unit 2 work unit 3 work unit 4

work unit 1 work unit 2 work unit 3 work unit 4 work unit 4

Fig. 1. Business processes and resource managers

managers, with local and global networks as their resources. Temporal exchange
is supplied by database managers, with main and peripheral store as their physi-
cal resources and databases as their logical resources. The spectrum of assistance
a resource manager offers to its customers is referred to as its service. Business
processes, then, call upon the communications and database management ser-
vices of a distributed information system.
Figure 1 illustrates the basic framework. A business process consists of a col-

lection of work units. Each unit draws on the services of one or more resource
managers, and different units may address the same manager. Assume for sim-
plicity that each business process is totally ordered. Within a business process,
then, resources are shared in temporal order. However, in general a large number
of business processes – within the same enterprise or across different enterprises
– take place in parallel.
From a service perspective, we refer to the resource managers as the service

providers and the work units as the service clients.

2.2 Service Features

From an abstract perspective client and provider enter into a contract, a so-called
service agreement. Crudely speaking, an agreement deals with two aspects:What
is to be performed, and how well it is to be performed. For service features that
make up the first aspect the provider is expected to give absolute guarantees,
whereas for features within the second aspect graded guarantees can be nego-
tiated. We refer to features of the first kind as service functionality and of the
second kind as service quality. Ideally, service functionality would correspond to
the desirable features and service quality to the constraints.
To start with the service functionality of distributed information systems,

the features seem to fall into four broad categories.

1. Utility. This is the raison d’être for the agreement. It describes the collection
of functions through which the client initiates spatial and temporal data
exchange.
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information parity

ubiquity durability

utility

robustness
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Fig. 2. Service functionality and qualities in distributed information systems

2. Ubiquity. Data exchange should be possible between any pair of clients at
any time at any place. Data access should be possible for any client at any
time from any place.

3. Durability. Access to stored data – unless explicitly overwritten – must re-
main possible at any time in an unlimited future.

4. Information parity. Data carries information, but it is not information by
itself. To exchange information, the sender has to encode its information
as data, and the receiver reconstructs the information by interpreting the
data. Any exchange should ensure, to the extent possible, that the inter-
pretations of sender and receiver agree, that is, that meaning is preserved.
This requires some common conventions, e.g., a formal framework for in-
terpretation. The requirement is more stringent for temporal exchange than
for spatial exchange because the former does not offer an opportunity for
direct communication to clear up any misunderstandings. Rather, in tempo-
ral exchange the conventions must be made known to the service provider
to ensure that the interpretation remains the same on data generation and
access.

For distributed information systems, service quality has two major aspects.

1. Robustness. The service must remain reliable under any circumstances, be
they errors, disruptions, failures, incursions, interferences. Robustness must
always be founded on a failure model.

2. Scalability. The service must tolerate a continuous growth of service requests,
both for data transmission and data storage or retrieval.

Figure 2 illustrates how the service features interact. Ubiquity is primarily
the responsibility of data communications, durability of database management.
All other features are the shared responsibility of both.
As seen from the contract angle, architectural design is a parallel effort to

contract negotiation. Given the service features, systems designers determine
how they affect each other under further constraining factors such as limitations
of physical resources. They decide how they may be traded against each other
and, ultimately, whether the deal can be closed or terms must be renegotiated.
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2.3 Service Dynamics

From Fig. 1 we observe three kinds of relationships in an information system.

1. Client-provider. Clients issue service requests to a provider by calling a ser-
vice function. The provider autonomously fills the request and returns the
result to the client. Client and provider run in separate processes, the com-
munication may be synchronous or asynchronous.

2. Client-client. By sharing resources, business processes, through their work
units, may interact. If the interaction is wanted because the processes pursue
a common objective we have a case of cooperation. If it is unwanted we have
a case of conflict between the processes.

3. Provider-provider. A business process may call upon the services of a num-
ber of providers. To ensure that the process reaches its final objective the
providers involved must coordinate themselves.

2.4 Refining the Hypothesis

Chapter 2 provides us with a general framework for expressing the external
factors that govern architectural design. Altogether we isolated six features, too
many to be considered all at once. Hence, we refine our hypothesis to one that
assumes that some features exert more influence than others. The major features
are used to develop a gross architecture. A measure of correct choice would be
that the other features affect only a single component of the gross architecture,
or add a single component to it. We refer to this property as design orthogonality.
The ensuing four chapters will test the hypothesis in retrospective for vari-

ous database system architectures. Some of them (Chaps. 3 and 6) are widely
accepted, others (Chaps. 4 and 5) are less so that this paper could even be
regarded as a – modest – original contribution.

3 Database Management Systems Reference Architecture

3.1 Service Features

Our focus is database management systems (DBMS). To indicate the focus, we
use a specialized terminology for the features.

1. Data model. A data model expresses DBMS utility. The utility is generic:
Due to the huge investment that goes into the development, DBMS must be
capable of supporting a large and broad market of applications. As such a
data model provides a collection of primitive state spaces and transition op-
erators, and additional constructors that allow these to be grouped into more
complex state spaces and transition procedures, respectively. More formally
speaking, a data model can be compared to a polymorphic type system.
Operators and procedures correspond to the service functions that may be
called by clients. Scalability has a functional counterpart in a constructor
for dynamic sets of record-structured elements.
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2. Consistency. Given a state of the business world, the goal is to have the
database reflect a suitable abstraction of this state (the miniworld) in an up-
to-date version. Information parity is thus refined to a notion of restricting
the content and evolution of the data store to a well-defined set of states and
state transitions considered meaningful. Each state of the database is to be
interpreted as a particular state of affairs in the miniworld. An update to
the database intended to reflect a certain change in the miniworld is indeed
interpreted as that same change by every observer of the database. However,
since a DBMS cannot divine the true state of the miniworld, it would be
too much to ask for preservation of meaning in this ideal sense. Instead, one
settles for lesser guarantees. Static consistency means that the current state
of the database is always drawn from a predefined set of consistent database
states, which are considered to be valid and unambiguous descriptions of
possible states of the miniworld. Dynamic consistency ensures that state
transitions take consistent states to consistent states. To enforce the two,
the appropriate sets of states and state transitions need to be defined in a
database schema. Usually a database schema can be considered as a database
type together with further state constraints. The polymorphic transition
operators ensure consistency by observing the schema. Generally speaking,
then, consistency refers to the degree of information parity between database
and miniworld.

3. Persistency. Durability calls for the preservation of data on non-volatile stor-
age, i.e. on a medium with an (at least conceptually) unlimited lifetime.
Moreover, preservation should be restricted to those database states that
are regarded consistent. Such states are called persistent. As a rule, only the
outcome of executing a transactional procedure (called a (database) trans-
action) is considered to be persistent.

4. Resilience. A robust DBMS must be able to recover from a variety of failures,
including loss of volatile system state, hardware malfunctions and media loss.
All failure models to achieve robustness should be based on the notion of
consistency. A distinction must be made, though, whether a transaction is
affected in isolation or by conflict with others. In the first failure case the
failure model causes the database to revert to an earlier persistent state or,
if this proves impossible, to somehow reach an alternative consistent state.
In the second case, the failure model is one of synchronizing the conflict-
ing transactions so that the result is persistent both from the perspective
of the individual transaction (internal consistency) and the totality of the
transactions (external consistency).

5. Performance. DBMS functionality must scale up to extremely large volumes
of data and large numbers of transactions. Scalability will manifest itself
in the response time of a transaction. System administrators will instead
stress transaction throughput. Collectively the two are referred to as DBMS
performance.
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In classical centralized database management systems, ubiquity is usually
ignored. The topic becomes more important in networked database management
systems.

3.2 Physical and Economical Bottlenecks

As noted in Sect. 2.2, utility is the raison d’être for DBMS, but so is durability.
Moreover, both are closely intertwined: the former assumes the latter. Conse-
quently, the first step is to analyze whether any of the remaining features directly
affects one of them and thus indirectly the other. We claim that the feature that
exerts a major influence is performance.
The effect of performance is due to constraints that originate with the phys-

ical resources. Even after decades durability is still served almost exclusively by
magnetic disk storage. If we use processor speed as the yardstick, a physical
bottleneck is one that slows down processing by at least an order of magnitude.
The overwhelming bottleneck, by six orders of magnitude, is access latency,
which is composed of the movement of the mechanical access mechanism for
reaching a cylinder and the rotational delay until the desired data block appears
under the read/write head. This bottleneck is followed by a second one of three
orders of magnitude, transmission bandwidth.
We note that even main memory introduces one order of magnitude. Com-

puters attempt to overcome it by staging data in a fast cache store. DBMS should
follow a similar strategy of data staging by moving data early enough from pe-
ripheral to main storage. But now we observe a second, economical bottleneck:
The price per bit for main memory is by two to three orders of magnitude higher
than for magnetic disk. Data staging that finds a suitable balance between phys-
ical and economical bottlenecks will thus have to be one of the principles guiding
the architectural design of DBMS.

3.3 Primary Tradeoff: Balancing Data Model and Performance

Section 3.2 suggests that utility and performance should dictate the design strat-
egy, i.e., that they should have first priority. We thus introduce two diametrically
opposed design directions: A top-down direction of mapping the data model to
the physical resources, and a bottom-up direction of lessening the bottlenecks
by data staging (Fig. 3). This is a complicated undertaking that by tradition
requires a stepwise approach in order to break up the decision space into smaller
portions. The result is a multi-layered architecture.
Determining the decision space for each layer is the paramount challenge.

Our conjecture is that we have to find suitable abstractions for both utility and
performance such that both match for the purpose of balancing the needs. Util-
ity is in terms of function mapping, and performance in terms of criteria for
“early enough” data staging. Figure 4 illustrates the approach. Mapping utility
downwards is equivalent to reducing the expressiveness of the data model. Mov-
ing performance upwards is equivalent to widening the context for determining
what “early enough” means.
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Fig. 5. Reference architecture for set/record-oriented database management systems

A well-known reference architecture for DBMS uses five layers. Figure 5 shows
the architecture. We demonstrate that this architecture can be explained in terms
of the two factors data model and performance, following the principal ideas just
mentioned.

1. We assume a service-level data model that is set/record-structured and uses
a set-oriented and, hence, descriptive query language such as SQL or OQL.
For data staging on the topmost layer we assume a predominance of read
queries. Consequently we examine the sequence of read queries and analyze
the result for frequent patterns of collectively retrieved data (read profile).
Data would then be staged by rearranging the database according to these
patterns. This in turn determines the data model for the next lower layer
(internal data model): It should again be set/record-structured.

2. We now turn to the functional mapping. Some reduction in expressiveness
should take place. Since structurally there is little difference, the difference
can only be in the operators. These will now be record-oriented, i.e., naviga-
tional. The mapping encompasses three aspects. One is the actual rearrange-
ment of the external structures. The second concerns the translation of the
queries into set-algebraic expressions over the rearranged database, the alge-
braic and non-algebraic optimization of the expressions with a cost function
that minimizes estimated sizes of the intermediate results. The third pro-
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vides implementations of the algebraic operators in terms of the next lower
data model.

3. We alternate again with data staging. We analyze the entire query profile,
now in terms of the record operators. Our hope is to find characteristic
patterns of operator sequences for each internal set. Each pattern will deter-
mine a suitable data organization together with operator implementations.
Consequently, the data model on the next lower layer offers a collection of
something akin to classes (physical data structures).

4. Back to the functional mapping we mainly assign physical data structures
to the internal sets.

5. At this point we change direction and start from the bottom. Given the
storage devices we use physical file management as provided by operating
systems. We choose a block-oriented file organization because it makes the
least assumptions about subsequent use of the data and offers a homogeneous
view on all devices. We use parameter settings to influence performance. The
parameters concern, among others, file size and dynamic growth, block size,
block placement, block addressing (virtual or physical). To lay the foundation
for data staging we would like control over physical proximity: adjacent block
numbering should be equivalent to minimal latency on sequential access.
Unfortunately, not all operating systems offer this degree of control. The
data model is defined by classical file management functions.

6. The next upper layer, segment management, is particularly critical from a
functional perspective in that it forms a bridge between a world that is devoid
of service content and just moves blocks of bytes around, and a world which
has to prepare for the services. The bridge maintains the block structure,
but makes the additional assumption that blocks contain records of much
smaller size. This requires a more sophisticated space management within
as well as across blocks and an efficient dynamic placement and addressing
scheme for records. Because of all this added value the data model refers
to blocks as pages and files as segments. The operators determine access to
pages and records and placement of records.

7. The segment management will also determine the success of data staging on
the upper layers. For one, if the physical proximity of blocks is to be exploited
for pages, mapping of pages to blocks is critical (placement strategy). Even
more critical is how the layer exploits main memory to improve page access
by three to five orders of magnitude. Use is made of large page buffers. Aside
from buffer size the crucial factor is the predictive model of “early enough”
page loading (caching strategy).

8. This leaves the details of the physical data structures layer. Given a page,
all records on the page can be accessed with main memory speed. Since
each data structure reflects a particular pattern of record operations, we
translate the pattern into a strategy for placing jointly used records on the
same page (record clustering). The functional mapping is then concerned
with the algorithmic solutions for the class methods.
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3.4 Schema Consistency

If data model and performance are indeed the most critical design factors, then
the remaining features should only have an orthogonal influence.
Consider the functional mapping in Sect. 3.3. It was entirely based on data

models and, hence, generic. One of the features to be added at this point is
schema consistency. Schema consistency is equivalent to type safety in program-
ming. In generic solutions type checking is done at runtime. Consequently, type
information – often referred to as metadata – must be maintained by the opera-
tions in each layer. The content of the metadata on each layer is derived from the
metadata on the next upper level, by a mapping that is determined by the func-
tional mapping for the data models. On the topmost layer the database schema
constitutes the metadata. Figure 6 illustrates the principle, and demonstrates
that consistency is indeed orthogonal to the data model.
Since from a data management perspective metadata is just data, the meta-

data of all layers are often collected into a separate repository called the data
dictionary, thus perfecting the orthogonality (Fig. 7).

3.5 Consistency, Persistency and Resilience

Transactions define achievable consistency and persistency. They also incorpo-
rate the failure model for resilience – atomicity for failures and isolation for
suppression of conflicts. Such transactions are said to have the ACID properties.
Transaction management consists of three components: a transaction coordina-
tor that does all the interaction with the clients and the necessary bookkeeping,
a scheduler that orders the operations of a set of concurrent transactions to en-
sure serializability and recoverability, and a recovery manager that guarantees
persistency and resilience.
Since buffer managers are in charge of a critical part of performance they

operate fairly autonomously. On the other hand, atomicity requires close collab-
oration between recovery manager (including a log manager) and buffer manager.
Therefore, recovery managers are made an integral part of segment management.
If we wish to achieve orthogonality we should concentrate most or all other tasks
of transaction management within this layer, i.e., within segment management.
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As a consequence, we make schedulers a part of segment management as well,
and synchronize on the basis of page accesses. Transaction coordinators remain
outside the basic architecture because they are uncritical for performance. Fig-
ure 8 illustrates the solution.

4 Semistructured Database Management Systems

4.1 Service Features

In Chap. 3 we identified the data model as one of the predominant features.
If we continue to verify our refined hypothesis, it makes sense to modify the
assumptions for the data model. In this section we replace the data model of
sets of small-size records and set operations by a data model for semistructured
databases. The model reflects attempts to take a database approach to the more
or less structured document databases of the Web or classical information re-
trieval.

1. Data model. The record of the reference model is replaced by a graph struc-
ture. A node is labeled by a non-unique tag, and even siblings may have
identical tags. A node may include text of any length and optionally a tradi-
tional attribute/value list. From the system perspective the text is atomic.
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Fig. 8. Incorporating transaction management

Retrieval is considered the predominant service function and is, for all or
parts of the graph structure and even across sets of graphs, by pattern
matching. Changes to a graph structure, no matter how complicated, are
treated as atomic.
The choice of data model has consequences for some of the other features.

2. Consistency. Regularity of structured databases is the basis for schema con-
sistency. Whether the DBMS can guarantee information parity even in the
limited form of schema consistency depends on the degree of regularity that
one may observe for a semistructured database. Regularity will have to be
defined in the less restrictive form of regular expressions. Graphs added to
the database must then conform to the schema. Because consistency is de-
fined on single graphs and updates to them are already atomic, transactional
procedures seem to play a lesser role.

3. Persistency. With lesser need for transactions, durability usually implies
persistency.

4. Resilience.Without transactions, a different failure model must be employed.
Failures may occur as well, but there are no longer any fallback positions
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that can automatically be recognized by the DBMS. Instead, clients must
now explicitly identify persistent states, so-called checkpoints, to which to
revert on failure. Since changes to a graph structure are atomic, the failure
model does not have to take interferences into account.

5. Performance. The physical bottleneck remains the same. Consequently, data
staging will have to remain the primary strategy for performance enhance-
ment.

4.2 Architectures

Low Consistency. The notion of database schema makes sense only in an
environment with some degree of regularity in database structures. Consequently,
where there is no such regularity there is little to enforce in terms of consistency.
There are further drawbacks. Little guidance can be given to the analysis of
access profiles, and since there is no notion of type extension, little opportunity
exists for descriptive access across sets and thus for query optimization. Hence,
the upper two layers in terms of the reference architecture of Chap. 3 can exert
only very little influence on performance, and there are no major challenges to
functional mapping. We may thus collapse the layers into a single one.
There is a strong notion of physical proximity, though. Proximity is defined

by the topology of a graph structure, and because reading access is by pattern
matching, the topological information should be clustered on as few file blocks as
possible. Since long text fields in the nodes are the biggest obstacle to clustering,
these should be separated out and kept on other blocks, again in a clustered
fashion. Contrary to the reference architecture of Chap. 3 where, due to small
record sizes, the individual page is the primary object of concern, performance
now dictates that clusters of blocks are considered.
Two tasks remain, then. For performance, clusters of adjacent blocks of data

must be staged in main memory. For utility, the graph topology and node fields
must be mapped to block clusters. The tasks become part of a layer that replaces
the layers of physical data structures and segment management in the reference
architecture. With a transaction concept lacking, no further factors exert an
influence. Figure 9 shows the result of the discussion.

Schema Consistency. The solution of the previous section treats semistruc-
tured databases in isolation. This is against recent trends of combining the tradi-
tional structured databases of Chap. 3 with semistructured databases. Suppose
that for reasons of transparency we maintain a single data model, and we agree
on semistructured data as the more general of the two data models. Clearly
though, incorporating structured databases forces us to include consistency as
an important design factor. In turn we need graph structures that are similar in
terms of the underlying regular expressions. These will have to be classified into
types. Consequently, even though one will observe less regularity across their in-
stances as in the traditional case there is a notion of database schema possible.
To gain set orientation, access should cover complete type extensions so that
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Fig. 9. Architecture for low-consistency semistructured database systems

query languages may again be descriptive, though their concern is retrieval only.
Analyses of retrieval profiles may be done along the lines of the graph types.
These are all arguments that favor an upper layer similar to the one in the ref-
erence architecture of Chap. 3. In the details of functional mapping this layer
will in all probability be much more powerful.
From a performance standpoint the retrieval patterns should have an influ-

ence. Our conjecture is that a notion of proximity can again be associated with
these patterns. If we assume that reading access is limited to extensions of single
type, proximity can be translated to subgraphs that correspond to query pat-
terns. Performance mapping, then, consists of dividing the original graph into
(possibly overlapping) subgraphs. As above, the graphs should be separated into
topology and long text fields or, more generally, arbitrary media data. Functional
mapping now includes query optimization.
Subgraphs and long fields require different underlying implementations. In

fact, by closer scrutiny of the subgraphs we may detect that some exhibit the
strong regularity of traditional structured databases. Hence, there is a need
for assigning different physical data structures and, consequently, a need for the
second layer of our reference architecture. However, whereas the uppermost layer
seems to be more complicated than the one in Chap. 3, the reverse seems to be
true for the second layer.
For the implementation we take a two-track approach. There is a good chance

that subgraphs have a size that can be limited to single blocks. Hence, their im-
plementation may follow the reference architecture of Chap. 3 from the physical
data structures layer on downwards, though in detail the techniques may differ.
Fields with unstructured media data should follow the architecture of Fig. 9.
Figure 10 summarizes the discussion.
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5 Multimedia Databases

5.1 Service Features

Even though one may attach any type of media data to a graph node, and
the types may vary, semistructured databases are by no means multimedia
databases. They become multimedia databases only if we offer services that take
note of the interrelationships between different media and, hence, are capable of
combining two or more media. The new service functionality, cross synchronici-
ty, ensures that the contents of the related media match along a time scale. Take
as an example the continuous playback of combined video and audio.
Cross synchronicity relies on playback synchronicity, the ability of a sys-

tem to present media data under temporal conditions identical to those during
recording. As a service feature, playback synchronicity straddles the line between
functionality and quality. Poor playback synchronicity limits utility, but there
is a certain tolerance as to speed, resolution and continuity of playback within
which utility remains preserved. Hence, playback synchronicity could also be
regarded as a service quality.
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5.2 Architecture

To study the architectural effects we presume that cross synchronicity is a ser-
vice functionality and playback synchronicity a service quality. Since cross syn-
chronicity is a feature over and above those that gave rise to our reference ar-
chitecture, we should try to treat it as an orthogonal feature, and encapsulate
it in a separate layer or component somewhere on the upper levels.
Playback synchronicity seems closely related to performance, because it has

to deal with the same kind of bottleneck – peripheral storage. However, con-
ditions are even more stringent. Playback must remain fairly continuous over
minutes up to an hour or so. Longer breaks or jitter due to relocation of ac-
cess mechanisms or contention by other processes must stay within guaranteed
limits. Hence, depending on speed special storage devices (stream devices) or
dedicated disk storage are employed. Special buffering techniques will have to
even out the remaining breaks and jitter. The layers further up should intervene
as little as possible. Hence, for continuous media the right-hand branch in Fig. 10
must become even more specialized. The physical data structures layer should
now restrict itself to storing an incoming stream of media data and managing
it. Discontinuous media data and graph structures could follow the architecture
of Fig. 10.
Now, given playback synchronicity of each individual media data, the upper

layers of Fig. 10 may be preserved to deal with the structural aspects of the
interrelationships between the media, again intervening only during storing of the
data and during the setup phase of playback. On top we add another layer that
controls cross synchronicity, usually along the lines of a given script. Figure 11
gives an overall impression of the architecture.

6 Networked Databases

6.1 Service Features

We return to Fig. 1. In distributed information systems the single business pro-
cess and even a work unit faces a multiplicity of resource managers. All these
may be placed at geographically disparate locations. Consequently, ubiquity en-
ters the picture as an additional service functionality.
In Sects. 2 and 3.1 the service functionalities of consistency and persistency

and the service quality of resilience where tied to the notion of database transac-
tion and, hence, to a single resource manager. In general, these features ought to
be tied to the business process as a whole. Technically then, we refer to a busi-
ness process as an application transaction. Usually, an application transaction
is distributed. Since each component deals with transactional properties on an
individual basis, coordination comes into play as a further service functionality.
Service clients as well as service providers differ in a large number of char-

acteristics. Some of these are entirely technical in nature, such as differences of
hardware and operating system platforms or the transmission protocols they un-
derstand. These discrepancies are referred to as technical heterogeneity. Other
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differences – noted as semantic heterogeneity – have to do with functionality,
e.g., different data models, or consistency, e.g., different schemas. How much
heterogeneity is acceptable seems more of a gradual decision. Consequently, we
add a new service quality: homogeneity of services.

6.2 Middleware

If we wish to prove our hypothesis, we should follow our previous architectural
strategy and realize the new features orthogonally whenever possible. In the
case of distributed information systems, the strategy translates into touching
the resource managers only lightly, and adding infrastructure that deals with
the new features. This infrastructure goes under the name of middleware.
The first issue to deal with is ubiquity. The issue is resolved by utilizing the

data communications infrastructure and employing a common high-level pro-
tocol, e.g. TCP/IP. The second is technical homogeneity. Middleware enforces
the homogeneity by establishing an internal standard (take the IIOP protocol
of CORBA) and requiring site-local adapters. Practically all modern middle-
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ware approach semantic homogeneity by setting their own data model standard
(e.g., HTML documents for the WWW, remote objects for CORBA, DCOM and
RMI).
This leaves as tasks those that are much more difficult to standardize, es-

sentially all those that have to do with content. Content affects consistency and
derived features such as persistency or resilience. If one cannot come up with
standards, meta-standards may help. The architectural representation of meta-
standards is by frameworks. A framework that is oriented towards semantic
homogeneity on the schema level, and coordination issues, is the I3 (Intelligent
Integration of Information) architecture. Figure 12 combines the middleware and
I3 approaches into a single architecture.
Wrappers, mediators and facilitators are part of the I3 framework. Wrap-

pers adapt their resource managers on the semantic level, by mapping the local
data model to the common, standardized data model and the schema to one ex-
pressed in terms of the common data model. Mediators homogenize the schemas
by overcoming discrepancies in terminology and structure. Increasingly they rely
on ontologies that are represented by thesauri, dictionaries, catalogues, or knowl-
edge bases. Other mediators accept queries that span several resources, translate
them according to the homogenized schemas, send them off to the resource man-
agers, and collect the homogenized results. Facilitators ease the orientation of
service clients in the network. Examples of facilitators are Web search engines
or catalogues of data sources.
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6.3 Data Model, Consistency and Performance

Local utility and consistency are the responsibility of the individual resource
manager. Collective utility and consistency are the realm of the mediator. From
the viewpoint of the individual database management system all aspects of global
utility are an add-on service functionality and, hence, relegated to a new top
layer. Figure 13 illustrates this logical view. The view leaves open whether the
mediator is a centralized component or distributed across the resource managers.
Mediators achieve on a network-wide basis what the external data model

layer does locally: query translation, query optimization, query shipping and
result collection and integration. These are tremendously complicated issues,
but nonetheless orthogonal to all the local tasks. The mediator is supported by
metadata structures such as the catalogues and ontologies mentioned before, or
a global schema (the so-called federated schema).
The wrapper, besides mapping the schema, queries and results to the common

data model, acts as a kind of filter in order to make visible only those parts of
the database which are globally accessible (the so-called export schema).
Because the local database system remains unaffected, all new performance

bottlenecks arise from distribution. In the past it was transmission time that
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dominated the mediation strategies, and it remains so still today to the extent
that bandwidths have not kept pace with processor speed. Independent of speed,
latency, i.e. the time delay between request and start of transmission, remains
a serious handicap. Therefore, query optimization is largely governed by trans-
mission cost.

6.4 Consistency, Persistency and Resilience

Globally, the service functionalities of consistency and persistency and the ser-
vice qualities of concurrency and resilience are tied to an application transac-
tion. Locally, the functionalities and qualities are guaranteed by ACID database
transactions. We limit our considerations to application transactions that also
are ACID. Consequently, unless it suffices for global isolation and atomicity to
rely solely on local isolation and atomicity, some global – possibly distributed –
coordination mechanisms must be introduced.
It is well known from transaction theory that local isolation is the basis for

any kind of global isolation. Consequently, conflicts among business processes
(see Fig. 1) are handled purely locally. Likewise it is well known that global
atomicity – global persistency and resilience – require coordination in the form
of global commit protocols. These protocols are centralized in the sense that
they distinguish between a coordinator and its agents, where the agents reflect
those resource managers that updated their databases. The most widely used
protocol, Two-Phase-Commit (2PC), requires that even after local commit the
agents are capable, during the so-called uncertainty phase, of rolling back the
transaction. In purely local transaction management an uncertainty phase does
not exist. As a consequence, the recovery manager must suitably be adapted.
This leaves the question of where to place coordination and, incidentally,

transaction monitoring. Both are generic tasks. If we assume that application
transactions pass through the mediator, it seems only natural to place the tasks
with the middleware (Fig. 14). And indeed, this is what middleware such as
CORBA and DCOM try to do. In fact, today’s understanding of many of the
earlier transaction processing systems is that of middleware.
In summary, accounting for distributed transaction management is still close

to orthogonal: A global component is added, and a single local component is
adapted.

7 Conclusions

Does the paper support our hypothesis that architectural design plays the strate-
gic role in identifying, articulating, and then reconciling the desirable features
with the unavoidable constraints under which a system must be developed and
will operate? Is the design philosophy and methodology with a first phase for
identifying the desirable features and the constraints and a second phase for
determining the tradeoffs the correct consequence? We claim the paper does.
Equally important – and this seems the novel aspect of our approach and thus

the contribution of the paper – is a refinement of the strategy that challenges
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designers to identify – very much in the abstract – those features that promise to
dominate the design of the architecture. If successful, the remaining features in
the second class can be treated orthogonally. Orthogonality may either be perfect
so that the features give rise to additional components, or at least sufficiently
strong so that the features can be taken care in a single component within the
architecture developed so far.
The proof was by circumstance and limited to one kind of system – database

management systems in networks. Architectures that have proven their worth
in the past were evaluated in retrospective. Others – DBMS architectures for
semistructured and multimedia databases – still vary widely, and the ones we
developed in this paper reflect those in the literature that sounded most con-
vincing to the author. Also, there is by no means universal agreement on how
to divide the responsibilities for the service features between resource managers
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and middleware. Our hope is that this paper will contribute to future design
decisions.
One may argue that our base was way too small and too specialized to render

statistically significant evidence. Clearly, the study should continue to cover
other kinds of systems. Our next candidate for attention is data communications
systems. Nonetheless, it should have become clear that a design strategy based
on our hypothesis is little more than a conceptual framework. Architectural
design of software systems remains a creative task, albeit one that should follow
sound principles of engineering.
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Abstract. Data Warehousing is not new to Credit Suisse Financial Services.
Over the past twenty years, a large number of warehouse-flavored applications
was built, ranging from simple data pools to classical management information
systems, up to novel customer relationship management applications using
state-of-the-art data mining technologies.
However, these warehouse projects were neither coordinated nor are they based
on the same infrastructure. Moreover, dramatic changes of the business design
had a huge impact on information analysis requirements. Both together resulted
in a nearly unmanageable complexity.
Therefore, Credit Suisse Financial Services started a 3-year enterprise-wide
data warehouse re-engineering initiative at the beginning of 1999. This paper
presents the motivation, experiences, and open issues of this strategic IT pro-
ject.

1   Introduction 

Driven by urgent business needs, various data warehouse-like systems were built in
Credit Suisse Financial Services (CSFS) over the past twenty years. The early systems
are mere data pools serving batch reporting purposes for financial and management
accounting. The second generation of data warehouses supports preliminary ad-hoc
analysis capabilities and serves credit, payment, and securities businesses. Customer
relationship management (CRM) started ten years ago with a data pool dedicated to
customer profitability analysis. The system was recently replaced with a state-of-the-
art warehouse now supporting data mining and on-line analytical processing (OLAP).

Recent trends are nearly real-time data warehouses (based on operational data
stores) and hybrid systems, where analysis results are fed back into online transaction
processing systems (e.g. reclassification of banking customers in accordance with
analysis results). Moreover, ERP packages, like SAP or Peoplesoft, are advertising
their own interpretation of data warehousing.
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Moreover, a large number of applications implemented warehousing and analysis 
functionality, like for example, economic research, credit early warning, comprehen-
sive risk analysis, click stream analysis in e-business, or market positioning. 

Summing up, data warehouses in CSFS have very complex application and data
dependencies. Data sharing is not coordinated, data sources generate multiple (over-
lapping) feeder files for different warehouses (resulting in unnecessary load at the
feeder systems), and there are cascading warehouses, etc. (cf. Fig. 1). Even worse,
there is no global view which data are stored where and are used for which purpose.
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Fig. 1. Historically evolved data warehouse environment

From the technical point of view, many different platforms, tools, and architectures
are in place. Platforms include Mainframe / DB2, IBM RS 6000 SP2 / DB2, Sun
E10000 / Oracle and Mainframe / SAS. Tools like SAS, ETI, PowerCenter, Trillium,
Darwin, Clementine, Microstrategy and Brio are heavily used. However, most of the
old systems use their own home-made analysis tools. The systems are in different
states of the product life cycle (from antic to state-of-the-art). Consequently, each
warehouse was maintained by a dedicated team of IT people resulting in a very poor
overall productivity.

From a business perspective, there is an end-to-end ownership and sponsorship of
each data warehouse system.
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2   Strategy of Managed Evolution 

An in-depth analysis of the existing data warehousing systems revealed the following:

• Data warehouse development has become expensive and slow because of the high
complexity of the historically evolved environments and the very different ware-
house platforms being used. Even worse, a stable production environment could
not be provided any more.

• A high percentage of resources were required to maintain old systems instead of
developing new solutions for business users.

• The integration of off-the-shelf software was very difficult because interfaces
were either not compliant with standards or were not clearly defined and docu-
mented.

• The implementation of new business requirements, like alternative distribution
channels, was very hard.

• An enterprise-wide data quality process could hardly be established, since each
warehouse implemented its own data semantics.

The following major alternatives to improve the situation were investigated:

• Green field approach

Starting from scratch, a completely new huge (multi-terabyte) enterprise data
warehouse is designed, which replaces all existing systems. This approach was
not considered a real option due to very high costs, long duration, unpredictable
risks, and a general lack of skills and resources.

• Migration to an off-the-shelf package

A data warehouse solution, for example from an ERP vendor, is purchased that
fulfils the requirements to a large degree. This was also no feasible option be-
cause of the huge data volume and the specific needs of CSFS.

• Take over a proven data warehouse solution from another bank

A warehouse system is bought from a competitor. However, such a solution is
only possible in case of a merger with or acquisition of another bank.

• Opportunistic approach

Existing warehouses are improved without any fundamental change. In principle,
this means to follow the same road down as we did in the past. As mentioned
above, this is no long-term solution, especially since time-to-market of new pro-
jects gradually increases.

• Managed evolution

Existing warehouses are improved, including fundamental changes with respect to
the warehouse platform and architecture. Managed evolution requires a continu-
ous balance between a purely IT-driven approach, opting for very fast solutions
which are maximum coherent to a target data warehouse architecture, and a
purely business driven approach, based on opportunistic implementations of busi-
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ness functionality for maximizing quick wins (cf. Fig. 2). For CSFS, managed
evolution was the only realistic option.
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Fig. 2. Managed evolution data warehouse strategy

3   Data Warehouse Re-architecture Program 

In 1999, the data warehouse re-architecture program was started to migrate all existing
warehouses to an enterprise-wide target architecture in a step-wise process (managed
evolution). The main task was to design and maintain an overall DWH architecture
(target architecture), including system, application, data and metadata architecture.
Furthermore, a migration path for all existing DWH to the target architecture was
designed to ensure that all warehouse projects eventually conform to the target archi-
tecture. A standard tool suite for data warehouse design, implementation and mainte-
nance was set up. A dedicated technical data warehousing platform was defined, built,
and maintained. The required business organizations and processes/responsibilities to
manage DWH were also implemented.

The migration is being executed in two major steps:

• migration phase: all warehouses are moved to the dedicated data warehous-
ing platform

• consolidation phase: all warehouses conform to the standard warehousing archi-
tecture

The first phase was successfully completed at the end of 2000, except for one of the
legacy systems.

The following picture shows a high level view of the data warehouse target archi-
tecture. Data warehouses are strictly separated from operational systems (in Fig. 3, the
latter is referred to as application domains).
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Fig. 3. Data warehouse target architecture

The Credit Suisse information bus (which is based on CORBA technology) is used to
periodically transfer data from operational systems to the warehouse platform, and to
feed analysis results back into operational systems. Note that data are never "im-
proved" within the warehouse processing chain (errors have to be fixed in the source
systems) and that no on-line access from DWH to OLTP systems for data extraction is
allowed.

The warehouse domain consists of the following building blocks:

• The data staging area stores the feeder files which are delivered by feeder sys-
tems. An ETL-tool (PowerCenter from Informatica) is used to extract and trans-
form these data and load them into business area warehouses.

The data staging area ensures that each data item is extracted only once from the
source systems and is shared between all warehouse applications. External data
(like demographic information purchased from data providers) are also loaded
into the data staging area.

• Business area warehouses are the large strategic warehouses which serve several
analysis and decision support systems. They are centrally managed by IT experts.

In contrast to an enterprise data warehouse, we are implementing multiple sys-
tems each storing data of one particular business area (e.g. financial data, credit
data, marketing data, ...). These warehouses are fully normalized and store data at
entity level (i.e. non-aggregated). They can be understood as the shared stock of
data for all warehousing applications.

Only a few power users are allowed to access business area warehouses directly.

• In a second staging step (where the same ETL-tool is used) data are extracted
from business area warehouses and loaded into data marts which are optimized in
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accordance with well-defined business cases. This means, data marts only contain
de-normalized subsets of all data based on multi-dimensional data models. Data
marts have a single business owner and serve a rather homogeneous set of end us-
ers.

Several data analysis tools (application servers) can be used to access data marts
(reporting, OLAP and data mining tools).

• Presentation front-ends – the warehouse clients – are strictly separated from
analysis tools since we aim at a thin client strategy. End users only need a stan-
dard PC and a web browser like Netscape (which connects to application servers)
for analyzing data.

• The data feedback area is like a staging area but prepares analysis results for
being returned into operational systems.

We support pull mechanisms, where operational systems fetch data from the
feedback area, as well as push mechanisms, where the feedback area passes data
to operational systems using standard application interfaces.

• Metadata management has an IT and a business view. The IT view allows IT
professionals to centrally manage the warehouse (operational metadata). It also
allows for an efficient implementation of new reports or even data marts. The
business view allows end users to learn which data are where available in the
warehouse system (data model and data location) and to get additional explana-
tions on the data in the warehouse (data semantics and data lineage).

4   Experiences and Open Issues 

After two years of the re-architecture program, the platform – including scalable
hardware and all software tools – has been implemented to a large degree and is pretty
stable. The platform consists of 2 Sun E10000 Starfires (2 x 64 SPARC II CPU),
approx. 15 TB storage managed by 3 Hitachi disk subsystems (1 HDS 9900 and 2
HDS 7700) using Veritas files systems, and several Oracle 8 databases. The platform
provides for separated development, test, and production environments. It is designed
to support about 10'000 end users (mostly for reporting purposes).

A novel data staging process was implemented based on Informatica’s PowerCen-
ter. Migration of the existing warehouses (except of one) to the new platform is com-
pleted and the first business area warehouse is operational. The other business area
warehouses will be implemented during the rest of this year.

The following experiences have been made (this list is not complete):

• The platform proved to be very powerful and reliable. The staging process is on
average 4 times faster than on the old platforms, and the database performance is
satisfactory1.

                                                          
1  The remaining performance problems are mainly caused by poor physical designs of some 

data marts or poor application designs. 
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An efficient load process becomes increasingly important, since new business re-
quirements demand for a daily load of data while the batch window decreases at
the same time due to on-line banking (which does not care about "office hours")2.

However, one should not spend too much time on evaluating platforms. Other
high-end Unix servers and enterprise storage systems would do as well. Platform
selection should mainly depend on the skills being available in a company, and
whether the tools business users are most interested in run on this platform.

• The new architecture (based on business area warehouses) allows for a very quick
implementation of new data marts (if the required data are already available in
business area warehouses and the project team is familiar with the environment).
Now a completely new data mart can be implemented within 3 months (from de-
sign to production).

• Interface management between the warehouse platform and the feeder systems is
a very important issue. In the past, the warehouse projects were responsible for
implementing the data extraction programs (usually in PL/I) in order to generate
the feeder files. This approach (pull principle) leads to various problems:

When a feeder system is changed, the extraction programs have to be adapted,
too. However, if these changes have to be implemented by two different project
teams, the release schedules of both projects must be synchronized. In a large-
scale environment with hundreds of feeder systems and dozens of warehouses,
such a synchronization is not easy.

Moreover, if the warehouse platform and the platform of the feeder system are
different, the warehouse project team has to maintain additional skills which often
results in a waste of resources.

Therefore, we switched over to a push principle. The warehousing and the feeder
system projects sign service level agreements that define which data must be de-
livered in which format at which time to the warehouse platform. If a feeder sys-
tem is changed, the same project team will also modify the extraction program.

The push principle also simplifies a smooth transition of feeder systems to new
banking paradigms. The distinction between on-line and batch processing (where
data extraction is done as part of the end of day processing) will soon no longer
exist (7 x 24 hours on-line processing). When the push principle is used, ware-
house systems need not care whether the feeder files have been generated by a
data extraction program during the end of day processing, or have been generated
continuously using, e.g., message-oriented middleware.

• Reengineering existing systems “on-the-fly” is a tedious process which can only
be successfully completed if this process is strongly supported by the top man-
agement.

                                                          
2  The next release of the reference architecture will include an operational data store (ODS) as 

part of the staging area to support nearly real-time warehousing. An ODS is also required 
when the batch window is completely closed (7 x 24 hours operation of banking applica-
tions). ODS data will be transferred to the warehouse platform using MQ Series middleware. 
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A business steering committee must be established that decides strategic issues of
the whole warehousing platform and keeps all business projects on track. Since
the re-architecture program is a long-term project that binds lots of resources, it is
always tempting for smaller projects to opt for quick win solutions that (once
again) do not comply with the defined standards.

A general problem is that it is easy to find business owners for data marts (each
data mart serves a particular business need so that business people have a natural
interest in these systems), but much more difficult to find business owners for
business area warehouses (the common stock of data).

However, clearly defined responsibilities (including data security decisions and
data quality measures) are even more important for business area warehouses than
for data marts, since these databases are the common foundation of all data marts.

• The organization of data warehouse developers needs to be adapted in accordance
with the new architecture. It is no longer meaningful that project teams care for
the whole processing chain of a warehouse application (end-to-end). A separation
between data staging/development of business area warehouses and development
of data marts is required. The “classical” project teams then develop solutions for
given business requests by defining data marts and developing reports, etc. A
close cooperation of both groups is of course required since new business projects
may need additional data that are not yet available in any business area ware-
house.

In the following areas we did not make the expected progress3:

• Metadata management is still a big problem. On the one hand, metadata manage-
ment tools are still immature, and on the other hand the warehousing tools (in par-
ticular staging and reporting tools) have poor interfaces to upload metadata from
these tools into the global metadata repository.

However, an automated management of metadata (bidirectional) is essential for
end user acceptance. If IT users (developers of staging processes, warehouses and
data marts) and power users (report developers) have to maintain metadata explic-
itly, the metadata repository and the warehousing system will diverge over time,
rendering metadata management useless.

Even if metadata can be captured automatically, user-friendly interfaces are re-
quired to present these data to the end users. Interfaces need to include search en-
gines where casual users can look for warehousing data based on ontologies. Re-
ports must be classified automatically in accordance with these (customizable)
ontologies.

A fundamental problem is data lineage at data item level where script-based trans-
formation rules (staging tool) and reporting programs make it very questionable
whether it is possible to achieve any progress at all.

At least a case study would be helpful that describes examples of successful
metadata management implementations, highlights success/failure factors (from

                                                          
3  In these areas additional (applied) research seems to be meaningful. 
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the technological to the business point of view) and gives a deeper understanding
of realistic expectations.

• Systems management (in particular performance management) is also difficult in
our warehousing environment. It is almost impossible to guarantee a defined
minimum of system resources (in particular CPU) for critical applications if data-
base instances are shared. So far performance management is only possible either
at operating system level (Sun resource manager) or database level (Oracle re-
source manager), since both are not compatible with each other.

This does certainly not require basic research, since the required technologies are
known from the mainframe world for ages. In this respect, even high-end Unix
servers are still in their infancy (not to mention NT).

Another issue is performance monitoring in n-tier environments. It is easy to
check whether the warehousing components are up and running (including net-
work connections, web servers, application servers and database servers). How-
ever, it is hard to find out where the bottleneck actually is if end users experience
a poor end-to-end performance.

• Today’s warehousing tools each have their own security manager. Implementing
security – in particular access control – over the whole warehousing chain such
that data are consistently protected irrespective of their actual location and repre-
sentation is almost impossible. In principle, a comprehensive end-to-end security
model would be required that allows for an integrated privilege management over
heterogeneous tools (including ad-hoc reporting). Otherwise, security manage-
ment is not only an error-prone task, but also hardly understandable for auditors.

So far, the problem has only partially been solved with integrated user administra-
tion tools like Control-SA from BMC, SAM from Systor/Schumann or Tivoli
(User Administration and Security Management) from Tivoli/IBM.

Another open issue is the provision of a complete audit trail over all warehousing
tools. In environments with high security requirements like ours, auditors some-
times need to know which end user has read which data. Therefore, all tools must
provide for the required log data and these log data must be integrated into a
global log database.

For integrating audit data, warehouse technologies can be applied (e.g. an audit
warehouse), but today most tools do not make the required audit data available.
Even the database system does not deliver these data, since permanently running
Oracle in trace mode is not really an option.

What we need is a publish/subscribe mechanism for all tools so that warehouse
administrators can collect all data needed according to their requirements without
introducing too much overhead on the warehouse platform.

• Performance can always be improved, in particular for on-line analytical process-
ing (OLAP). Currently, OLAP based on very high data volumes (terabyte range)
is only possible using relational OLAP (ROLAP). Since response times of
ROLAP tools are rather high, we would prefer to use a multidimensional or hy-
brid OLAP system. Unfortunately, these tools are not yet able to handle such high
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data volumes, in particular if the underlying data change every day (creating a
huge data cube can take several days).

• Another open issue is archiving in the context of evolving data models (schemas).
Today it is easy to generate backups (enterprise storage systems even allow for
serverless backups, and storage area networks can easily handle the data volume),
but systems evolve over time. In most cases, it is not feasible to migrate all exist-
ing backups when new system releases are introduced.

• One of the major problems is data quality management. More than 500 feeder
systems deliver data to our warehouse platform. The data quality differs from sys-
tem to system considerably.

Warehouse engineers can only measure the quality of data to some degree (using
heuristics), but they cannot improve the quality. Data quality management has to
be a business-driven process where the correction of errors is initiated by the
business users. We have made the experience that it is very hard to convince
business users in the early phases of a warehousing project to spend some time on
data quality management. However, the more the warehouse platform is being
used the higher gets the interest of business users to fix errors that they have
found in their reports. A data quality management process must be in place which
ensures that errors that have been found are really fixed.

Unfortunately, business users often argue that these corrections should be made in
the data warehouse (where it is often much easier than in the source systems to
access these data, and the interfaces are much more user-friendly), since it
“should be no problem” to feed these corrections back into the source system. We
strongly argue not to apply this “solution”. The resulting system will tend to be
unmanageable, since cyclic dependencies between systems at the data instance
level are never fully understood in large-scale environments.

• Finally, we envision that our warehouses will have to manage semistructured and
multimedia data. There are plenty of examples of such data in e-commerce appli-
cations, e.g. contracts, insurance policies, geographical data for mortgages, and
for risk management in the insurance business.

Today’s analysis tools (reporting, OLAP and data mining) are not ready yet to
cope with such kinds of data.

Summing up, the basic technologies for implementing complex data warehousing
and analysis systems are available. Though tool providers (database vendors and
analysis tool vendors) may benefit from new and improved algorithms (in particular to
improve the performance of their tools), only evolutionary improvements are to be
expected.

According to our experiences, warehouse projects usually do not fail for techno-
logical reasons. They fail due to organizational problems, insufficient involvement of
business users, missing top management attention or poor skills management.
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Abstract. During the analysis stage of a typical information system 
development process, user requirements concerning system functionality and 
data are captured and specified using requirement specification techniques. 
Most of these specification techniques are graphical (semi-formal), i.e. they 
involve modelling. This paper presents a comparison of data requirement 
specification techniques in SSADM, which is a strong data-centred method, and 
the Unified Process, an object-oriented method. In particular, we investigated 
how data groups (entities and classes), their attributes and relationships are 
identified, specified and validated in both methods. Data requirement 
specification techniques used in both methods are then evaluated against a set 
of detailed criteria based on five requirement specification quality attributes. 
Both methods seem to have a similar informal approach to producing initial 
data requirement specifications, but they differ when these initial models are 
refined. The refinement in SSADM is more rigorous. Therefore, this paper 
makes a few recommendations for the Unified Process.

Introduction 

This paper has the following structure. The quality attributes of a good data 
requirement specification and criteria for evaluation used in this paper are discussed 
in the next section. It is followed by a brief overview of data requirement 
specification techniques in SSADM and an assessment of them. A summary of data 
requirement specification techniques in the Unified Process and an assessment of 
them are to be found in the subsequent section. The last two sections are devoted to 
the summary of our findings and, conclusions and recommendations. 

Properties of a Good Data Requirements Specification 

Authors such as [6], [7], [8], [10] and [11] have discussed quality attributes that 
general requirements specifications should posses. Based on some of the common 
criteria considered by those authors and others, we propose a set of characteristics that 
are important to a data requirement specification. They are completeness, minimality,
correctness, non-redundancy and consistency. These characteristics apply to different 
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levels of comprehension of the user's requirements, namely, description level,
semantic level, and contextual level.

Description Level 

This is a superficial level at which one can check whether a data requirement 
specification contains all requirements wished by the user. Mere mentions of 
reasonably detailed requirements wanted by the user in the specification would satisfy 
the completeness of the specification. 
1. Completeness – A data requirement specification is complete if the specification 

captures adequate information about the problem domain, i.e. the specification 
contains all elements desired by the user. 

One will also have to make sure that the specification does not contain requirements 
that are not wanted by the user. 
2. Minimality – A data specification is minimal if the specification does not contain 

elements that are not desired by the user. 
The first characteristic necessitates that important data requirements are not missing 
in the specification. The second characteristic demands that the specification does not 
have any requirements from outside the problem domain. Combining the two 
characteristics, in effect, will amount to the (set of) requirements in the specification 
being roughly equal to the (set of) real user's requirements. However, it is not clear at 
this level whether the analyst's understanding of requirements is in line with the 
user's. Those misunderstandings can only be detected at a deeper semantic level. 

Semantic Level 

At this level, the analyst should strive to demonstrate that the semantics of the 
specification is the same as the user's real intentions. 
3. Correctness - A data specification is correct if there are no differences in the user's 

understanding of the requirements specification and the semantics of the 
requirements specification itself. 

By now, one should have a fairly reliable specification. To enforce a good structure 
onto the specification, one will need to remove superfluous requirements. 
4. Non-redundancy – A data specification contains no redundant elements if no two 

elements represent the same information. 
Non-redundancy characteristic will compel the requirement analyst to expose 
unnecessary overlaps in the specification. Please note that non-redundancy is a 
semantic level criterion, while minimality is a description level one, and see Table 1 
for illustrations. 
Finally, the data requirement specification should show consistency with other 
specification such as specification of system functionality. 

Contextual Level 

A data requirement specification will not exist in isolation. It will have to share 
information with other specifications. Therefore, it is important that requirements are 
defined consistently. 
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5. Consistency - A data specification is consistent with other specifications if the 
specification does not present any conflicting requirements. Some authors such as 
[7] and [6] distinguish between two kinds of consistencies: internal consistency 
and external consistency. Internal consistency is the consistency of various 
elements within a specification or model and external consistency is the 
consistency of specifications of elements across various models. In the context of 
data requirement specification technique, the external consistency is more plausible 
than the internal one. Since consistency is applied to various specifications, it is a 
very important criterion. Without it, it will be very difficult to ensure that other 
criteria, namely, completeness, minimality, correctness and non-redundancy are 
met. 

The five characteristics discussed above apply to various elements in the 
specification. 

Three Major Elements of Data Requirements and Their Characteristics 

What exactly do we mean by 'data requirements'? In the context of system 
development methodologies, data requirements include the following elements, or in 
other words, data requirements are described using the following notions/concepts: 
• Data groups 
• Data attributes and 
• Relationships between data groups  
A data group is a collection of data attributes, such as entities in Relational Data 
Models and classes in a Class Model. Data attributes are pieces of information such as 
attributes of entities, and properties/attributes of a class. Relationship between data 
groups means a static connection between the data groups such as entity relationships, 
and class relationships, e.g. association, aggregation. 
In a ‘good’ data requirement specification, all three elements (notions/concepts) 
should possess all the characteristics described above, except consistency that is 
applicable to specifications as a whole only. It gives rise to thirteen detailed criteria 
that can be used for evaluation of data requirement specification techniques. These 
criteria with illustrative examples are summarised in Table 1 that uses a small student 
library system as a case study scenario. 

Implications for Methodologies 

In the light of the discussion so far, it seems natural to expect a meticulous data 
requirement specification technique to provide mechanisms to guarantee that data 
requirement specifications meet some or all of the above-mentioned criteria. In fact, 
there are two different but interrelated issues: first, the strength of the technique itself 
to deliver a specification that meets the criteria above; second, checking mechanisms 
to validate that the criteria have been met. But we will not generally attempt to 
separate the two issues in this paper; rather, we will focus on overall rigour of the 
entire technique(s) to produce a good data requirement specification. 
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Table 1. Levels, characteristics, criteria and examples

Level Character-
istic 

Element Criterion Meaning Example 

Descrip-
tion

Complete-
ness 

Data
groups 

Complete-
ness of 
data 
groups 

No missing 
entity/class in 
the 
specification 

Reader class/entity 
missing from the 
library system 

Descrip-
tion

Complete-
ness 

Data
elements 

Complete-
ness of 
data 
elements 

No missing 
attributes in 
entities 

Reader name missing 
from the Reader 
entity/class 

Descrip-
tion

Complete-
ness 

Relation-
ships 

Complete-
ness of 
relation-
ships 

No missing 
relationships 
in between 
classes/
entities 

Reader-Loan 
relationship missing 
between Reader and 
Loan entity/class 

Descrip-
tion

Mini-
mality 

Data
groups 

Mini-
mality of 
data 
groups 

No extra 
entity/class in 
the 
specification 

Publisher entity/class 
(where it is not 
deemed required) 

Descrip-
tion

Mini-
mality 

Data
elements 

Mini-
mality of 
data 
elements 

No extra 
attributes in 
classes/
entities 

Reader's weight 
attribute in Reader 
entity 

Descrip-
tion

Mini-
mality 

Relation-
ships 

Mini-
mality of 
relation-
ships 

No extra 
relationships 
between 
entities/ 
classes

Relationship between 
Book Title and 
Publisher 
entities/classes where 
Publisher is not 
required 

Semantic Correct-
ness 

Data
groups 

Correct-
ness of 
data 
groups 

No 
entity/class 
with invalid 
meaning 

Assuming Reader the 
same as Student 
entity/class, when the 
business rule is that 
only those students 
who have borrowed 
at least one item is 
considered as Reader 

Semantic Correct-
ness 

Data
elements 

Correct-
ness of 
data 
elements 

No attributes 
with invalid 
meaning in an 
entity/class  

Assuming Address 
attribute holds home 
address when it 
should be current 
address 

Semantic Correct-
ness 

Relation-
ships 

Correct-
ness of 
relation-
ships 

No 
relationship 
with invalid 
meaning 
between 
entities/ 
classes

Wrong cardinalities 
etc… 
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Table 2. Scales for different degrees of rigour 

Rigour Scale 
Not present 0
Present but weak or not explicit 1
Explicit and rigorous 2

Level Character-
istic 

Element Criterion Meaning Example 

Semantic Non-
redundan-
cy 

Data
groups 

Non-
redun-
dancy of 
data 
groups 

No two 
entities/ 
classes with 
the same 
meaning in 
the 
specification 

Student and Reader 
entities when they are 
the same 

Semantic Non-
redundan-
cy 

Data
elements 

Non-
redun-
dancy of 
data 
elements 

No derivable 
attributes and 
attributes that 
share same 
information 

Having Date of Birth 
and Age attributes, or 
Address and Post 
Code attributes when 
Address also contains 
Post Code 

Semantic Non-
redundan-
cy 

Relation-
ships 

Non-
redun-
dancy of 
relation-
ships 

No 
entity/class 
relationships 
which are to 
provide 
alternative 
navigation 
routes 

Circular relationships 
between 
entities/classes where 
some of them are 
solely for alternative 
route for navigation 

Contextu
-al

Consis-
tency 

Related 
specifi-
cations 

Consis-
tency of 
the 
specifi-
cations 

No two 
specifications 
of a 
requirement in 
different 
models should 
be conflicting 

Data specification 
suggests that Book 
Reservation is not 
needed but the 
functional 
requirement 
specification 
indicates that students 
should be able to 
reserve books. 

We would also like to stress 
that it is not enough if a 
methodology just mentions 
something like ‘Look for 
missing classes and attributes 
in this step’ or ‘Review the 
class model to identify hidden 

attributes’. It does not tell methodology-users much. A good methodology should say, 
and methodology-users need to know, how to correctly identify and specify all three 
elements and how to check whether the specification meets the above criteria. It 
means one not only needs to know ‘what to do’, but perhaps more importantly, one 
needs to know ‘how to do it’. 
Thus, when assessing various methodologies and related techniques, we will try to 
gauge their rigour using various measurement scales as shown in Table 2. 
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Structured Methods 

Method: SSADM Version 4/4+ 

Structured System Analysis and Design Method (SSADM) was first launched in 
1981, and has been used by UK Governmental Departments ever since. It has gone 
through many improvements over the years and the major version SSADM Version 4 
was launched in 1990. More minor changes were made later and SSADM 4+ was then 
released in 1996. See [12]. 

A Summary of Data Requirement Specification Techniques in SSADM 

In SSADM 4 and 4+ the major data analysis model is Logical Data Model (LDM) that 
includes Logical Data Structure (LDS), otherwise known as Entity Relationship 
Diagram (ERD). See [2] and [12]. 
In Step 140 Investigate Current Data, a draft LDM is produced after gathering 
candidates for entities coming from various sources such as: physical data stores in 
the current environment, requirement specification, specialist knowledge of the 
application domain and so on. Together with entities, their main attributes, e.g. key 
attributes, and some other obvious attributes are discovered. Entity relationships and 
their degrees are also identified. But there is no urgent need for an entirely valid LDM 
at this point, since the model will be refined progressively. Towards the end of Step 
140, the LDM is revised first by removing redundant relationships such as ‘indirect 
relationships’. Then the LDM is validated against the Data Flow Model (DFM, which 
consists of Data Flow Diagrams) that is being developed at the same time. For an 
entity, SSADM requires that, there must be at least one DFD process that creates the 
entity, at least one process that sets attribute values, and at least one process that 
deletes the entity. The only exception is a case where given entities are used for 
references only. The checking is done by drawing up the Process/Entity Matrix. Step 
140 concludes with the examination of ‘Access Paths’ to demonstrate that elementary 
processes that need to access a number of entities can do so by navigating through the 
defined relationships. 
In Step 320 Develop Required Data Model, the LDM is adjusted according to the 
user’s choice of system functionality. That generally involves removing entities that 
are not required by the new system and adding new entities that will be required. 
Entity relationships are then revised and improved in the light of changes in entities. 
LDM documentation is completed by filling up Entity Description forms, which 
include information such as names of all known attributes, primary and foreign keys 
etc… When documenting the entities, cross-references are made to the data stores in 
the DFM. The Store/Entity Cross-Reference ultimately determines the content of data 
stores for the DFM. 
In Step 330 Derive System Functions, various functions are identified from data flow 
diagrams, and are documented using Function Definition forms. A function in 
SSADM is 'a set of processing that users wish to carry out at the same time' [12]. 
Functions are triggered by events. User interface of each of these functions is defined 
using I/O Structure diagram(s) that use Jackson Structure Diagram-like notations to 
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show detailed exchange of data items between the user and the system. These 
diagrams are then validated by users. 
In Step 340 Enhance Required Data Model, the LDM, which has been developed 
using a top-down approach, is ‘enhanced and confirmed’ by Normalised Tables that 
are developed using the bottom-up Relational Data Analysis (RDA) technique. RDA 
is performed on some complex I/O (Input/Output) Structures, which were produced as 
part of Function Definitions. I/O Structures contain rich information about data 
coming in and going out of the system. Using the RDA technique, the I/O Structures 
are successively transformed into the Third Normal Form (3NF). After that, 3NF 
tables are converted into LDS fragments using a mechanistic process that involves 
four steps. Subsequently, the LDS fragments are compared with the original LDS to 
resolve differences. When doing so, SSADM suggests that, one should look for a) 
differences in attributes, such as uncovered attributes, attributes in different entities 
etc… b) additional entity types and c) additional relationships. 
In Step 360 Develop Processing Specification an Entity Access Matrix is developed 
which demonstrates how events affect entities during their lifetime. These effects are 
detailed by operations in Entity Life History modelling; they are later incorporated 
into operations on Effect Correspondence Diagrams. ECDs show how an event affects 
various entities, and how these entity effects correspond to each other [12]. 

Assessment 
The main data requirement specification in SSADM is mainly represented by LDM. 
The LDM is supported by Logical Data Structure, Entity Specifications, Attribute 
Specifications and Relationship Specifications. Table 3 summarises the assessment of 
data requirement specification techniques in SSADM. 

Table 3. Summary of the assessment of data requirement specification techniques in SSADM 

Criterion How it is met (if at all) Rigour 
Completeness of 
entities 

Task 30 of Step 140 Check that the LDM will support 
the Elementary Processes from the DFM.
Task 40 of Step 140 Record any new data 
requirements or problems with current data in the 
Requirements Catalogue: Missing entities can be 
uncovered when comparing LDS fragments from 
Normalisation with the original LDS. 

2

Completeness of 
entity attributes 

Task 40 of Step 340 Compare the mini LDM with the 
Required System LDM, and resolve any difference:
Comparing fragments of normalised LDS with the 
original LDS. Normalisation is performed on I/O 
Structures that is a set of data attributes that the users can 
provide the system with and expect from the system. 

2

Completeness of 
entity relationships 

Task 40 of Step 340 Compare the mini LDM with the 
Required System LDM, and resolve any difference:
Comparing fragments of normalised LDS with the 
original LDS. Normalisation establishes entity 
relationships via foreign keys. 

2
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Criterion How it is met (if at all) Rigour 
Minimality of 
entities 

Task 30 of Step 140 Check that the LDM will support 
the Elementary Processes from the DFM.
Task 10 of Step 320 … Exclude elements of the LDM 
which are outside the new system… 
Task 10 of Step 360 Develop the Entity Access Matrix, 
and document each event and enquiry in the Event 
and Enquiry Catalogue: In Entity Access Matrix 
modelling, entities that are affected by no events or too 
few events are to be questioned. 

2

Minimality of entity 
attributes 

Step 340 Enhance Required Data Model: Since RDA 
is the analysis of data items in I/O Structures that are 
confirmed by the user, certain attributes that were 
initially thought to be necessary when in fact they are not, 
could be discovered when merging RDA results with the 
initial LDS.  
Step 360 Develop Processing Specification: Entity Life 
History also provides an opportunity to check whether all 
attributes are affected by event operations. 

2

Minimality of entity 
relationships 

Step 340 Enhance Required Data Model: RDA. One 
can generally assume that all relationships defined in 
RDA in terms of foreign keys are necessary and others 
should be examined further. 

2

Correctness of 
entities 

SSADM provides very detailed documentation standard 
for describing entities. User’s participation in validating 
the documents can be valuable. 

1

Correctness of 
entity attributes 

Task 30 of Step 330 Create I/O Structures or [sic] for 
each off-line function. Create I/O Structures for on-
line functions as appropriate. Study more involved 
functions using User Interface Design techniques:
User involvement in the development of I/O Structures, 
and related User Interface Design Prototyping is 
important. 

1

Correctness of 
entity relationships 

Step 340 Enhance Required Data Model: RDA. All 
entity relationships defined via foreign keys are generally 
correct. 

1

Non-redundancy of 
entities 

Step 340 Enhance Required Data Model: RDA. 
Normalisation necessitate the removal or combination of 
entities with similar of same attributes. 

2

Non-redundancy of 
entity attributes 

Step 340 Enhance Required Data Model: RDA. 
Normalisation specifically requires the removal of 
derivable attributes etc… 

2

Non-redundancy of 
entity relationships 

Step 140 Investigate Current Data: It clearly asks to 
remove redundant relationships such as ‘indirect 
relationships’. 
Step 340 Enhance Required Data Model: RDA. 
Relationships derived from the Normalisation are always 
optimal. 

2
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Criterion How it is met (if at all) Rigour 
Consistency of the 
specifications 

There are various stages where cross-checking between 
models is done. In Step 140, for instance, one checks 
whether all functional requirements can be supported by 
the data requirement specification by drawing up a small 
Entity/Process Matrix. The comparison of the 
Normalisation results with the original LDS is a very 
powerful inter-model validation. 

2

 Total 23 

Object-Oriented Methods 

Method: The Unified Process 

The Unified Process published in 1999 is a development process model to accompany 
the Unified Modelling Language. It describes how to make an effective use of the 
UML models. The Unified Process evolved from the earlier method, the Objectory 
that later became the Rational Unified Process, and is a product of a collaborative 
work of three well-known methodologists with contributions from other experts [4]. 

A Summary of Data Requirement Specification Techniques in the Unified Process 
One of the early activities within the Requirements Workflow involves identification 
of Domain/Business classes in the form of a Business Model or a Domain Model 
alongside the Use Case Model and user-interface descriptions [1], [4], and [9]. A 
Business Model or a Domain Model, which is a less elaborate kind of business model, 
can be used to establish the system context. 
A Domain Model, that basically is a UML class model, shows the most important 
domain classes together with some obvious attributes and relationships but no or very 
few operations in the system that are discovered by analysing the requirements 
specification [4]. Candidates for domain classes are a) Business objects b) Real-world 
objects and c) Events. 
Alternatively, a Business Model can be produced, which encompasses a Business Use 
Case Model and a Business Class Model. The business use case model details 
business processes used by business actors. Therefore, use case model of the system 
will contain a sub-set of business use cases plus some extra use cases if required. The 
business class model describes the realisation of each of the business use cases. It 
should be noted that candidates for classes in business class modelling come from the 
business use case model, while in domain modelling, candidates are derived from the 
real world. Also, the business class model will have more complete information about 
the classes, their attributes and operations, since realisation of business use cases have 
already been demonstrated. A Logical User Interface Design, that shows how 
‘attributes of the use cases’ are utilised by the users, is produced for each use case. 
The Unified Process suggests looking for information the actors supply to the system 
and information the actors require from the system etc. 
When the Requirements Workflow is completed we will have a tentative class model 
of the system that is enhanced in the following analysis stage. 
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When performing analysis of use case realisation, the Unified Process suggests the 
use of collaboration diagrams over sequence diagrams [4]. First for each use case, one 
has to identify participating analysis classes such as boundary classes, control classes 
and entity classes. Boundary classes deal with the system's interaction with the 
outside world, and control classes deal with the synchronisation of contributions made 
by various classes. (In this paper, we will largely concentrate on entity classes). Entity 
classes handle stored information. These entity classes are discovered using a 
combination of input from the early business class model, and techniques such as 
grammatical analysis of use case descriptions and so on.  

Identifying Analysis Classes [4] step involves identification of analysis classes 
together with their responsibilities, attributes, and relationships. The following 
guidelines are provided (extracted for entity classes only). 
• Entity classes are discovered by analysing use-case descriptions, existing domain 

model etc 
After discovering object interactions and class responsibilities, Identifying Attributes
step gives us the following guidelines. 
• Attribute names are nouns and attribute data types should be conceptual. Try to 

reuse existing data types. 
• Attributes may be separated into classes if there are too many of them. 
• Entity class attributes are easy to find. Domain/Business classes provide a good 

starting point. 
• Attributes sometimes need just a definition of them, not the actual attributes, etc… 
Identifying Associations and Aggregations requires one to investigate links between 
objects in collaboration diagrams. These links indicate that the associated classes have 
a kind of static relationship such as association or aggregations. These relationships 
'must exist in response to demands from the various use-case realisations'. So, one 
should not be concerned with most efficient navigation routes at this stage [4]. 
Sequence diagrams can be used instead of collaboration diagrams during use case 
realisation step if one wants to emphasise the timing of messages passed between 
objects. However, the Unified Process recommends the use sequence diagram in the 
subsequent design stage. See [4] and also [5]. 

Assessment 
The principal data requirement specification in the Unified Process is represented by 
the class model, in particular, by entity classes, their attributes and relationships. The 
use case model describes the functional requirements of the system and the two 
models are fed into the use case realisation models. A summary of the assessment of 
data requirement specification techniques in the Unified Process is shown in Table 4. 

Table 4. Summary of the assessment of data requirement specification techniques in the 
Unified Process 

Criterion How it is met (if at all) Rigour 
Completeness of 
classes 

Use Case Realisation. When we demonstrate how 
various objects contribute to the execution of a use 
case, we are bound to discover some missing classes. 
But the Unified Process does not say how to discover 

1
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Criterion How it is met (if at all) Rigour 
such missing classes. 

Completeness of class 
attributes 

The Logical User Interface Design. It does present a 
chance for users to verify some attributes from classes. 
Again it is not explicit. 

1

Completeness of class 
relationships 

Use Case Realisation. The Unified Process clearly 
states that all classes that interact must have a 
relationship. 

2

Minimality of classes Use Case Realisation. The Unified Process states that 
‘an entity class that does not participate in any use-case 
realisation is unnecessary’. 

2

Minimality of class 
attributes 

The Logical User Interface Design. It also can be used 
to negotiate what information the users do not need 
from the system. 

1

Minimality of class 
relationships 

Use Case Realisation. The Unified Process clearly 
states that all classes that interact must have a 
relationship. Other relationships are to be questioned. 

2

Correctness of classes The Logical User Interface Design. The users 
involved in the development can indirectly confirm it. 

1

Correctness of class 
attributes 

The Logical User Interface Design. Users may be able 
to verify what these attributes represent by involving in 
this process. 

1

Correctness of class 
relationships 

The Unified Process clearly says when to add a 
relationship, but it does not say what kind of 
relationship, in terms of cardinality etc, we should add. 
So it is not present. 

0

Non-redundancy of 
classes 

The Unified Process does not say how to identify 
semantically redundant classes in the specification. It is 
not present either. 

0

Non-redundancy of 
class attributes 

Not present. 
0

Non-redundancy of 
class relationships 

The Unified Process also specifically asks for the 
removal of class relationships that are solely for easy 
navigation. 

2

Consistency of the 
specifications 

In the Unified Process, the use case realisation is the 
only major modelling that brings together the use cases 
and classes. Other models are a little fragmented. For 
instance, Logical User Interface Design is unrelated to 
boundary classes. It also mentions use case attributes 
but it never suggests where they come from and how 
they are connected with attributes of classes. 

1

 Total 14 

Summary of Findings 

From the descriptions of each method in the previous two sections, one can see that 
the way initial LDS and Class Model are produced is very similar. Both methods use 
a combination of rather informal techniques such as grammatical analysis, 
investigation of paper documents, consultation with users etc.  
When it comes to refinement of the initial model, one can see a gulf of differences. 
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How to Identify Classes/Entities and Check Them 

The class modelling in the Unified Process completely relies on a top-down analysis 
approach. It identifies major classes first, then attributes, followed by relationships. 
SSADM, on the other hand, uses a top-down technique to produce an initial Logical 
Data Model.  In addition to that, SSADM also uses a bottom-up technique, RDA. The 
two techniques in SSADM start from different points, one from the abstract 
requirements and the other, from concrete information about data in I/O Structures. 
Then RDA rules are applied to some of the complex I/O Structures, which results in 
entities whose attributes and relationships are clearly defined. The two Logical Data 
Structures are then compared to sort out differences.  
The Unified Process does not have many checking mechanisms to perform cross-
checking between models. Use case realisation is the only major modelling activity 
that brings together use cases and classes, hence there are some opportunities to 
reveal missing classes. 
SSADM has plenty of steps where the checking is done explicitly and rigorously. For 
instance, Step 140 clearly states that all entities must be able to support the processing 
units. That statement is materialised by a small but important matrix, the Entity 
Process Matrix that summarises how entities are affected by processes. 
One can also observe some similarities between SSADM’s Effect Correspondence 
Diagram and Unified Process’s Collaboration Diagram. They both show how 
entities/classes are affected by/contribute to a process/the realisation of a use case. 
But how do we know which classes/entities contribute to a particular use 
case/process? 
Prior to Effect Correspondence Diagramming in SSADM, one has to produce an 
Entity Access Matrix that shows which entities are affected by each event. To 
determine if an event (assuming that an event is a process) affects an entity, one has to 
see if any instances of entity are created or updated or deleted.  One also applies 
simple rules such as having at least one event to create the entity, another event to 
modify and yet another one to delete each entity. Only then ECDs are produced. The 
matrix gives us a good opportunity to check if the specification contains all necessary 
entities, does not contain extra entities, etc. 
The Unified Process attempts to jump straight to show the dynamics of object 
interactions for each use case without first establishing which and how classes will 
contribute to various use cases. 
Therefore, EAM-like matrix and logical analysis of data items that go in and out of 
the system are important activities that ensure the data requirement specification in 
SSADM meet many quality criteria, and such important activities have no 
counterparts in the Unified Process. 

How to Identify Attributes and Check Them 

As far as attributes are concerned, the Unified Process entirely depends on the 
analyst’s insight into the problem. Hardly any concrete guidelines are provided as to 
how one can identify attributes and validate them. 
SSADM also depends on the analyst’s insight into the problem at the initial stages. 
Once the logical user interface (I/O Structures) for the system is designed and agreed 
by the user, Normalisation is carried out on some complex I/O Structures, resulting in 
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LDS fragments that are then compared with the original LDS. There is little room for 
errors and omissions. 
Again, one can see the importance of logical analysis of data items that cross the 
system’s boundaries. 

How to Identify Relationships and Check Them 

The Unified Process obviously states that classes that communicate must have a kind 
of relationship. 
SSADM uses Normalisation to validate entity relationships that were created by 
abstract thinking. 
The differences lead us to the following conclusions and recommendations. 

Conclusions and Recommendations 

The data requirement specification techniques of SSADM demonstrate a high degree 
of thoroughness, which in some cases might prove to be a little ‘bureaucratic’ and 
over-enthusiastic [3]. But the data requirement specification techniques of the Unified 
Process lack a kind of rigour that one can find in SSADM. In particular, there are not 
many crosschecks between models. We believe that this can be rectified as follows. 
1. Generally models like I/O Structures are very important. Because, if and only if we 

can establish what information users want from the system (outputs) and what they 
can provide to the system (inputs), we can have a reliable basis from which we can 
derive important attributes of entity classes (and classes themselves in some 
situations). We are also of opinion that there is a scope in the Unified Process to 
incorporate I/O Structure-like diagrams to Logical User Interface Designs of use 
cases or more specifically boundary classes1. The primary focus of the diagrams 
will be in describing data attributes coming in and going out of the system in a 
logical way. SSADM uses Relational Data Analysis technique to group these data 
items. One may also use a similar, but less formal, technique, such as a simple 
mapping technique, to ensure that entity classes can support the attributes specified 
in the boundary classes. 

2. I/O Structure-like diagrams can also be useful when looking for classes that 
contribute to a use case realisation. It means that if data items defined in an I/O 
Structure-like diagram match attributes of certain classes, these classes would 
somehow have to contribute to the use case realisation. 

3. Finally, we believe that a tool such as Entity Access Matrix is required to describe 
clearly which classes contribute to which use cases. See Fig.1. Such matrix gives 
us an overall picture of various classes' participation in use cases and the matrix 
can be used to detect invalid classes and use cases as one can do in SSADM. 

                                                          
1 In this paper, we did not discuss Boundary Class in length. The Unified Process does mention 

that boundary classes should be used to capture incoming and outgoing data items, rather 
than getting overwhelmed with GUI objects. But the Unified Process treats boundary classes 
as rather informal, in a sense that information from these classes are never used by models. 
Therefore, we would like to promote importance of these boundary classes by using 
systematic ways to capture information and utilise them appropriately. 
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 Class 1 Class 2 Class … Class N 
Use Case 1 X X   
Use Case 2  X …  
Use Case … X  …  
Use Case N     

Fig. 1. An EAM-like matrix to show allocation of classes to use cases 

Future Work 

We are also investigating some other popular object-oriented methods such as OMT, 
in order to critically assess the rigour of their data requirement specification 
techniques using the same criteria proposed in this paper. Further to the third 
conclusion, our next research will concentrate on a comparison and evaluation of 
requirement specification techniques concerning system functionality used by 
Structured and Object-oriented methods. 

References 

1. Booch G., Rumbaugh J., and Jacobson I. (1999) The Unified Modeling 
Language User Guide, Addison Wesley Longman, Massachusetts 

2. Goodland M. and Slater C. (1995) SSADM Version 4: A Practical Approach.
McGraw-Hill Europe, Berkshire, England 

3. Hares, J. S. (1994) SSADM version 4: The Advanced Practitioner’s Guide, John
Wiley & Sons Ltd, West Sussex, England 

4. Jacobson I., Booch G., Rumbaugh J. (1999) The Unified Software Development 
Process: The complete guide to the Unified Process from the original designers,
Addison Wesley 

5. Jacobson I., Christerson M., Jonsson P., Overgaard G. (1992) Object-oriented 
Software Engineering: A use case driven approach, Addison-Wesley Longman, 
Essex, England 

6. Kotonya G. and Sommerville I. (1998) Requirements Engineering: process and 
techniques, John Wiley & Sons, West Sussex, England 

7. Loucopoulos P. & Karakostas V. (1995) System Requirements Engineering,
McGraw-Hill 

8. Pfleeger S. L. (1998) Software Engineering: Theory and practice, Prentice Hall 
9. Rumbaugh J., Jacobson I., and Booch G. (1999) The Unified Modeling 

Language Reference Manual, Addison-Wesley
10. Sommerville I.(1995)  Software Engineering (Fifth Edition), Addison Wesley 

Longman 
11. Vliet J. C. van (1993) Software Engineering: Principles and Practice (July 1997 

reprint), John Wiley & Sons, West Sussex, England 
12. Weaver P. L., Lambrou N. and Walkley M. (1998) Practical SSADM 4+: A 

complete tutorial guide (second edition), Financial Times Professional Limited 
(Pitman Publishing) 



K.R. Dittrich, A. Geppert, M.C. Norrie (Eds.): CAiSE 2001, LNCS 2068, pp. 60–75, 2001. 
© Springer-Verlag Berlin Heidelberg 2001 

From User Requirements to User Interfaces: 
 A Methodological Approach∗∗∗∗

Juan Sánchez Díaz, Oscar Pastor López, and Juan J. Fons 

Department of Information Systems and Computation 
Valencia University of Technology. Valencia, Spain 

{jsanchez;opastor;jjfons}@dsic.upv.es

Abstract: When a software product is designed and implemented, it is very 
important to assure that the user requirements have been properly represented. 
To achieve this objective, a guided software production process is needed, 
starting from the initial requirements engineering activities and through to the 
resultant software product. In this paper, a methodological approach for 
generating user interfaces corresponding to the user requirements is introduced. 
By doing this, we go a step further in the process of properly embedding 
requirements engineering in to the software production process, because users 
can validate their requirements as early  as possible, through the validation of 
the user interfaces generated as a software representation of their requirements. 
Also, these interfaces can be reused for further refinement as a useful starting 
point in the software development process. 

1 Introduction 

When conceiving a computer system, the first stage consists of understanding and 
showing the user´s needs in a suitable manner. This process is generically called 
requirements engineering and has been acknowledged as a crucial task within the 
development process ([2],[16]). It is widely known that errors which originate in this 
requirement stage can go undetected up to the operating step, thereby causing faults 
which have serious consequences, especially in critical systems. 

Errors during the stage of elicitation of requirements are mainly caused by the gap 
which exists between the users and the development process. The users are presented 
with an abstract specification of the system, which is generally incomprehensible to 
them. This often makes the value of performing requirements engineering techniques 
unclear and originates well-known comments as “requirements engineering is fine, 
but we do not have time to deal with it!”. To face this problem, techniques for 
obtaining user interfaces which correspond to user requirements within a precise 
methodological approach are needed. 

                                                          
∗ The research reported in this paper has been partially supported by the Spanish Ministries of 

Education and Industry, CICYT- FEDER project number TIC1FD97-1102 
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A system’s behaviour may be intuitively described through the use of scenarios. A 
scenario is defined as a partial description of a system’s behaviour in a particular 
situation ([2]). This description’s partial nature allows for a scenario  to cover parts of 
a system’s behaviour. This is an interesting characteristic, as different users can 
perceive the system in different ways. 

Scenarios are a valuable tool for capturing and understanding requirements and for 
analysing interactions between man and machine ([17]). A standard requirements 
engineering process, one based on scenarios ([25]), has two main tasks. The first one 
generates specifications using the scenarios to describe the system’s behaviour. The 
second one consists of validating the scenarios with the user by means of simulation 
or prototyping. Both tasks are tedious if not backed up by an automatic or semi–
automatic tool. 

The validation stage is tackled in some cases by using RAD tools (Rapid 
Application Development) ([15]). The process of defining and generating the user 
interface prototype is, in any case, a manual process, since each object must be 
explicitly created. 

In order  to overcome all these problems, we consider that it is necessary to define 
a methodological approach to derive user interfaces from user requirements. This is 
why we are interested in the validation of scenarios by means of automatically 
generating user interface application prototypes and their symbolic implementation. 

In this paper, such a software production environment is introduced. As opposed to 
other proposals, we defend the idea of having a process with a high degree of 
automation where the generation of user interfaces corresponding to precise user 
requirements has a methodological guidance. Furthermore, a corresponding visual 
tool which allows us to almost completely automate the entire process has been 
implemented. An important contribution of the method is that it automatically 
generates an inter–form model of navigation which is based on the relationships  
include and extend  specified among the use cases. The introduction of this navigation 
feature makes possible to use the generated interfaces in web environments. 

In short, this paper presents both a methodological proposal and the associated 
support tool which backs it up, within the field of requirements engineering. They are 
based on the Unified Modelling Language (UML), extended by the introduction of 
Message Sequence Charts (MSC) ([12]). As we view MSCs as extended UML 
Sequence Diagrams by adding the needed stereotypes, the approach can be considered 
UML-compliant from the notational point of view.  

A clear, precise iterative process allows us to derive user interface prototypes in a 
semi-automatic way from scenarios. Furthermore, a formal specification of the system 
is generated and represented through state transition diagrams. These diagrams 
describe the dynamic behaviour of both the interface and control objects associated to 
each  use case or each MSC. The method has four main steps:  the first two steps 
require analyst assistance to some degree, whereas the last two steps make the process 
of scenario validation fully automated by means of prototyping 

The work is structured as follows: the second section  introduces the UML models 
which we use in our proposal, together with the example that will illustrate the 
process of prototype generation. Section 3 contains a detailed discussion of the 
activities and processes which our approach entailed. Related  work is discussed in 
section 4. Lastly, future lines of work and conclusions will be presented. Images 
captured on the CASE tool implemented for the method are include throughout the 
paper, to make  the process easier to understand.  
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2 The Unified Modelling Language 

The Unified Modelling language (UML) ([4]) is widely accepted as a  standard for the 
modelling of object oriented systems.  Among the different views or models proposed 
in UML, our approach is based on the use case model, the state transition diagrams 
and a variant of the sequence diagrams: the MSC. We assume the existence of an 
initial class diagram model that is used in the building stage of the MSC to show 
classes which emit or receive events. To illustrate the proposal, we shall use a 
simplified order management system as described in [20]. 

Status
Order

New
Order

Cancel
Order

Employee

Search
Customer

New
Customer

<<include>>

Search
Orders

Pay by
Credit
Card

Pay by
Check

<<extend>>

<<include>>

<<include>>

<<extend>>

Administrator

New
Product

Delete
Product

Fig. 1. Symplified use case model, order entry system. 

Next, we are going to briefly introduce the main features of the UML models that 
we use, focusing on how we use them and which expressiveness has been added in 
order to understand why they are needed in our proposal. 

2.1 The Use Case Model 

The use case model contains the agents or actors which can interact with the system, 
represented as a use case. A use case, as introduced by I. Jacobson [13], constitutes a 
complete course of interaction that takes place between an actor and the system. 
Figure 1 shows a use case model (simplified due to shortage of space) for an order 
entry system. There are two actors: employee and administrator. The employee is in 
charge of adding new customers, introducing orders, finding out the order status 
(admitted, ready to send, sent) and lastly canceling them. The administrator is in 
charge of: adding new products and deleting products. 

Two relationships can be defined: include and extend. The “include” relationship is 
employed when a flow of events can be textually inserted within another use case. On 
the other hand, the “extend” relationship shows  an alternative execution flow. This 
can, under certain conditions, be considered as an inclusion. 



From User Requirements to User Interfaces      63 

Fig. 2. State transition diagram, user interface object in New Order MSC. 

2.2 The MSC 

The MSCs are widely used in the field of telecommunications to describe the 
exchange of information among system classes. In their simplest form, with no 
information on control or conditions, they are considered to be equivalent to the UML 
interaction  diagrams. Figure 5 contains the notation used in our tool. 

The vertical lines represent system classes or actors, whereas the sending of events 
or the exchange of information is shown as horizontal lines. Each event can have a 
number of arguments associated with it, and these can be basic types (integer, string, 
boolean, enumerated, real etc.) or class types. There is an additional notation that 
reflects the repetition of events, alternatives, exceptions, interruptions and conditions 
which can show what state  the system is in. To keep the proposal within the UML 
umbrella, this extra-information can be seen as a UML sequence diagram extension 
based on the introduction of the corresponding stereotypes. The MSC can be broken 
down into levels, in such a way that the analyst can employ the desired degree of 
abstraction in each diagram. ITU ([12]) or Telelogic ([26]) may be consulted for 
further details. 

2.3. State Transition Diagrams 

The state transition diagrams ([9]) are normally used within the object oriented 
methodologies to describe the behaviour of the system classes. They are useful for 
representing the objects life-cycles of the objects, and they can also be used to 
describe the behaviour of the application user interface ([10]). In our approach, we 
shall employ them  to describe the object of the user interface and the object of 
control that appears in each MSC diagram. The STD will be used in the process of 
user interface animation.  

In Figure 2, a standard STD expressiveness (UML compliant) is used to describe 
the behaviour of the user interface object used in the New Order MSC. This diagram 
will be explained in detail in the next section. At the moment, we introduce it only to 
demostrate that we use the expressiveness provided by the STD of the UML.  
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3 Description of the Proposal 

In this section we present precise method to guide the generation of user interfaces 
corresponding to the user requirements, according to the ideas introduced in section 1 
and using the UML diagrams commented on the previous section. Figure 3 shows a 
schematic representation of the activities contained  in the proposed method. As we 
have commented  above, the first two activities, namely scenario representation and 
synthesis of use cases, are manual activities which the analyst must carry out. The last 
two, specification generation and generation of prototypes, are totally automatic. 

Informal
Requirements

Use Case
Model

Message
Sequence

Charts

Scenario
Representation

Specification
Generation

Use Cases
Synthesis

State Transition
Diagrams

U. I.
Generation

Manual Activities Automatic Activities Deliverables

1 2

3

4
Application

Forms

Prototype
Animation

Prototype
Evaluation

Fig. 3. Schematic representation of the method. 

Figure 3 also fixes the order in which these activities should be performed. The 
process begins at the scenario representation stage where a use case model is created. 
The next stage consists of describing use cases by means of MSC. During the stage of 
specification generation, a state transition diagram (STD) for the class User Interface 
and another STD for the Control Object are automatically obtained from a given 
MSC. Lastly, the final stage consists of automatically generating the user interface 
prototypes as well. The method is iterative; in consequence, the prototyping is used to 
validate and enrich the initial requirements. We shall now proceed to explain each 
stage in detail. 
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3.1 Scenario Representation 

During the scenario representation stage, the analyst has to construct the system’s use 
case model. This process is structured in three layers or stages: the initial model, the 
description model and the structured model ([22],[23]).  

The initial model shows the actors and use cases grouped together according to 
whether they carry out similar functions. Figure 4 shows the initial model of the order 
entry system. 

Employee
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Order Management

New Order

Cancel Order

Status Order

Delete Order

Product
Management

New
Product

Delete
Product

Order Entry System

Customer
Management

New
Customer

Search
Customer

Search Orders

Fig. 4. Use case initial model. 

We use the initial model for describing actors, non-structured uses cases and 
system services. For instance, the order management includes the use cases: new 
order, cancel order, status order, delete order and search orders. Once this is done, the 
description model contains the use case descriptions, using a natural language 
template. We shall use a variant on the template proposed by L. Constantine et al 
([7]), which is composed of the following elements: 

• Name: Identifies the use cases and should reflect its function or immediate 
purpose. 

• Preconditions: the state of the system required for the use cases to be executed 
• Post-conditions: the state the execution of the use cases leads the system to. 
• Primary actor: This is the initiator actor who generates the starting stimulus to the 

system. 
• Secondary actors: Other participating actors who communicate with the use case.  
• Event flow description: it shows the events generated by the actors (user 

intentions) and the system commitments (system responsibilities). 
• Extension points: Reflect alternatives, conditional o exceptional courses of 

interaction that can alter the main flow of events. We use two kinds of extension 
points: synchronous extensions and asynchronous extensions.  

• Relationships:  Identifies other use cases which are related in some way (include, 
extended) to the use case being described. 
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The template in Table 1 shows the description of the use case “search customer”.
The event flow is divided into two columns: user intentions and system 
responsibilities. This division allows us to identify when the actors request services, 
and when the system acts as information supplier. This is important for constructing 
the MSC in the next stage of the method as we will be seen below. 

Table 1. Use case template, Search Customer.

Name: Search Customer 

Relations

Include: None 
Extend: None 

                                                       Description
Preconditions None 
Postconditions None 
Primary Actor Employee 
Secondary Actors None 

                                                       Event Flow
User intentions  System responsibilities 

1. The employee selects Search Customer                                                              

2. The employee introduces Customer  
Name  or Customer Code 
3. The employee selects “Apply”

4. The system searches customers by Name  
or Code 
5. The system displays the result of search 

      Asynchronous extensions 
6. The employee can select Stop at any point 

      Synchronous extensions 
                              7. If there is no Name or Code then system displays a  message error at point 3.   

Finally, the structured model graphically shows the use cases relationships include
and extend (see Figure 1), producing the corresponding final graphical representation. 
With this step, the process of capturing user requirements is considered to be finished. 

3.2 Synthesis of Use Cases 

Once we have obtained the Use Case Model, we need to work with the involved use 
case information to undertake the process of designing a software system. To do this, 
use cases must be formally described: the formal definition of a use case is achieved 
by using a graphic, non-ambiguous language, such as MSC. In this phase, which is a 
manual one, the use case templates are used as help so that the analyst can detect the 
events sent by the actors and by the classes of problem domain In each MSC, besides 
the participating actors (initiator, supporting actors), one class for the user interface 
and one class that acts as control object are introduced, according to the initial 
Objectory proposal ([13]) and according to the UML approaches for a software 
production process ([14]). 

The formalism that we use, as opposed to other well-known methods (for example, 
the trace diagrams of  OMT [18]), allows us to show alternatives in the sending of 
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events, iterations, exceptions, etc. Furthermore, the notation allows for a graphic 
representation of the dependence that exists among use cases. If a case A uses a case 
B, a rectangle with the name B is placed in A’s MSC. This indicates that the diagram 
can extend to diagram B. If the given extension depends on a given condition, this 
extension relationship can be treated in the graphic level following the MSC 
semantics by properly representing the condition that must hold and calling the 
diagram produced by the extension. 

Fig. 5. MSC New Order.

Figure 5 show an “new order”  MSC corresponding to the “new order” use case. 
This diagram shows the events which occur when an order is introduced into the 
system. The “include” relationship corresponding to the search customer use case 
appears in the diagram as a rectangle that is labeled with the name of the associated 
MSC diagram that contains the expansion  (search customer in this case). The 
extension point attached to the payment by credit card use case is represented through 
the corresponding MSC condition (type=card) and the rectangle that refers to the 
MSC representation of the use case extension (payment by credit card in this case). 

In the above figure, the actor employee initiates the MSC sending the event New 
Order. At this point the MSC search customer is “executed”, and an empty order is 
created. The rectangle labelled with 1,10 shows the repetition of events: the system 
asks for an order line and the employee enters product codes and quantities. The user 
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interface object checks the product code sending the event 
CheckProduc(ProductCode, Quantity) to the control object. The control object 
verifies the information with Product, returns the event Data( Description, Price) and 
adds a new order line to the current order. The employee enters the payment 
information (PaymentType(Type)) and finally, if the condition Type=Card holds, the 
MSC Pay_by_Card is “executed”. It is important to note that this MSC shows a 
primary scenario of interaction without error conditions. 

An important piece of data that must be introduced in this step is constituted by the 
labels that will appear in the user interface to identify relevant pieces of information. 
When following the flow of events specified in the MSC, a given piece of  
information enters or exits the user interface object, the analyst must specify the 
corresponding label, that will play a basic role in the process of generating the user 
interface.

Fig. 6. Labelled MSC chart, Search Customer 

Figure 6 shows the MSC corresponding to the use case “search customer”. The 
analyst has placed 3 labels: “customer code”, “customer name” and “founds 
customers”. These correspond to two areas/fields of entry and one echo or area/field 
of exit. This information will literally appear in the form associated with the use case. 

Apart from the labels, information about  the type of the arguments of each event 
specified in the diagram must be introduced. The allowed types are the basic data-
valued types (number, boolean, character, strings, enumerated) and the object-valued 
types corresponding to the system classes. The type of the event arguments together 
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with the class attributes are used in the process of the interface generation, as will be 
seen to in the following sections. 

3.3 Generation of the Specification 

The specification is formed by a group of state transition diagrams that describe the 
system behaviour. One diagram for each user interface object and another for each 
control object that appears in a selected MSC are generated. To put this idea to work, 
in the tool, the analyst selects the MSCs for which he wants to generate the 
specification, and the resulting specification is stored in the tool´s repository. To 
make the implementation easier, we do not employ a graphic representation for the 
generated STDs; they are stored and viewed using a transition table.  

In the process of generating transition tables, we use a variant of the algorithm 
proposed by Systa ([24]), the details of which can be seen in Sánchez ([21]). The 
process consists of associating pathways within a STD found in an MSC. Messages 
directed towards a particular object O,  are considered events in the state transition 
diagram for O. Messages directed away from O are considered actions. References to 
another diagram in an MSC are transformed into super-states.  

The figure 2 shows the STD for the user interface object in the use case new order.
The states search customer, pay by card and pay by check are super-states. Each 
super-state has a flat state transition diagram associate to it. The path:  

Search_Customer.(State1.State2.State3.State4.State1)1..10.Pay_By_Card 
corresponds with the MSC or normal scenario of figure 5. The alternate paths (ie. 
State3.State5) correspond to an exceptional scenario.  

3.4 User Interface Generation  

The process of generating the user interface prototype to develop the final software 
product  starts with the analysis of the use case structured model, or the equivalent, 
resultant MSCs obtained from them. For each actor that plays a role of service 
activator, a view model  is obtained by generating a form that  contains the set of 
forms that can be called up directly from the application menu. Each use case that an 
actor can execute is converted into a form. The model describing the way of 
navigating among these forms is obtained by analyzing the include and extend 
relationships. 

Referring back to the example introduced in Figure 1, the following forms would 
be generated: new customer, search customer, order status, search order, cancel order, 
and new order. Notice that no forms for Pay by Check or Pay by Credit Card are 
generated in the view model: as they are the result of using “include” or “extend”
relationships, they follow the following rules:  

• If A (New Order) is one case that uses a case B (Search Customer), then there is a 
button placed in the form associated with A which allows navigation towards the 
form associated with B. 

• If B (Payment by Check) is a case which extends a case A (New Order) and B 
cannot be directly executed, a button is placed in A which allows navigation 
towards B. 
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Let’s see how MSC services are converted into user interface components. For 
such a service, a form is generated. This form will contain the widgets needed to have 
the corresponding software representation at the interface level. To make this process 
of conversion clearer, in Table 2 we present the set of transformations that are done 
depending on which kind of information input/output do we have. 

For instance, given a service E(a1,..an), if a1 is an enumerated type (as specified in 
the corresponding MSC), depending on the size (greater or less than 4), a  set of radio 
buttons or a list selection widget will be generated in the resulting user interface.  

Table 2. User interfaces widgets. 

Information Input: E(a1,..,an)
 Argument type (a i ) Condition Form Component 

      Enumerated Size =<4 Enabled radio buttons widget 
 Size >4 Enabled List Selection widget 
Boolean - Enabled Radio buttons widget 
Character, Number, String - Enabled Text Edit widget 
a1,.,an  class dependent - Grid, an input entry for each attribute 

class 
Information Output:
Basic - Disabled Text Edit widget 
Class type/ a1,.,an class dependant - Disabled Grid widget 

Class type List - Disabled Grid widget with scroll bars 
Error message - Message Box widget with confirmation 

button 

The scheme set out in Table 2 is used by the tool to create the set of software 
components that constitutes the user interface. In fact, this is a closed group of rules 
that guides the generation process. The above table is based on heuristics and results 
found in the literature  ([11]).  
For the MSC shown in Figure 6, and in accordance with the previous table, the tool 
automatically generates a form with  two fields of entry and with the labels 
“Customer Code” and “Customer Name”. As the system will produce an echo, and as 
this is made up of a list of objects, a grille/grid will be generated, where each column 
corresponds to Customer class attributes. The buttons Apply and Exit are always 
generated for every form, to represent the two basic options of committing an action 
or cancelling it in a standard way. 

As the “search customer” use case is neither used nor extended by any other use 
case, there are no connecting buttons to allow navigation. What is possible is to reach 
“search customer” from the form associated with “new order”. This is the 
consequence of the “include” relationship declared between “new order” and “search 
customer” (see Fig.1). 

Once a form has been generated according to our method, it can be modified using 
the target visual programming environment. It can also be animated  by using 
symbolic execution, simulating the execution of the associated state transition 
diagram of the user interface object. 



From User Requirements to User Interfaces      71 

Fig. 7. Form associated to use cases Search Customer. 

3.4.1 Actor View Model 
The tool integrates the forms generated for the various use cases (MSCs) in a single 
application (see Fig. 8). The application comprises a menu where the options are the 
use cases that each actor can execute. For the example under study, this model shows 
the forms that the actors, employee and administrator, can activate. 

Fig. 8. Actor View Model. 

For instance, the actor employee can execute the following services: new order,
search orders, cancel order and order status, from the menu option order 
management and search customer, new customer  from the menu option customer 
management. The actor administrator, on the other hand, can execute: new product
and cancel product. We use the primary use case model to group the application menu 
options. 

3.4.2 Interform Navigational Model 
The inter-form navigation model represents the set of forms that an actor needs in 
order to complete all the required tasks, as well as the actor’s potential options to go 
from one form to another.  

In Fig. 9 the bold line represents the unconditional activation of a form, and the 
implicit return to the activation point after execution. This unconditional activation 
corresponds to the use case relationship “include”.  On the other hand, the activation 
conditions represents the extension points of a use case.  By exploiting these 
relationships among the use cases or rather among the different MSCs, we 
automatically obtain the interform navigation model, from the structured use cases 
model. 
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Fig. 9. Interform navigation model, actor employee. 

4 Related Work 

Within the field of user interface generation, there is a varied range of proposals, that 
go from those that use data models and generate only the static part of the interface to 
those that are scenario-based and support different degrees of  automation (from 
partial to total). 

If we take into account the proposals based on data models, it is normal to use a 
variant of the entity-relationship model, or rather an object model. However, if we 
consider those scenario-based models, they tend to use Petri nets or state transition 
diagrams as specification techniques. We shall now discuss some of the more relevant 
proposals in these two categories. 

Worth citing from among the approaches based on data models which only 
generate the static part of the interface, are Janus and Trident. In Janus ([1]), an object 
model is built and a window is associated to each non-abstract class of the model. The 
analyst manually selects the methods and attributes which are relevant to that 
interface. The setting then generates a static view. Even if this approach is interesting, 
if we compare it with our method, it can be seen that the treatment is merely  static, 
which is an important weak point that we have overcome. 

Trident ([27]) uses a more sophisticated approach. Working from an entity –
relationship model, an activity graph is drawn which connects interactive tasks with 
the system’s functions and data. The graph is used as a means of entry to a process 
that selects the different units of presentation. As in the previous case, only the static 
part is generated, what again marks the main difference with our work. 

In TADEUS ([19]), a stage generically called dialogue design is used, and this 
covers two tasks  which must be carried out manually: the design of the navigational 
dialogue that describes the sequence of the different views, and the design of the 
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processing dialogue which in turn describes the changes undergone by the objects 
within a dialogue view. The formalism used is based on the Petri nets. During the 
generation process, scripts are obtained which can be included in an interface 
management system. The manual Petri Net building process is, in our oppinion, the 
main drawback of the proposal: it is very hard to use Petri Nets for specifying the user 
interface properties. 

Lastly, the most similar proposal to our own is SUIP ([8]) from Montreal 
University. They use collaboration diagrams, which they define by means of flat files 
which are enriched by information from the user interface. They focus on behavioural 
aspects as we do, but at a lower level of abstraction. We think that starting with use 
cases is more appropriate than using collaboration diagrams. Furthermore, in contrast 
to our proposal, it does not obtain a navigational model automatically. It is interesting 
for us to note that are currently modifying their proposal to use Petri nets instead of 
STD. 

5 Conclusions and Future Work 

A methodological approach to guide the process of generating user interfaces from 
the user requirements elicitation has been presented in this paper. As a main 
contribution, the approach uses a functional style to capture requirements using a Use-
Case background, instead of starting from a merely static system view as other similar 
approaches do. This is an important point, because analysts can focus on the 
behavioural system aspects, which are represented by a Use Case Model in a natural 
way. This Use Case Model is the starting point for the user interface generation 
process. 

Furthermore, the proposal has a high degree of automation, which allows us to 
provide a CASE tool to support the method. We have built a metamodel for the 
MSCs, this metamodel has been used to design a relational data base which acts as a 
repository for information. The tool is programmed in Delphi, and the data base in 
Interbase 5.1, but the underlying ideas could be implemented in any other 
conventional client-server software development environment. 

The proposal has been successfully put to work to validate user requirements, by 
executing the user interface prototypes generated in an automated way following the 
four-step method presented in the paper. 

Another aspect which is worth highlighting is that the method allows us to obtain 
the interform navigational model automatically. This is being used at the moment to 
generate web clients where the navigational capabilities are derived from the 
requirements specification, which is an interesting line of research. As a main 
objective which is underway at this moment, we want to focus on the appearance of 
the generated forms, with the final objective of being able to use them not only for 
prototyping purposes, but also as a ready-to-use final software product.  

To reach this objective, we are presently trying to incorporate our  scheme for the 
generation and definition of interfaces in the RSI (Requirements/Service/Interface) of 
M. Collins ([6]). This approach uses 3 categories of use cases: requirements, interface 
and services. The requirement use cases document business processes which can be 
automated. The interface model statically describes the user interfaces of the 
application, by only using drawings with their different components. Lastly, the 
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service model describes what functions the system has to provide, regardless of the 
needs of one  particular user interface. Our proposal would fit perfectly into the 
interface model, that is, the interface level can be described by means of an 
automatically generated prototype. 

Finally, if some of the figures containing images caught by the tool are observed, a 
file labelled as “data” can be seen. Our idea is to define real data and to try to animate 
the prototype with this data, following the same line as those who validate object 
models based on STD ([5]) 
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Abstract. In this paper, we present the ADORA approach to object-oriented mod-
eling of software (ADORA stands for Analysis and Description of Requirements
and Architecture). The main features of ADORA that distinguish it from other
approaches like UML are the use of abstract objects (instead of classes) as the
basis of the model, a systematic hierarchical decomposition of the modeled sys-
tem and the integration of all aspects of the system in one coherent model. The
paper introduces the concepts of ADORA and the rationale behind them, gives an
overview of the language, and reports the results of a validation experiment for
the ADORA language.

1 Introduction

When we started our work on object-oriented specification some years ago, we were
motivated by the severe weaknesses of the then existing methods, e.g. [3][5][15]. In
the meantime, the advent of UML [16] (and to a minor extent, OML [6]) has radically
changed the landscape of object-oriented specification languages. However, also with
UML and OML, several major problems remain.

There is still no true integration of the aspects of data, functionality, behavior and
user interaction. Neither do we have a systematic hierarchical decomposition of mod-
els (for example, UML packages are a simple container construct with nearly no
semantics). Models of system context and of user-oriented external behavior are weak
and badly integrated with the class/object model [9].

So there is still enough motivation not to join simply the UML mainstream and to
pursue alternatives instead. We are developing an object-oriented modeling method for
software that we call ADORA (Analysis and Description of Requirements and Architec-
ture) [1][13]. ADORA is intended to be used primarily for requirements specification
and also for logical-level architectural design. Currently, ADORA has no language ele-
ments for expressing physical design models (distribution, deployment) and imple-
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mentation models. However, as ADORA models are object-oriented, we can implement
a smooth transition from an ADORA architecture model to detailed design and code
written in an object-oriented programming language.

In this paper, we present the ADORA language. We discuss the general concepts and
give an overview of the language. The main contributions of the ADORA language are

• a concept for systematic hierarchical decomposition of models which is particularly
useful when modeling distributed systems, 

• the integration of different aspects into one coherent model, 

• the ability to visualize a model in its context, 

• language elements for tailoring the formality of ADORA models. 

Throughout this paper, we will use a distributed heating control system as an exam-
ple. The goal of this system is to provide a comfortable control for the heating system
of a building with several rooms. An operator can control the complete system, setting
default temperatures for the rooms. Additionally, for every room individual tempera-
ture control can be enabled by the operator. Users then can set the desired temperature
using a control panel in the room. The system shall be distributed into one master mod-
ule serving the operator and many room modules.

However, ADORA is not only applicable for the specification of industrial control
systems. For the validation of the usefulness of the language, we have modeled a dis-
tributed information system with ADORA (see section 4).

The rest of the paper is organized as follows. In section 2 we discuss the basic con-
cepts of ADORA and their rationale. In section 3 we give an overview of the language.
In section 4 we present the results of a first validation of the ADORA language. Finally,
we compare the concepts of ADORA with those of UML and conclude with a discus-
sion of results, state of work and future directions.

2 Key Concepts and Rationale of the ADORA Approach

In this section, we briefly describe the five principles that ADORA is based on and give
our rationale for choosing them.

2.1 Abstract Objects instead of Classes

When we started the ADORA project, all existing object-oriented modeling methods
used class diagrams as their model cornerstone. However, class models are inappropri-
ate when more than one object of the same class and/or collaboration between objects
have to be modeled [9][12]. Both situations frequently occur in practice. For an exam-
ple, see the buttons in Fig. 1. Moreover, class models are difficult to decompose. As
soon as different objects of a class belong to different parts of a system (which often is
the case), hierarchical decomposition does no longer work for class models [12].
Wirfs-Brock [19] tries to overcome the problems of class modeling by using classes in
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different roles. However, decomposition remains a problem: what does it mean to
decompose a role?

We therefore decided to use abstract, prototypical objects as the core of an ADORA

model (Fig. 1). An equivalent to classes (which we call types) is only used to model
common characteristics of objects: types define the properties of the objects and can be
organized in subtype hierarchies. In order to make models more precise, we distin-
guish between objects (representing a single instance) and object sets that represent a
set of instances. Modeling of collaboration and of hierarchical decomposition (see
below) becomes easy and straightforward with abstract objects.

In the meantime, others have also discovered the benefits of modeling with abstract
objects. UML, for example, uses abstract objects for modeling collaboration in
collaboration diagrams and in sequence diagrams. However, without a notion of
abstraction and decomposition, only local views can be modeled. Moreover, class dia-
grams still form the core of a UML specification.

2.2 Hierarchical Decomposition

Every large specification must be decomposed in some way in order to make it man-
ageable and comprehensible. A good decomposition (one that follows the basic soft-
ware engineering principles of information hiding and separation of concerns)
decomposes a system recursively into parts such that

• every part is logically coherent, shares information with other parts only through
narrow interfaces and can be understood in detail without detailed knowledge of
other parts,

• every composite gives an abstract overview of its parts and their interrelationships.

The current object-oriented modeling methods typically approach the decomposi-
tion problem in two ways: (a) by modeling systems as collections of models where
each model represents a different aspect or gives a partial view of the system, and (b)
by providing a container construct in the language that allows the modeler to partition
a model into chunks of related information (e.g. packages in UML). However, both
ways do not satisfy the criteria of a good decomposition. Aspect and view decomposi-
tions are coherent only as far as the particular aspect or view is concerned. The infor-

Fig. 1. An ADORA object model (left) vs. a conventional class model (top right)

Top right: Conventional class model of the
control panels

Left: ADORA model of a distributed heating
control system. MasterModule and Room-
Module are partially visualized (indicated
by dots after name); showing the control
panels only. Display and Button are types.

HeatingControlSystem
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BoilerControlPanel

BoilerDisplay: Display

Keypad... On: Button

Off: Button

RoomModule...

RoomTempControlPanel

RoomDisplay: Display

Off: Button

On: Button

Plus: Button

Minus: Button

Enter: Button

BoilerControl
Panel

RoomTemp
ControlPanel

Keypad Button Display
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mation required for comprehending some part of a system in detail is not coherently
provided. Container constructs such as UML packages have semantics that are too
weak for serving as composites in the sense that the composite is an abstract overview
of its parts and their interrelationships. This is particularly true for multi-level decom-
positions. Only the ROOM method [18] can decompose a system in a systematic way.
However, as ROOM is also based on classes, the components are not classes, but class
references. This asymmetry makes it impossible to define multi-level decompositions
in a straightforward, easily understandable way. 

In ADORA, the decomposition mechanism was deliberately chosen such that good
decompositions in the sense of the definition given above become possible. We recur-
sively decompose objects into objects (or elements that may be part of an object, like
states). So we have the full power of object modeling on all levels of the hierarchy and
only vary the degree of abstractness: objects on lower levels of the decomposition
model small parts of a system in detail, whereas objects on higher levels model large
parts or the whole system on an abstract level. 

2.3 Integrated Model

With existing modeling languages, one creates models that consist of a set of more or
less loosely coupled diagrams of different types. UML is the most prominent example
of this style. This seems to be a good way to achieve separation of concerns. However,
while making separation easy, loosely coupled collections of models make the equally
important issues of integration and abstraction of concerns quite difficult.

In contrast to the approach of UML and others, an ADORA model integrates all mod-
eling aspects (structure, data, behavior, user interaction...) in one coherent model. This
allows us to develop a strong notion of consistency and provides the necessary basis
for developing powerful consistency checking mechanisms in tools. Moreover, an inte-
grated model makes model construction more systematic, reduces redundancy and
simplifies completeness checking.

Using an integrated model does of course not mean that everything is drawn in one
single diagram. Doing so would drown the user in a flood of information. We achieve
separation of concerns in two ways: (1) We decompose the model hierarchically, thus
allowing the user to select the focus and the level of abstraction. (2) We use a view con-
cept that is based on aspects, not on various diagram types. The base view consists of
the objects and their hierarchical structure only. The base view is combined with one or
more aspect views, depending on what the user wishes to see. These two concepts –
hierarchy and combination of views – constitute the essence of organizing an ADORA

model.
So the complete model is basically an abstract one – it is almost never drawn in a

diagram. The concrete diagrams typically illustrate certain aspects of certain parts of a
model in their hierarchical context. However, as every concrete diagram is a view of an
integrated model of the complete system, we can build strong consistency and com-
pleteness rules into the language and build powerful tools for checking and maintain-
ing them. Readability of diagrams is achieved by selecting the right level of
abstraction, by restricting the number of aspects being viewed together, and by split-
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ting complex diagrams into an abstract overview diagram and some part diagrams. For
example, if Fig. 2 is perceived to be too complex, it can be split into an overview dia-
gram (Fig. 8) and two part diagrams, one for MasterModule and one for RoomModule.

2.4 Adaptable Degree of Formality

An industrial-scale modeling language should allow its users to adapt the degree of
formalism in a specification to the difficulty and the risk of the problem in hand.
Therefore, they need a language with a broad spectrum of formality in its constructs,
ranging from natural language to completely formal elements.

In ADORA, we satisfy this requirement by giving the modeler a choice between
informal, textual specifications and formal specifications (or a mixture of both). For
example, an object may be specified with an informal text only. Alternatively, it can be
formally decomposed into components. These in turn can be specified formally or
informally. As another example, state transitions can be specified in a formal notation
or informally with text or with a combination of both.

The syntax of the ADORA language provides a consistent framework for the use of
constructs with different degrees of formality. 

2.5 Contextual Visualization

Current modeling languages either lack capabilities for system decomposition or they
visualize decompositions in an explosive zoom style: the composites and their parts are
drawn as separate diagrams. Thus, a diagram gives no information about the context
that the presented model elements are embedded in. In ADORA, we use a fisheye view
concept for visualizing a component in its surrounding hierarchical context. This sim-
plifies browsing through a set of diagrams and improves comprehensibility [1].

3 An Overview of the ADORA Language

An ADORA model consists of a basic hierarchical object structure (the base view, as we
call it) and a set of aspect views that are combined with the base view. In this section
we describe these views and their interaction.

3.1 Basic Hierarchical Object Structure

The object hierarchy forms the basic structure of an ADORA model. 
Objects and object sets. As already mentioned above, we distinguish between objects
and object sets. An ADORA object is an abstract representation of a single instance in
the system being modeled. For example, in our heating control system, there is a single
boiler control panel, so we model this entity as an object. Abstract means that the
object is a placeholder for a concrete object instance. While every object instance must
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have an object identifier and concrete values for its attributes, an ADORA object has
neither of these. An ADORA object set is an abstract representation of a set of object
instances. The number of instances allowed can be constrained with a cardinality. For
example, in an order processing system we would model suppliers, parts, orders, etc.
as object sets. In the heating control system, we have a control panel in every room and
we control at least one room. Thus we model this panel as an object set with cardinal-
ity (1,n); see Fig. 2.
Structure of an ADORA object. An object or object set has a twofold inner structure: it
consists of a set of properties and (optionally) a set of parts.

The properties are attributes (both public and private ones), directed relationships to
other objects/object sets, operations and so called standardized properties. The latter
are user-definable structures for stating goals, constraints, configuration information,
notes, etc.; see below.

The parts can be objects, object sets, states and scenarios. Every part again can con-
sist of parts: objects and object sets can be decomposed recursively as defined above,
states can be refined into statecharts, scenarios into scenariocharts (as we call them, see
below). Thus, we get a hierarchical whole-part structure that allows modeling a hierar-
chical decomposition of a system. The decomposition is strict: an element neither can
contain itself nor can it be a part of more than one composite. We stick to a strict
decomposition due to its inherent simplicity and elegance. Commonalities between
objects in different positions of a decomposition hierarchy can be modeled by assign-
ing them the same type (see the paragraph on types below and Fig. 1).

Fig. 2. An ADORA view of the heating control system: base view combined with structural view 
and context view

Graphic representation. In order to exploit the power of hierarchical decomposition,
we allow the modelers to represent an ADORA model on any level of abstraction, from
a very high-level view of the complete system down to very detailed views of its parts.

HeatingControlSystem

MasterModule

OperateHeating
System...

BoilerOperator

object object set scenario
relationship

state abstract relationship
interaction

HeatingOff

HeatingOn LocalControl
Disabled

communicates

display

RoomTemp
Sensor: external

RoomControl

RoomModule

RadiatorValve

setRoomTemp

LocalControlEnabled

User

ManageLocalRoom
Temperature...setDefault

setRoom

Control

note  RoomControl uses
local control parameters if
local control is enabled and
on. Else, default values (set
by MasterModule) are
used.

Local
Control
Off

Local
Control
On

Controller

element of the
environment

controlBoiler
(1,1)

controlValve
(1,3)

readTemp
 (1,1)

(1,n)

BoilerControl
Panel...

setLocal

BoilerControl...

Settings

RoomTempControl
Panel...

81The ADORA Approach to Object-Oriented Modeling of Software



We achieve this property by representing ADORA objects, object sets, scenarios and
states by nested boxes (see Fig. 1 and 2). The modeler can freely choose between
drawing few diagrams with deep nesting and more diagrams with little nesting. In
order to distinguish expanded and non-expanded elements in a diagram, we append
three dots to the name of every element having parts that are not or only partially
drawn on that diagram.
Types. Frequently, different objects have the same inner structure, but are embedded in
different parts of a system. In the heating system for example, the boiler control panel
and the room control panels both might have a display with the same properties. In
these situations, it would be cumbersome to define the properties individually for every
object. Instead, ADORA offers a type construct. An ADORA type defines

• the attributes and operations of all objects/object sets of this type

• a structural interface, that means, information required from or provided to the envi-
ronment of any object/object set of this type. This facility can be used to express
contracts.

A type defines neither the relationships to other objects/object sets nor the embed-
ding of the objects of that type. Types can be organized in a subtype hierarchy.

An object can have a type name appended to its name (for example, RoomDisplay:
Display in Fig. 1). In this case, the object is of that type and the type is separately
defined in textual form. Otherwise, there is no other object of the same type in the
model and the type information is included in the definition of the object.

propertydef goal numbered Hyperstring constraints unique;
propertydef created Date;
propertydef note Hyperstring;
object HeatingControlSystem...
goal 1 "Provide a comfortable control for the heating of a building with several rooms."
created 2000-11-04
note "Constraints have yet to be discussed and added."
end HeatingControlSystem.

Fig. 3. Definition and use of standardized properties

Standardized properties. In order to adapt ADORA in a flexible, yet controlled way to
the needs of different projects, application domains or persons, we provide so called
standardized properties. An ADORA standardized property is a typed construct consist-
ing of a header and a body. Fig. 3 shows the type definitions for the properties goal, cre-
ated and note and the application of these properties in the specification of the object
HeatingControlSystem. As name and structure of the properties are user-definable, we
get the required flexibility. On the other hand, typing ensures that a tool nevertheless
can check the properties and support searching, hyperlinking and cross-referencing.

3.2 The Structural View

The structural view combines the base view with directed relationships between
objects. Whenever an object A references an information in another object B (and B is
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not a part of A or vice-versa) then there must be a relationship from A to B. Referenc-
ing an information means that A

• accesses a public attribute of B, 

• invokes an operation of B, 

• sends an event to B or receives one from B. 

Every relationship has a name and a cardinality (in the direction of the relationship).
Bidirectional relationships are modeled by two names and cardinalities. Relationships
are graphically represented by lines between the linked objects/object sets. An arrow
preceding the name indicates the direction of the relationship (Fig. 2).

Fig. 4. Four static views of the same model on different levels of abstraction

Static relationships must reflect the hierarchical structure of the model. Let objects
A and B be linked by a relationship. If A is contained in another object X and B in an
object Y, then the relationship A → B implies abstract relationships X → Y, A → Y and
X → B. Whenever we draw a diagram that hides A, B or both, the next higher abstract
relationship must be drawn. Abstract relationships are drawn as thick lines. They can,
but need not be named. In case of partially expanded objects, we sometimes have to
draw both a concrete and a corresponding abstract relationship. In this case, we indi-
cate the correspondence by a dashed hairline (Fig. 4). In the view shown in Fig. 2, we
have some examples. All relationships from BoilerControl to other objects are abstract
ones because their origins within BoilerControl are hidden in this view. The relationships
readTemp from Controller to RoomTempSensor and controlValve from Controller to Radiator-
Valve are elementary relationships. Hence they are drawn with thin lines. If we had
chosen a view that hides the contents of RoomControl, we had drawn two abstract rela-
tionships from RoomControl to RoomTempSensor and to RadiatorValve, respectively.

3.3 The Behavioral View

Combining objects and states. For modeling behavior, ADORA combines the object
hierarchy with a statechart-like state machine hierarchy [7][8][12]. Every object repre-
sents an abstract state that can be refined by the objects and/or the states that an object
contains. This is completely analogous to the refinement hierarchy in statecharts [10]
and can be given analogous semantics for state transitions. We distinguish pure states
(represented graphically by rounded rectangles) and objects with state (see Fig. 5).
Pure states are either elementary or are refined by a pure statechart. Objects with state
additionally have properties and/or parts other than states.
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We do not explicitly separate parallel states/state machines as it is done in state-
charts. Instead, objects and states that are part of the same object and have no state
transitions between each other are considered to be parallel states. Objects that neither
are the destination of a state transition nor are designated as initial abstract states are
considered to have no explicitly modeled state. 

By embedding the behavior model into the object decomposition hierarchy, we can
easily model behavior on all levels of abstraction. On a high level, objects and states
may represent abstract concepts like operational modes (off, startup, operating...). On
the level of elementary objects, states and transitions model object life cycles.
State transitions. Triggering events and triggered actions or events can either be writ-
ten in the traditional way as an adornment of the state transition arrows in the dia-
grams, or they can be expressed with transition tables [14]. For large systems with
complex transition conditions the latter notation is more or less mandatory in order to
keep the model readable. Depending on the degree of required precision, state transi-
tion expressions can be formulated textually, formally, or with a combination of both.

Fig. 5 shows the graphic representation of a behavior view with some of the variants
described above. When the system is started, then for all members of the object set
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RoomModule the initial state HeatingOff is entered. The transition to the object HeatingOn
is specified formally. It is taken when the event on is received over the relationship set-
Room (cf. Fig. 2). If this transition is taken, the state LocalControlDisabled and the object
RoomControl are entered concurrently. Within RoomControl, the object Controller is
entered and within Controller the parallel states Init and Reading. This is equivalent to the
rules that we have for statecharts. The state transitions between LocalControlDisabled
and LocalControlEnabled are specified informally with a text only. This makes sense in
situations where we do not yet precisely know in which situation an event has to be
triggered by which component. The transitions within Controller are specified in tabular
form, because they are quite complex.
Timing and event propagation. In ADORA we use the quasi-synchronous timing and
event propagation semantics defined in [8]. In contrast to usual statecharts and other
than in [8] we do not broadcast events in ADORA. Instead, events have to be explicitly
sent and received. Thus we avoid global propagation of local events.

3.4 The Functional View

The functional view defines the properties of an object or object set (attributes, opera-
tions...) that have not already been defined by the object’s type. When there is only one
object of a certain type, the complete type information is embedded in the object defi-
nition. The functional view is not combined with other views; it is always represented
separately in textual form.

Joos [13] has defined a formal notation for specifying functions in ADORA, building
upon existing notations. As there is nothing conceptually new with function defini-
tions, we do not go into further detail here.

3.5 The User View

In the last few years, the importance of modeling systems from a user’s viewpoint,
using scenarios or use cases, was recognized (for example, see [4][8][11] and many
others). In ADORA, we take the idea of hierarchically structured scenarios from [8] a
step further and integrate the scenarios into the overall hierarchical structure of the sys-
tem. In our terminology, a scenario is an ordered set of interactions between partners,
usually between a system and a set of actors external to the system. It may comprise a
concrete sequence of interaction steps (instance scenario) or a set of possible interac-
tion steps (type scenario). Hence, a use case is a type scenario in our terminology.

We view scenarios and objects to be complementary in a specification. The scenar-
ios specify the stimuli that actors send to the system and the system’s reactions to these
stimuli. However, when these reactions depend on the history of previous stimuli and
reactions, that means on stored information, a precise specification of reactions with
scenarios alone becomes infeasible. The objects specify the structure, functions and
behavior that are needed to specify the reactions in the scenarios properly.

In the base view of an ADORA model, scenarios are represented with ovals. In the
user view, we combine the base view with grey lines that link the scenario with all
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objects that it interacts with (Fig. 6). For example, the scenario ManageLocalRoomTem-
perature specifying the interaction between the actor User and the system is localized
within the object LocalControlEnabled. Internally, the scenario interacts with RoomTemp-
ControlPanel and with an object in HeatingOn which is hidden in this view.

An individual scenario can be specified textually or with a statechart. In both cases,
ADORA requires scenarios to have one starting and one exit point. Thus, complex sce-
narios can be easily built from elementary ones, using the well-known sequence, alter-
native, iteration and concurrency constructors. In [8] we have demonstrated statechart-
based integration of scenarios using these constructors. However, when integrating
many scenarios, the resulting statechart becomes difficult to read. We therefore use
Jackson-style diagrams (with a straightforward extension to include concurrency) as an
additional means for visualizing scenario composition. We call these diagrams scenari-
ocharts (Fig. 7).

Fig. 6. A user view of the heating control system
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Thus, we have a hierarchical decomposition in the user view, too. The object hierar-
chy of the base view allocates high-level scenarios (like ManageLocalRoomTemperature
in our heating system) to that part of the system where they take effect. The scenario
hierarchy decomposes high-level scenarios into more elementary ones. As a large sys-
tem has a large number of scenarios (we mean type scenarios/use cases here, not
instance scenarios), this facility is very important for grouping and structuring the sce-
narios.

Note that the ADORA user view is a logical view of user-system interaction only; it
does not include the design of the user interface.

3.6 The Context View

The context view shows all actors and objects in the environment of the modeled sys-
tem and their relationships with the system. Depending on the degree of abstraction
selected for the system, we get a context diagram (Fig. 8) or the external context for a
more detailed view of the system (Fig. 2).

In addition to external elements that are not a part of the system being specified, an
ADORA model can also contain so called external objects. We use these to model
preexisting components that are part of the system, but not part of the specification
(because they already exist). External objects are treated as black boxes having a name
only. In the notation, such objects are marked with the keyword external (for example,
the object RoomTempSensor in Fig. 2). In any specification where COTS components
will be part of the system or where existing components will be reused, modeling the
embedding of these components into the system requires external objects.

3.7 Modeling Constraints and Qualities

Constraints and quality requirements are typically expressed with text, even in specifi-
cations that employ graphical models for functional specifications. In traditional speci-
fications and with UML-style graphic models we have the problem of interrelating
functional and non-functional specifications and of expressing the non-functional
specifications on the right level of abstraction.

In ADORA, we use two ADORA-specific features to solve this problem. (1) The
decomposition hierarchy in ADORA models is used to put every non-functional require-
ment into its right place. It is positioned in the hierarchy according to the scope of the
requirement. The requirements themselves are expressed as ADORA standardized
properties. Every kind of non-functional requirement can be expressed by its own
property kind, for example performance constraint, accuracy constraint, quality...).

3.8 Consistency Checking and Model Verification

Having an integrated model allows us to define stringent rules for consistency between
views, for example “When an object A references information in another object B in
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any view and B is not a part of A or vice-versa, then there must be a relationship from
A to B in the static view.” A language for the formulation of consistency constraints
and a compiler that translates these constraints into Java have been developed [17]. By
executing this code in the ADORA tool, the tool is enabled to check or enforce these
constraints. The capabilities for formal analysis and verification of an ADORA model
depend on the chosen degree of formality. In the behavior view, for example, a suffi-
ciently formal specification of state transitions allows to apply all analyses that are
available for hierarchical state machines.

4 Validation of ADORA

In our opinion, there are two fundamental qualities that a specification language should
have: the language must be easy to comprehend (a specification has more readers than
writers) and the users must like it. 

Therefore, we experimentally validated the ADORA language with respect to these
two qualities. We conducted an experiment with the following goals.

• Determine the comprehensibility of an ADORA specification both on its own and in
comparison with an equivalent specification written in UML – today’s standard
modeling language – from the viewpoint of a reader of the specification.

• Determine the acceptance of the fundamental concepts of ADORA (using abstract
objects, hierarchical decomposition, integrated model...) both on its own and in
comparison with UML from the viewpoint of a reader/writer of models.

4.1 Setup of the Experiment

In order to measure these goals, we set up the following experiment [2]. We wrote a
partial specification of a distributed ticketing system both in ADORA and in UML. The
system consists of geographically distributed vending stations where users can buy
tickets for events (concerts, musicals...) that are being offered on several event servers.
Vending stations and event servers shall be connected by an existing network that
needs not to be specified.

Then we prepared a questionnaire consisting of two parts. In the first part, the
“objective” one, we aimed at measuring the comprehensibility of an ADORA model.
We created 30 questions about the contents of the specification, for example “Can a
user at a point of sale terminal purchase an arbitrary number of tickets for an event in a
single transaction?” 25 questions were yes/no questions; the rest were open questions.
For every question, we additionally asked, whether the answering person was sure or
unsure about her or his answer and how difficult it was to answer the question.

In the second part, the “subjective” one, we tested the acceptance of ADORA vs.
UML. We asked 14 questions about the personal opinion of the answering person con-
cerning distinctive features of both ADORA and UML, for example “Does it make
sense to use an integrated model (like ADORA) for describing all aspects of a system”?
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We ran the experiment with fifteen graduate and Ph.D. students in Computer Sci-
ence who were not members of our research group. The participants were first given an
introduction both to ADORA and to UML. Then we divided the participants into two
groups. The members of group A answered the objective part of the questionnaire first
for the ADORA specification and then for the UML specification; group B members did
it vice-versa. Finally, both groups answered the subjective part of the questionnaire. In
order to avoid answers being biased towards ADORA, we ensured the anonymity of the
filled questionnaires.

Two participants did not finish the experiment; another person’s answers could not
be scored because his answers revealed insufficient base knowledge of object technol-
ogy. So we finally had twelve complete sets of answers.

4.2 Some Results

Due to space limitations, we only can present some key results here. The complete
results are given in [2]. As the differences between groups A and B are marginal, we
consolidate the results for both groups in the results given below.

Fig. 9. Comprehensibility of models. Right and wrong answers to the questions in the objective 
part of the questionnaire for ADORA vs. UML models. The graphics also shows how certain the 
participants were about their answers and how they rated the difficulty of answering. 

Fig. 9 shows the overall results of the first part of the questionnaire. For each model,
we had a total of 360 answers (30 questions times 12 participants). For every answer,
we determined whether the answer was objectively right or wrong. The answers were
further subdivided into those where the answering person was sure about her or his
answer and those where she or he was not. The subdivision of the columns indicates
how difficult it was to answer the questions in the participants’ opinion. (For example,
about 79% of the questions about the ADORA model were answered correctly and the
participants were sure about their answer. For about half of these answers, the partici-
pants judged the answer to be easy to give.)

Despite the fact that the number of participants was fairly small, these results
strongly support the comprehensibility hypothesis and also show a clear trend that an
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ADORA specification is easier to comprehend than an UML specification. Moreover,
we have two important results that are statistically significant at a level of 0.5% [2]:

• The percentage of correctly answered questions is higher for the ADORA model than
for the UML model. That means, reading the ADORA model is less error-prone than
reading the UML model.

• When answering a question correctly, the readers of the ADORA model are more
confident of themselves than the readers of the UML model.

Table 1 summarizes the results of the subjective part of the questionnaire. Again, the
results strongly support our hypothesis that users like the fundamental concepts of
ADORA and that they prefer them to those of UML. 

Table 1. Acceptance of distinct features; ADORA vs. UML

Even if we subtract some potential bias (maybe some of the participating students
did not want to hurt us), we can conclude from this experiment that the ADORA lan-
guage is clearly a step into the right direction.

5 Yet Another Language? ADORA vs. UML

The goal of the ADORA project is not to bless mankind with another fancy modeling
language. When UML became a standard, we of course investigated the option of mak-
ing ADORA a variant of UML. The reason why we didn’t is because ADORA and UML
differ too much in their basic concepts (Table 2). The most fundamental difference is
the concept of an integrated, hierarchically decomposable model in ADORA vs. a flat,
mostly non-decomposable collection of models in UML. Using packages for an
ADORA-like decomposition fails, because UML packages are mere containers. Using
stereotypes for integrating ADORA into UML would be an abuse of this concept, as the
resulting language would no longer behave like UML. A real integration of ADORA-
concepts into UML would require major changes in the UML metamodel [9].

Statement strongly 
agree

mostly 
agree

mostly 
disagree

strongly 
disagree

The specification gives the reader a precise idea about the 
system components and relationships

ADORA

UML
23%
8%

62%
46%

8%
31%

8%
15%

The structure of the system can be determined easily ADORA

UML
54%
8%

31%
38%

8%
23%

8%
31%

The specification is an appropriate basis for design and 
implementation

ADORA

UML
25%
0%

75%
50%

0%
33%

0%
17%

Using an integrated model (ADORA) makes sense
Using a set of loosely coupled diagrams (UML) makes sense

42%
8%

25%
17%

33%
67%

0%
8%

Hierarchical decomposition eases description of large systems
ADORA eases focusing on parts without losing context 
 Decomposition in ADORA eases finding information
Integrating information from different diagrams is easy in UML 

15%
38%
46%
15%

69%
46%
38%
15%

15%
15%
15%
46%

0%
0%
0%

23%
Specifying objects with their roles and context is adequate
Describing classes is sufficient

31%
0%

54%
15%

15%
62%

0%
23%

90 Martin Glinz et al.



Table 2. Comparison of basic concepts of ADORA vs. UML

6 Conclusions

Summary. We have presented ADORA, an approach to object-oriented modeling that is
based on object modeling and hierarchical decomposition, using an integrated model.
The ADORA language is intended to be used for requirements specifications and high-
level, logical views of software architectures.
Code generation. ADORA is not a visual programming language. Therefore, we have
not done any work towards code generation up to now. However, in principle the gen-
eration of prototypes from an ADORA model is possible. ADORA has both the structure
and the language elements that are required for this task.
State of work. We have finished a first definition of the ADORA language in 1999 [13].
In the meantime we have evolved some language concepts and have conducted an
experimental validation. The ADORA tool is still in the proof-of-concept phase. We
have a prototype demonstrating that the zooming algorithm, which is the basis of our
visualization concept, works. 
Future plans. The work on ADORA goes on. In the next years, we will develop a real
tool prototype and investigate the use of ADORA for partial and incrementally evolving
specifications. Parallel to that, we want to apply ADORA in projects and evolve the lan-
guage according to the experience gained.
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Abstract. Reactive systems are systems whose purpose is to maintain a
certain desirable state of affairs in their environment, and include infor-
mation systems, groupware, workflow systems, and control software. The
current generation of information system design methods cannot cope
with the high demands that originate from mission-critical application,
geographic distribution, and a mix of data-intensive, behavior-intensive
and communication-intensive properties of many modern reactive sys-
tems. We define an approach to designing reactive software systems that
deals with these dimensions by incorporating elements from various in-
formation system and software design techniques and extending this with
formal specification techniques, in particular with model checking. We
illustrate our approach with a smart card application and show how in-
formal techniques can be combined with model checking.

1 Introduction

The past ten years have shown an explosion of different types of information tech-
nology in which the classical distinction between information systems and control
software has disappeared. In addition to the data-intensive applications like or-
der administrations, and control-intensive applications like production control,
there is now widespread use of email, office agendas, shared workspaces, workflow
management, enterprise resource planning (ERP), electronic data interchange
(EDI), and internet-based ecommerce applications. In these applications, we see
a varying mix of complexity along the three major dimensions of functional soft-
ware properties: data, behavior, and communication. (That these are the three
important dimensions of functional software properties is argued elsewhere [13].)

A fourth dimension has emerged as important as well: geographical distribu-
tion. For example, classical information systems may be distributed over several
sites, and they may be connected to classical production control systems in a
complex network of applications that may even cross organizational boundaries.

A fifth dimension relevant to software is the degree to which it is mission crit-
ical. This is not a property of the software as such but of the way it is used by an
organization. We now have many companies large parts of which basically are
� Partially supported by NWO-SION, project number 612-323-419.
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software systems, operated by a few employees. This has long been the case in
the finance business but it is now also the case for application service providers,
supply chain integration, and business-to-consumer electronic commerce. When
these applications fail, their businesses lose money by the minute. As a conse-
quence, there must be ample attention to reliability, security, safety and other
mission-critical attributes. We claim that formal techniques have a role to play
in this area and later in this paper we argue how this can be done.

The current generation of functional and object-oriented methods do not suf-
fice to deal with all of these dimensions. Structured techniques [11,15] tend to
spaghetti-like data flow diagrams with a sloppy semantics, and object-oriented
techniques have evolved into a Unified Modeling Language (UML) whose com-
plexity is not motivated by the complexity of the systems to be designed, but by
the number of stakeholders involved in defining the notation [12,10]. In addition,
the complexity of the UML, as well as the complexity of the process in which
the UML is defined, leads to a continuous stream of revisions and an incomplete
and ambiguous semantics.

In this paper we propose a simple approach that picks the elements from
structured and object-oriented approaches that have turned out in practice to
be very useful, and extends this with a formal specification approach to deal
the increasing need for reliability and precision. We claim that the resulting ap-
proach, called TRADE (Techniques for Requirements and Architecture DEsign)
is useful bag of tools to use when designing complex information systems.

The unifying view that we present starts from the concept of a reactive
system, introduced by Harel and Pnueli [4] 15 years ago. This is explained in
section 2. Section 3 defines our mix of structured and object-oriented techniques
and discusses how formal techniques can be combined with informal techniques.
Appendix 4 illustrates out claim by an example specification of a smart card
application, and of two properties that we model checked in our specification.
Details about the techniques and guidelines are given elsewhere [3,6,14].

2 Reactive Systems

A reactive system is a system that, when switched on, is able to respond to
stimuli as and when they occur, in a way that enforces or enables desired be-
havior in the environment [4,7]. Stimuli may arrive at arbitrary times and the
response must be produced soon enough for the desirable effect to take place.
Somewhere in the environment, events occur, that cause stimuli at the system
interface. The system responds based on an internal model that it maintains of
its environment, and the response leads to, or enables, a desired action in the
environment. Examples of reactive systems are information systems, workflow
management systems, email systems, systems for video conferencing, shared of-
fice agenda systems, chat boxes, group decision support systems, process control
software, embedded software and game software.

Reactive systems are to be distinguished from transformational systems,
which are systems that, when switched on, accept input, perform a terminat-
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ing computation, produce output, and then turn themselves off. Examples of
transformational systems are compilers, assemblers, expert systems, numerical
routines, statistical procedures, etc. A transformational system can be viewed
as computing single, isolated stimulus-response pairs. Transformational systems
have no relevant internal state that survives a single stimulus-response pair. To
specify a transformational system, you must specify a terminating algorithm,
whereas to specify a reactive system, you must specify stimulus-response behav-
ior. Both kinds of system must be switched on before used, but when a reactive
system switches itself off this is because something wrong has happened. For a
transformational system the opposite is true: when it does not switch itself off,
something is wrong.

3 Requirements Specification for Reactive Systems

3.1 Functions

Reactive systems exist to provide services to their environment. They provide
these services by responding to stimuli. We define a function of a system as any
service delivered by the system to its environment. A function delivers value to its
environment. It is the ability to deliver value to its environment that motivates
someone to pay money for the system.

To specify a function, we must at least specify what value is delivered by
the function and when it is delivered, i.e. which event triggers it. Figure 6 gives
an example. In our view it is not a good idea to specify detailed scenarios for
functions. These scenarios obscure the view of what the function is for (which
value is delivered). They also mix requirements (what do we need the system
for) with architecture (what are the high-level components that will deliver these
services). As we illustrate in the appendix, a precise architecture description of
the system will include a detailed specification of the behavior of the system.

3.2 The Environment

The interactions of a software system always consist of exchanges of symbol
occurrences (e.g. data items, event occurrences) with the environment. A truly
implementation-independent description of the data manipulated by the system
restricts itself to the symbol occurrences that cross the external interface shown
in the context diagram. These symbol occurrences have a meaning, which must
be understood by the designers and users in order to understand the behavior
of the system. The subject of these exchanges is called the subject domain of
the interactions. For example, the subject domain of our ticket selling example
system in the appendix consists of tickets, routes, etc. These are the entities
about which the system communicates with its environment. The subject domain
is often modeled by an entity model, such as illustrated in Fig. 9.

In addition to the subject domain, the environment of the system consists
of a connection domain, which consists of entities that can observe the subject
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Fig. 1. Aggregation hierarchy and system aspects.

domain and provide stimuli to the system, and entities that can act on the
subject domain based on the responses of the system. In control software, these
entities are called sensors and actuators, but people can play these roles too.

A third element of the environment is the implementation platform, which
is the collection of programmable entities that will contain the software. When
software engineers talk about the software environment, they often mean the im-
plementation platform. When information engineers talk about the environment,
they usually mean the subject and connection domains.

3.3 Requirements and Architecture

We define a requirement as a desired property of the system and an architecture
as the way components are put together in order to realize these desired proper-
ties. The architecture dimension introduces an aggregation hierarchy, in which
components at a lower level jointly realize properties of a component at a higher
level.

In our view, requirements are not restricted to external properties. A re-
quirement of a system is just any desired property of the system, be it a desired
function or a desire that the software be executable on a certain implemen-
tation platform. An important kind of requirement is of course the functional
requirement, which is basically a description of the desired system functions. In
addition to the value delivered to the environment, there are at least two impor-
tant aspects of software system functionality that usually have to be specified,
namely behavior, which is the ordering of stimulus-response pairs in time, and
communication, which is the ordering of stimulus-response pairs in “space”, i.e.
the communication links that connect the stimuli and responses with events and
actions in the subject domain. These aspects are repeated at every aggregation
level. So for each part of the system, we can ask what its desired functions, behav-
ior and communication properties are, all the way down to individual software
objects (Fig. 1).

A software system has many other properties, including safety, security and
reliability properties etc. For some of these properties, formal techniques are
needed to show their presence or absence. We give an example in the appendix.
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External requirements specification Environment modeling

Essential architecture specification

System functions,  behavior, communication Environment entities, behavior, communication

System entities, function, behavior, communication

Implementation platform
Platform entities, function, behavior, communication

Implementation architecture specification

Fig. 2. The TRADE approach.

3.4 Design Approach

In this paper, by design we mean an activity in which the desired properties
of a product are decided. Design is making decisions, and it results in a speci-
fication that documents these decisions. This use of the term agrees with that
in other branches of manufacturing, where design is followed by planning the
production process, manufacturing the components, assembling the components
and distribution and sales.

This means that specifying requirements in our terminology is a design ac-
tivity! Requirements specification is solution specification; the problem to be
solved exists in the environment of the system that should solve it (it would
be embarrassing if it would reside in the system) [5]. Figure 2 summarizes the
TRADE approach. The environment model is an outcome of problem analysis.
It represents the environment as consisting of entities, their behavior and their
communication. We assume the problem to be solved has been clearly stated
and analyzed. The external requirements are desired external system properties
and include desired system functions, behavior and communication with exter-
nal entities. The essential architecture of a software system is the architecture
it would have if we had ideal implementation technology. It is motivated by
the structure of the external environment and the system requirements and not
by any implementation considerations [8]. Other terms that have been used for
this are logical and conceptual architecture. The implementation platform is the
collection of programmable entities that will contain the software. These too
have functions, behavior and communication. The implementation architecture
is the mapping of the essential architecture to the programmable entities in the
available implementation platform.

3.5 Design Techniques

There are very few techniques needed to specify the aspects listed in Fig. 1.
The second column of table 3 lists a few simple techniques that are sufficient.
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Simple Complex

Decomposition ERD SSD

Functions Mission statement, refined to function descriptions

Behavior
Event list, possibly including state transition dia-
gram Statechart

Communication Communication diagram

Fig. 3. The techniques in TRADE.

In the following explanation, the term “entity” is used to indicate whatever a
description technique is applied to: the entities in the environment, the system
itself, or parts of its architecture or of its implementation platform.

– An entity-relationship diagram (ERD) represents entity types and their car-
dinality properties. We restrict the meaning of ERDs to classification and
identification (counting) properties of entities. ERDs can be used to represent
the decomposition of the environment or of an architecture into entities. It is
often used to represent a decomposition of the subject domain into entities.
A complex extension of ERDs is the UML static structure diagram (SSD),
which allows the declaration of services (interfaces, operations, signal re-
ceptions etc.) offered by entities, which are now called “objects” in object-
oriented methods. Usually there is too much interface detail in a system to
be all represented in diagram form.

– Mission statement and function descriptions describe the things that an en-
tity will do for its environment in natural language. They should emphasize
the value delivered for the environment. They can be used to specify the
mission and functions of the system and of the entities in the system’s ar-
chitecture.

– An event list of an entity is a list of all events that the entity should respond
to, and the desired response of the entity. It can be a list of informal natural
language descriptions, but this can be refined into state transition tables
or diagrams. Statecharts are complex state transition diagrams that can
represent information in an event list in diagram form.

– A communication diagram consists of boxes and arrows that represent enti-
ties and their communication channels. The boxes may represent individual
entities or entity types. In the second case, the arrows represent communi-
cation channels between instances of the types. A communication diagram
may be used to represent communication in the environment, between the
system and its environment, between entities in the system architecture, and
between entities in the implementation platform.

The appendix contains examples of the use of these techniques, discusses their
meaning informally and indicates their use.
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Fig. 4. Combining informal techniques with model checking.

3.6 Formal Techniques

In our view the relationship between the formal and informal parts of a specifi-
cation (Fig. 4) is that the formal part rephrases fragments of the informal part.
The formal part can consist of text or diagrams with a formal semantics. To
illustrate the viability of this approach, we have defined a formal execution se-
mantics for object-oriented statecharts that is suitable to represent essential-level
behavior [3]. Barring unrestricted object creation, the semantics of a collection
of object-oriented statecharts is a finite-state labelled transition system (LTS),
which is the mathematical structure in Fig. 4. We have also defined an extension
of computation tree logic with actions and real time (ATCTL) to be used as
a property language for reactive systems, and defined a translation of ATCTL
into the property language of the Kronos model checker [1]. We implemented
these using the diagram editing tool TCM [2] as a front-end to Kronos. Space
restrictions prevent us from giving more details about this.

The fat arrows in Fig. 4 represent manipulations done by machine. The solid
fat arrows have been implemented in TCM, and we used this on our example
specification in the appendix to check some desirable properties. The analyst
does not have to know or understand the translations behind the fat arrows.
The combination of TCM and Kronos thus helps the analyst to understand the
design in an early stage without implementing it and without having to learn a
complex formal language. It also helps making the informal parts of the model
precise.

4 Summary and Further Work

In this paper we have only discussed techniques and showed their place in an
approach to reactive system specification and design. We have not discussed pre-
cise or formal semantics, or guidelines for using these techniques. A compendium
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of these guidelines has been prepared elsewhere [14]. Current work includes im-
plementing the dashed fat arrows in Fig. 4 and applying the resulting tool to a
number of case studies.

Acknowledgement. The paper benefited from many discussions with and de-
tailed comments of Michael Jackson, and from comments by Jaap-Henk Hoep-
man on security mechanisms.
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– Name of the system: Electronic Ticket System (ETS).
– Purpose of the system: Provide capability to buy and use tickets for a railway

company using a Personal Digital Assistant and a smart card.
– Responsibilities of the system:

• Sell a ticket
• Show a ticket on request
• Stamp a ticket for use
• Refund a ticket

– Exclusions:
• The system will not provide travel planning facilities.
• Only tickets for making a trip by one person will be considered.

Fig. 5. Mission of the ETS.

The Electronic Ticket System (ETS)

The Electronic Ticket System (ETS) is a software system by which travelers
can buy a railway ticket with a smart card when put in their Personal Digital
Assistant (PDA). The ticket is a digital entity than can be created on the smart
card itself. Payment is done through a wireless connection with the computer
system of the railway company, that itself is connected to the computer systems
of a clearing house [9].

External Requirements: Functions and Other Properties

The mission statement of a system states the purpose of the system and should
be written down for all reactive systems. It lists its major responsibilities and,
possibly, things that the system will not do. Responsibilities are things the sys-
tem should do, exclusions are things the system will not do. There are infinitely
many things the system will not do, but writing down a few of these is an im-
portant tool in expectation management. Figure 5 shows the mission statement
of the ETS.

Functions can be presented in the form of an indented list called a function
refinement tree. This is useful for all reactive systems, and can be used to bound
the discussion about desired functionality with the stakeholders. The current
system is so simple that all its functions have already been listed in the mission
statement, and a separate function refinement tree is not needed. Each function
should be specified from the standpoint of the system, emphasizing the value
delivered to the environment. See Fig. 6 for an example.

One of the required ETS properties is that it should offer the functionality
described above. Other required properties include the ones listed in Fig. 7. We
discuss the formal specification and model checking of these properties at the
end of the appendix.
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– Name: Sell a ticket.
– Triggering event: Traveler requests to buy a ticket.
– Delivered value: To sell a railway ticket to a traveler at any time and place

chosen by the traveler.

Fig. 6. Description of an ETS function.

P1 A traveler cannot get a ticket without paying for it.
P2 A traveler who has paid for a ticket gets it.
P3 A refunded ticket cannot be used any more.
P4 A fully used ticket cannot be refunded.
P5 It is not possible to use a ticket twice.

Fig. 7. Other required ETS properties.

ETSClearing house

Traveller

Ticket collector

Bank

Fig. 8. Communication context of ETS.

Environment: Entities and Communication

Desired properties, including system functions, are provided by interacting with
the environment in stimulus-response behavior. Figure 8 shows the communi-
cation architecture of the environment, including the external interfaces of the
system. The diagram abstracts from the internal distribution of the software
system over physical entities of the implementation platform, and from the way
communication channels are realized. That distribution will be part of the ar-
chitecture specification shown later. The context diagram views the system as a
black box offering certain functionality and shows which communication chan-
nels with the environment exist. It is always useful to draw a communication
diagram of a reactive system. It separates the part of the world to be designed
(the system) from the part of the world that is given (the environment).

Figure 9 shows an entity model of the subject domain of the ETS. It should
be supplemented by a number of constraints, such as that all segments of a route
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Fig. 9. Subject domain of the ETS.

should be connected. Note that the ERD is a model of the environment, not of
the data stored by the system. Note also that the traveler may be different from
the account holder.

Whenever there is potential misunderstanding about the meaning of the data
that crosses the external system interface, as in data-intensive reactive systems,
it is useful to make a subject domain ERD that represents the types of entities
to which the external interactions of the system refer.

External Requirements: System Event List

Each function is triggered by an external event, a condition change, or a tem-
poral event. Each function can be refined into a set of possible transactions,
where a transaction is an atomic interaction of the system. Each transaction in
turn can be represented by a tuple (event, stimulus, current state, next state,
response, action), which tells us which stimulus triggers the transaction, which
event is supposed to have caused this stimulus, what the response should be,
given the current state of the system, and what action is assumed to be caused
by the response. The current and next state in the tuple are really states of the
dialog between the system and its environment. To perform its function, the
system must maintain a representation of this state. In general, there may be
a many-many relationship between transactions and functions: One transaction
may occur in several functions and one function may contain several transac-
tions.
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Ready to sell

Route and ticket 
information requested

Ticket sale
offered

Traveller requests to buy a ticket

Ask for route and ticket information

Traveller has given all information

Offer to sell ticket

Traveller selects route

Traveller selects ticket type

Traveller accepts offer

Request payment from clearing house 

Payment requested
Bank accepts payment

Create ticket
Show success message

Bank refuses
or
bank does not respond

Show abort message

Traveller declines offer

show abort message

Traveller aborts

Fig. 10. Selling dialog.

Often, we can represent parts of the system event list by a state transition
diagram, e.g. a statechart or its simpler ancestors Mealy and Moore diagrams.
Figure 10 gives the event list for the selling function in the form of a Mealy
diagram. Rectangles represent states, arrows state transitions, and arrow labels
list events above the line and actions below the line.

An event list is always useful to make, but different reactive systems require
different levels of detail. Some information systems have merely two types of
external events to respond to, namely query and update, but in many other cases
there are also state change events and temporal events to respond to. Refining the
system function descriptions into an event list uncovers these desired responses.

Architectures and Implementation Platform

Essential Architecture. The essential, distribution-independent architecture of
the system is shown in Fig. 11. It uses a hybrid notation in which parallel bars
represent data stores and rectangles represent stateful objects.

– The selling dialog (Fig. 10) has been allocated to a single object class, each
instance of which can execute this dialog.

– The other functions are simple transformations that produce output or per-
form updates on request.
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Rail network database
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Clearing house

Traveller

ETS
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ticket
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ticket
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ticket

Show
ticket

Fig. 11. Essential communication architecture of the system in a hybrid notation

– Data about the subject domain has been partitioned into three data stores.

Figure 12 represents the structure of the data stores. Now we reuse the subject
domain ERD to represent the structure of the data and allocate the data to
stores. Note that the system does not contain data about all subject domain
relationships.

A communication diagram such as 11 is very useful in reactive system de-
sign to show simple communication architectures. They can be used to show the
high-level communication architecture of a system and simple lower-level archi-
tectures, as in the ETS. However, for most systems, at lower aggregation levels
they quickly become too complicated to be useful.

Checking Desired Properties. To check whether the essential architecture satisfies
all desired properties, we created our model with the TCM editor and generated
Kronos input for it. We also formalize the desirable properties in ATCTL, and
checked whether they hold in our essential architecture, using Kronos. As an
illustration, consider these two properties:

P1 You cannot get a valid ticket without paying. ¬∃(� −bank pay yesUvalid).
P3 A refunded ticket will never become valid again. refunded → ¬∃✸valid

P1 was shown to be true using Kronos. The negation of P3 was checked with
Kronos and proved to be unreachable. Because the negation is unreachable, the
property holds.

The meaning of these proofs is that the system, if implemented this way, will
be secure. It does not mean that the environment will be secure. For example,
it does not mean that an insecure connection to the railway company or the
clearing house is impossible. And with such an insecure connection, third parties
could masquerade as bank, and cause the railway company to give a ticket to the
passenger without valid payment. If that should be excluded, then the system
boundary should be extended to include the connections and we should formulate
properties of these connections.
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Fig. 12. Data about the subject domain.

Implementation Architecture. The physical distribution architecture of the sys-
tem is represented by the UML deployment diagram of Fig. 13. This is the im-
plementation platform given to the designer.

Figure 14 shows the allocation of the essential architecture elements of Fig. 11
to the nodes in the deployment network. The following design decisions have been
made:

– Functionality is allocated to nodes where it is needed.
– Duplication of data stores is added to avoid frequent communications. The

price to pay is that duplicate data stores may be mutually inconsistent.
Because the rail network is not likely to change very frequently, and changes
are planned far in advance, there is a small risk that this will ever happen.

– Communication interfaces are added.
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Fig. 13. Physical implementation platform and context.
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Fig. 14. Allocation of components of the essential architecture to the physical deploy-
ment network.

The next stage in creating a secure design would be to check that the imple-
mentation is correct with respect to the higher-level design. The implementation
is represented by Fig. 14, the data model of Fig. 12 and the textual specifications
of all elements of these diagrams (these are not given here). The specification is
given by the high-level diagram of Fig. 11 and the textual specifications of the
data stores, transformations and object classes contained in it. Both models have
a formal semantics in terms of labeled transition systems, which makes classical
bisimulation equivalence checking techniques applicable, at least in principle.
Working this out for practical examples is subject of future research.
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Abstract. Information systems of the future will have to  better  match their 
operational organizational environment. Unfortunately, development 
methodologies have traditionally been inspired by programming concepts, not 
organizational ones, leading to a semantic gap between the system and its 
environment. To reduce as much as possible this gap, this paper proposes a 
development methodology named Tropos which is founded on concepts used to 
model early requirements. Our proposal adopts the i* organizational modeling 
framework [18], which offers the notions of actor, goal and (actor) dependency,
and uses these as a foundation to model early and late requirements, 
architectural and detailed design. The paper outlines Tropos phases through an 
e-business example. The methodology seems to complement well proposals for 
agent-oriented programming platforms. 

1  Introduction 

Information systems have traditionally suffered from an impedance mismatch. Their 
operational environment is understood in terms of actors, responsibilities, objectives, 
tasks and resources, while the information system itself is conceived as a collection of 
(software) modules, entities (e.g., objects, agents), data structures and interfaces. This 
mismatch is one of the main factors for the poor quality of  information systems, also 
the frequent failure of system development projects. 

One cause of this mismatch is that development methodologies have traditionally 
been inspired and driven by the programming paradigm of the day. This means that 
the concepts, methods and tools used during all phases of development were based on 
those offered by the pre-eminent programming paradigm. So, during the era of 
structured programming, structured analysis and design techniques were proposed 
[9,17], while object-oriented programming has given rise more recently to object-
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oriented design and analysis [1,15]. For structured development techniques this meant 
that throughout software development, the developer can conceptualize the system in 
terms of functions and processes, inputs and outputs. For object-oriented 
development, on the other hand, the developer thinks throughout in terms of objects, 
classes, methods, inheritance and the like.  

Using the same concepts to align requirements analysis with system design and 
implementation makes perfect sense. For one thing, such an alignment reduces 
impedance mismatches between different development phases. Moreover, such an 
alignment can lead to coherent toolsets and techniques for developing system (and it 
has!) as well, it can streamline the development process itself. 

But, why base such an alignment on implementation concepts? Requirements 
analysis is arguably the most important stage of information system development. 
This is the phase where technical considerations have to be balanced against social 
and organizational ones and where the operational environment of the system is 
modeled. Not surprisingly, this is also the phase where the most and costliest errors 
are introduced to a system. Even if (or rather, when) the importance of design and 
implementation phases wanes sometime in the future, requirements analysis will 
remain a critical phase for the development of any information system, answering the 
most fundamental of all design questions: “what is the system intended for?”   

Information systems of the future like ERP, Knowledge Management or e-business 
systems should be designed  to match their operational environment. For instance, 
ERP systems have to implement a process view of the enterprise to meet business 
goals, tightly integrating all functions from the operational environment. To reduce as 
much as possible this impedance mismatch between the system and its environment, 
we outline in this paper a development framework, named Tropos, which is 
requirements-driven in the sense that it is based on concepts used during early 
requirements analysis. To this end, we adopt the concepts offered by i* [18], a 
modeling framework offering concepts such as actor (actors can be agents, positions
or roles), as well as social dependencies among actors, including goal, softgoal, task
and resource dependencies. These concepts are used for an e-commerce example1 to 
model not just early requirements, but also late requirements, as well as architectural 
and detailed design. The proposed methodology spans four phases: 

• Early requirements, concerned with the understanding of a problem by studying an 
organizational setting; the output of this phase is an organizational model which 
includes relevant actors, their respective goals and their inter-dependencies. 

• Late requirements, where the system-to-be is described within its operational 
environment, along with relevant functions and qualities. 

• Architectural design, where the system’s global architecture is defined in terms of 
subsystems, interconnected through data, control and other dependencies. 

• Detailed design, where behaviour of each architectural component is defined in 
further detail. 

The proposed methodology includes techniques for generating an implementation 
from a Tropos detailed design. Using an agent-oriented programming platform for the 
implementation seems natural, given that the detailed design is defined in terms of 

                                                          
1 Although, we could have included a simpler (toy) example,  we decided  to present  a 

realistic e-commerce system  development exercise of moderate complexity [6].
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(system) actors, goals and inter-dependencies among them. For this paper, we have 
adopted JACK as programming platform to study the generation of an implementation 
from a detailed design. JACK is a commercial product based on the BDI (Beliefs-
Desires-Intentions) agent architecture. Early previews of the Tropos methodology 
appeared in [2, 13]. 

Section 2 of the paper describes a case study for a B2C (business to consumer) e-
commerce application. Section 3 introduces the primitive concepts offered by i* and 
illustrates their use with an example. Sections 4, 5, and 6 illustrate how the technique 
works for late requirements, architectural design and detailed design respectively. 
Section 7 sketches the implementation of the case study using the JACK agent 
development environment. Finally, Section 8 summarizes the contributions of the 
paper, and relates it to the literature. 

2  A Case Study 

Media Shop is a store selling and shipping different kinds of media items such as 
books, newspapers, magazines, audio CDs, videotapes, and the like. Media Shop
customers (on-site or remote) can use a periodically updated catalogue describing 
available media items to specify their order. Media Shop is supplied with the latest 
releases and in-catalogue items by Media Supplier. To increase market share, Media 
Shop has decided to open up a B2C retail sales front on the internet. With the new 
setup, a customer can order Media Shop items in person, by phone, or through the 
internet.  The system has been named Medi@ and is available on the world-wide-web 
using communication facilities provided by  Telecom Cpy. It also uses financial 
services supplied by Bank Cpy, which specializes on on-line transactions. 

The basic objective for the new system is to allow an on-line customer to examine 
the items in the Medi@ internet catalogue, and place orders. 

There are no registration restrictions, or identification procedures for Medi@ users. 
Potential customers can search the on-line store by either browsing the catalogue or 
querying the item database. The catalogue groups media items of the same type into 
(sub)hierarchies and genres (e.g., audio CDs are classified into pop, rock, jazz, opera, 
world, classical music, soundtrack, …) so that customers can browse only  
(sub)categories of interest. 

An on-line search engine allows customers with particular items in mind to search 
title, author/artist and description fields through keywords or full-text search. If the 
item is not available in the catalogue, the customer has the option of asking Media 
Shop to order it, provided the customer has editor/publisher references (e.g., ISBN, 
ISSN), and identifies herself (in terms of name and credit card number). 

3  Early Requirements  with i*

During early requirements analysis, the requirements engineer captures and analyzes 
the intentions of stakeholders. These are modeled as goals which, through some form 
of a goal-oriented analysis, eventually lead to the functional and non-functional 
requirements of the system-to-be [7]. In i* (which stands for “distributed 
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intentionality’’), early requirements are assumed to involve social actors who depend 
on each other for goals to be achieved, tasks to be performed, and resources to be 
furnished.  The i* framework includes the strategic dependency model for describing 
the network of relationships among actors, as well as the strategic rationale model for 
describing and supporting the reasoning that each actor goes through concerning its 
relationships with other actors. These models have been formalized using intentional 
concepts from AI, such as goal, belief, ability, and commitment (e.g., [5]). The 
framework has been presented in detail in [18] and has been related to different 
application areas, including requirements engineering, software processes and 
business process reengineering. 

A strategic dependency model is a graph, where each node represents an actor, and 
each link between two actors indicates that one actor depends on another for 
something in order that the former may attain some goal.  We call the depending actor 
the depender and the actor who is depended upon the dependee.  The object around 
which the dependency  centers is called the dependum. Figure 1 shows the beginning 
of an i* model. 

Orders
Customer

Handle

Items
Buy Media

Increase
Market Share

Customers
Happy

Media
ShopCustomer

Fig. 1. “Customers want to buy media items, while the  Media Shop wants to increase market 
share, handle orders and keep customers happy”

The two main stakeholders for a B2C application are the consumer and the 
business actors named respectively in our case Customer and Media Shop. The 
customer has one relevant goal Buy Media Items (represented as an oval-shaped icon), 
while the media store has goals Handle Customer Orders, Happy Customers, and 
Increase Market Share. Since the last two goals are not well-defined, they are 
represented as softgoals (shown as cloudy shapes). 

Once the relevant stakeholders and their goals have been identified, a strategic 
rationale model determines through a means-ends analysis how these goals (including 
softgoals) can actually be fulfilled through the contributions of other actors. A 
strategic rationale model is a graph with four types of nodes – goal, task, resource,
and softgoal – and two types of links – means-ends links and process decomposition 
links.   A strategic rationale graph captures the relationship between the goals of each 
actor and the dependencies through which the actor expects these dependencies to be 
fulfilled.  

Figure 2 focuses on one of the (soft)goal identified for  Media Shop, namely 
Increase Market Share. The analysis postulates a task Run Shop (represented in terms 
of a hexagonal icon) through which Increase Market Share can be fulfilled. Tasks are 
partially ordered sequences of steps intended to accomplish some (soft)goal. Tasks 
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can be decomposed into goals and/or subtasks, whose collective fulfillment completes 
the task. In the figure, Run Shop is decomposed into goals Handle Billing and Handle 
Customer Orders, tasks Manage Staff and Manage Inventory, and softgoal Improve 
Service which together accomplish the top-level task. Sub-goals and subtasks can be 
specified more precisely through refinement. For instance, the goal Handle Customer 
Orders is fulfilled either through tasks OrderByPhone, OrderInPerson or 
OrderByInternet while the task Manage Inventory would be collectively 
accomplished by tasks Sell Stock and Enhance Catalogue.   
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Fig. 2. Means-ends analysis for the softgoal Increase Market Share 

4  Late Requirements Analysis 

Late requirements analysis results in a requirements specification which describes all 
functional and non-functional requirements for the system-to-be. In Tropos, the 
information system is represented as one or more actors which participate in a 
strategic dependency model, along with other actors from the system’s operational 
environment. In other words, the system comes into the picture as one or more actors 
who contribute to the fulfillment of stakeholder goals. For our example, the Medi@
system is introduced as an actor in the strategic dependency model depicted in   
Figure 3.  

With respect to the actors identified in Figure 2, Customer depends on Media Shop
to buy media items while Media Shop depends on Customer to increase market share 
and remain happy (with Media Shop service). Media Supplier is expected to provide 
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Media Shop with media items while depending on the latter for continuing long-term 
business. He can also use Medi@ to determine new needs from customers, such as 
media items not available in the catalogue. As indicated earlier, Media Shop depends 
on Medi@ for processing internet orders and on Bank Cpy to process business 
transactions. Customer, in turn, depends on Medi@ to place orders through the 
internet, to search the database for keywords, or simply to browse the on-line 
catalogue. With respect to relevant qualities, Customer requires that transaction 
services be secure and usable, while Media Shop expects Medi@ to be easily 
maintainable (e.g., catalogue enhancing, item database evolution, user interface 
update, …). The other dependencies have already been described in Figure 2. 
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Fig. 3. Strategic dependency model  for a media shop 

As late requirements analysis proceeds, Medi@ is given additional responsibilities, 
and ends up as the depender of several dependencies. Moreover, the system is 
decomposed into several sub-actors which take on some of these responsibilities. This 
decomposition and responsibility assignment is realized using the same kind of 
means-ends analysis along with the strategic rationale analysis illustrated in  Figure 2.  
Hence, the analysis in Figure 4 focuses on the system itself, instead of a external 
stakeholder. 

The figure postulates a root task Internet Shop Managed providing sufficient 
support (++) [3] to the softgoal Increase Market Share. That task is firstly refined into 
goals Internet Order Handled and Item Searching Handled, softgoals Attract New 
Customer, Secure and Usable and tasks Produce Statistics and Maintenance. To 
manage internet orders, Internet Order Handled is achieved through the task 
Shopping Cart which is decomposed into subtasks Select Item, Add Item, Check Out,
and Get Identification Detail. These are the main process activities required to design 
an operational on-line shopping cart [6]. The latter (goal) is achieved either through 
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sub-goal Classic Communication Handled dealing with phone and fax orders or 
Internet Handled managing secure or standard form orderings. To allow for the 
ordering of new items not listed in the catalogue, Select Item is also further refined 
into two alternative subtasks, one dedicated to select catalogued  items, the other to 
preorder unavailable products. 

To provide sufficient support (++) to the Maintainable softgoal, Maintenance is 
refined into four subtasks dealing with catalogue updates, system evolution, interface 
updates and system monitoring.   
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Fig. 4. Strategic rationale model for Medi@

The goal Item Searching Handled might alternatively be fulfilled through tasks 
Database Querying or Catalogue Consulting with respect to customers’ navigating 
desiderata, i.e., searching with particular items in mind by using search functions or 
simply browsing the catalogued products. 

In addition, as already pointed, Figure 4 introduces softgoal contributions to model 
sufficient/partial positive (respectively ++ and +) or negative (respectively  - - and -) 
support to softgoals Secure, Usable, Maintainable, Attract New Customers and 
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Increase Market Share. The result of this means-ends analysis is a set of (system and 
human) actors who are dependees for some of the dependencies that have been 
postulated. 

Figure 5 suggests one possible assignment of responsibilities identified for Medi@.
The Medi@ system is decomposed into four sub-actors: Store Front, Billing 
Processor, Service Quality Manager and Back Store.

Store Front interacts primarily with Customer and provides her with a usable front-
end web application. Back Store keeps track of all web information about customers, 
products, sales, bills and other data of strategic importance to Media Shop. Billing 
Processor is in charge of the secure management of  orders and bills, and other 
financial data; also of interactions to Bank Cpy. Service Quality Manager is 
introduced in order to look for security gaps, usability bottlenecks and maintainability
issues. 
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Fig. 5. The web system consists of four inside actors, each with external dependencies 

All four sub-actors need to communicate and collaborate. For instance, Store Front
communicates to Billing Processor relevant customer information required to process 
bills. For the rest of the section, we focus on Store Front. This actor is in charge of 
catalogue browsing and item database searching, also provides on-line customers with 
detailed information about media items. We assume that different media shops 
working with Medi@ may want to provide their customers with various forms of 
information retrieval (Boolean, keyword, thesaurus, lexicon, full text, indexed list, 
simple browsing, hypertext browsing, SQL queries, etc.).  

Store Front is also responsible for supplying a customer with a web shopping cart 
to keep track of selected items. We assume that different media shops using the 
Medi@ system may want to provide customers with different kinds of shopping carts 
with respect to their internet browser, plug-ins configuration or platform or simply 
personal wishes (e.g., Java mode, simple browser, frame-based, CGI shopping 
cart,…)
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Finally, Store Front initializes the kind of processing that will be done (by Billing 
Processor) for a given order (phone/fax, internet standard form or secure encrypted 
form). We assume that different media shop managers using Medi@ may be 
processing various types of orders differently, and that customers may be selecting the 
kind of delivery system they would like to use (UPS, FedEx, …).

Resource, task and softgoal dependencies correspond naturally to functional and 
non-functional requirements. Leaving (some) goal dependencies between system 
actors and other actors is a novelty. Traditionally, functional goals are 
“operationalized” during late requirements [7], while quality softgoals are either 
operationalized or “metricized” [8]. For example, Billing Processor may be 
operationalized during late requirements analysis into particular business processes 
for processing bills and orders. Likewise, a security softgoal might be operationalized 
by defining interfaces which minimize input/output between the system and its 
environment, or by limiting access to sensitive information. Alternatively, the security 
requirement may be metricized into something like “No more than X unauthorized 
operations in the system-to-be per year”.

Leaving goal dependencies with system actors as dependees makes sense whenever 
there is a foreseeable need for flexibility in the performance of a task on the part of 
the system. For example, consider a communication goal “communicate X to Y”.
According to conventional development techniques, such a goal needs to be 
operationalized before the end of late requirements analysis, perhaps into some sort of 
a user interface through which user Y will receive message X from the system. The 
problem with this approach is that the steps through which this goal is to be fulfilled 
(along with a host of background assumptions) are frozen into the requirements of the 
system-to-be. This early translation of goals into concrete plans for their fulfillment 
makes systems fragile and less reusable.  

In our example, we have left three goals in the late requirements model. The first 
goal is Usability because we propose to implement Store Front and Service Quality 
Manager as agents able to automatically decide at run-time which catalogue browser, 
shopping cart and order processor architecture fit best customer needs or 
navigator/platform specifications. Moreover, we would like to include different search 
engines, reflecting different search techniques, and let the system dynamically choose 
the most appropriate. The second key softgoal in the late requirements specification is 
Security. To fulfil it, we propose to support in the system’s architecture a number of 
security strategies and let the system decide at run-time which one is the most 
appropriate, taking into account environment configurations, web browser 
specifications and network protocols used. The third goal is Maintainability, meaning 
that catalogue content, database schema, and architectural model can be dynamically 
extended to integrate new and future web-related technologies. 

5  Architectural Design 

A system architecture constitutes a relatively small, intellectually manageable model 
of system structure, which describes how system components work together. For our 
case study, the task is to define (or choose) a web-based application architecture. The 
canonical web architecture consists of a web server, a network connection, 
HTML/XML documents on one or more clients communicating with a Web server 



A Requirements-Driven Development Methodology      117 

via HTTP, and an application server which enables the system to manage business 
logic and state. This architecture is not intended to preclude the use of distributed 
objects or Java applets; nor does it imply that  the web server and application server 
cannot be located on the same machine. 

By now, software architects have developed catalogues of web architectural styles 
(e.g., [6]). The three most common styles are the Thin Web Client, Thick Web Client
and Web Delivery. Thin Web Client is most appropriate for applications where the 
client has minimal computing power, or no control over its configuration. The client 
requires only a standard forms-capable web browser. Thick Web Client extends the 
Thin Web Client style with the use of client-side scripting and custom objects, such as 
ActiveX controls and Java applets. Finally, Web Delivery offers a traditional 
client/server system with a web-based delivery mechanism. Here the client 
communicates directly with object servers, bypassing HTTP. This style is appropriate 
when there is significant control over client and network configuration. 

The first task during architectural design is to select among alternative architectural 
styles using as criteria the desired qualities identified earlier. The analysis involves 
refining these qualities, represented as softgoals, to sub-goals that are more specific 
and more precise and then evaluating alternative architectural styles against them, as 
shown in Figure 6. The styles are represented as operationalized softgoals (saying, 
roughly, “make the architecture of the new system Web Delivery-/Thin Web-/Thick 
Web-based”) and are evaluated with respect to the alternative non-functional softgoals 
as shown in Figure 6. Design rationale is represented by claim softgoals drawn as 
dashed clouds. These can represent contextual information (such as priorities) to be 
considered and properly reflected into the decision making process. Exclamation 
marks (! and !!) are used to mark priority softgoals while a check-mark “✔” indicates 
a fulfilled softgoal, while a cross “✕✕✕✕ ” labels a unfulfillable one.  
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The Usability softgoal has been AND-decomposed into sub-goals Comprehen-
sibility, Portability and Sophisticated Interface. From a customer perspective, it is 
important for Medi@ to be intuitive and ergonomic. The look-and-feel of the interface 
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must naturally guides customer actions with minimal computer knowledge. Equally 
strategic is the portability of the application across browser implementations and the 
quality of the interface. Note that not all HTML browsers support scripting, applets, 
controls and plug-ins. These technologies make the client itself more dynamic, and 
capable of animation, fly-over help, and sophisticated input controls.  When only 
minimal business logic needs to be run on the client, scripting is often an easy and 
powerful mechanism to use. When truly sophisticated logic needs to run on the client, 
building Java applets, Java beans, or ActiveX controls is probably a better approach. 
A comparable analysis is carried out for Security and Maintainability.

As shown in Figure 6, each of the three web architectural styles contributes 
positively or negatively to the qualities  of interest. For instance, Thin Web Client is 
useful for applications where only the most basic client configuration can be 
guaranteed. Hence, this architecture does well with respect to Portability. However, it  
has a limited capacity to support Sophisticated User Interfaces. Moreover, this 
architecture relies on a connectionless protocol such as HTTP, which contributes 
positively to system availability.  

On the other hand, Thick Web Client is generally not portable across browser 
implementations, but can more readily support sophisticated interfaces. As with Thin 
Web Client, all communication between client and server is done with HTTP, hence 
its positive contribution to Availability. On the negative side, client-side scripting and 
custom objects, such as ActiveX controls and Java applets, may pose risks to client 
confidentiality. Last but not least, Web Delivery is highly portable, since the browser 
has some built-in capabilities to automatically download the needed components from 
the server. However, this architecture requires a reliable network.  

This phase also involves the introduction of new system actors and dependencies, 
as well as the decomposition of existing actors and dependencies into sub-actors and 
sub-dependencies which are delegated some of the responsibilities of the key system 
actors introduced earlier. 

Figure 7 focuses on the latter kind of refinement. To accommodate the 
responsibilities of Store Front, we introduce Item Browser to manage catalogue 
navigation, Shopping Cart to select and custom items, Customer Profiler to track 
customer data and produce client profiles, and On-line Catalogue to deal with digital 
library obligations. To cope with the non-functional requirement decomposition 
proposed in Figure 6, Service Quality Manager is further refined into four new system 
sub-actors Usability Manager, Security Checker, Maintainability Manager and
Performance Monitor, each of them assuming one of the top main softgoals explained 
previously.  Further refinements are shown on Figure 7.

An interesting decision that comes up during architectural design is whether 
fulfillment of an actor’s obligations will be accomplished through assistance from 
other actors, through delegation (”outsourcing”), or through decomposition of the 
actor into component actors. Going back to our running example, the introduction of 
other actors described in the previous paragraph amounts to a form of delegation in 
the sense that Store Front retains its obligations, but delegates subtasks, sub-goals etc. 
to other actors. An alternative architectural design would have Store Front
outsourcing some of its responsibilities to some other actors, so that Store Front
removes itself from the critical path of obligation fulfilment. Lastly, StoreFront may 
be refined into an aggregate of actors which, by design work together to fulfil Store 
Front’s obligations. This is analogous to a committee being refined into a collection 
of members who collectively fulfil the committee’s mandate. It is not clear, at this 
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point, how the three alternatives compare, nor what are their respective strengths and 
weaknesses.  
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Fig. 7. Strategic Dependency Model for Medi@ actors 

6  Detailed Design 

The detailed design phase is intended to introduce additional detail for each 
architectural component of a system. In our case, this includes actor communication 
and actor behavior. To support this phase, we propose to adopt existing agent 
communication languages, message transportation mechanisms and other concepts 
and tools. One possibility, for example, is to adopt one of the extensions to UML 
proposed by the FIPA (Foundation for Intelligent Agents) and the OMG Agent Work 
group [14].  The rest of the section concentrates on the Shopping cart actor and the 
check out dependency. 

To specify the checkout task, for instance, we use AUML - the Agent Unified 
Modeling Language [14], which supports templates and packages to represent 
checkout as an object, but also in terms of sequence and collaborations diagrams.  

Figure 8 focuses on the protocol between Customer and Shopping Cart which 
consists of a customization of the FIPA Contract Net protocol [14]. Such a protocol 
describes a communication pattern among actors, as well as constraints on the 
contents of the messages they exchange.  

When a Customer wants to check out, a request-for-proposal message is sent to 
Shopping Cart, which must respond before a given timeout (for network security and 
integrity reasons). The response may refuse to provide a proposal, submit a proposal, 
or express miscomprehension. The diamond symbol with an “✕✕✕✕ ” indicates an 
“exclusive or” decision. If a proposal is offered, Customer has a choice of either 
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accepting or canceling the proposal. The internal processing of Shopping Cart’s
checkout plan is described in Figure 9. 
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Fig. 8. Agent interaction protocol focusing on a checkout dialogue 

At the lowest level, we use plan diagrams [12] (See Figure 9), to specify the 
internal processing of atomic actors. The initial transition of the plan diagram is 
labeled with an activation event (Press checkout button) and activation condition 
([checkout button activated]) which determine when and in what context the plan 
should be activated. Transitions from a state automatically occur when exiting the 
state and no event is associated (e.g., when exiting Fields Checking) or when the 
associated event occurs (e.g., Press cancel button), provided in all cases that the 
associated condition is true (e.g., [Mandatory fields filled]). When the transition 
occurs any associated action is performed (e.g., verifyCC()).  

An important feature of plan diagrams is their notion of failure. Failure can occur 
when an action upon a transition fails, when an explicit transition to a fail state 
(denoted by a small no entry sign) occurs, or when the activity of an active state 
terminates in failure and no outgoing transition is enabled.  

Figure 9 depicts the plan diagram for checkout, triggered by pushing the checkout 
button. Mandatory fields are first checked. If any mandatory fields are not filled, an 
iteration allows the customer to update them. For security reasons, the loop exits after 
5 tries ([i<5]) and causes the plan to fail. Credit Card validity is then checked. Again 
for security reasons, when not valid, the CC# can only be corrected 3 times. 
Otherwise, the plan terminates in failure. The customer is then asked to confirm the 
CC# to allow item registration. If the CC# is not confirmed, the plan fails. Otherwise, 
the plan continues: each item is iteratively registered, final amounts are calculated, 
stock records and customer profiles are updated and a report is displayed. When 
finally the whole plan succeeds, the ShoppingCart automatically logs out and asks the 
Order Processor to initialize the order. When, for any reason, the plan fails, the 
ShoppingCart automatically logs out. At anytime, if the cancel button is pressed, or 
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the timeout is more than 90 seconds (e.g., due to a network bottleneck), the plan fails 
and the Shopping Cart is reinitialized. 
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7  Generating an Implementation

JACK Intelligent Agents [4] is an agent-oriented development environment designed 
to provide agent-oriented extensions to Java.  

JACK agents can be considered autonomous software components that have 
explicit goals to achieve, or events to cope with (desires). To describe how they 
should go about achieving these desires, agents are programmed with a set of plans
(intentions).  

Each plan describes how to achieve a goal under different circumstances. Set to 
work, the agent pursues its given goals (desires), adopting the appropriate plans 
(intentions) according to its current set of data (beliefs) about the state of the world. 
To support the programming of BDI agents, JACK offers five principal language 
constructs. These are agents, capabilities, database relations, events, and plans.      

I* actors, (informational/data) resources, softgoals, goals and tasks will be 
respectively mapped into BDI agents, beliefs, desires and intentions. In turn, a BDI 
agent will be mapped as a JACK agent, a belief will be asserted (or retracted) as a 
database relation, a desire will be posted (sent internally) as a BDIGoalEvent 
(representing an objective that an agent wishes to achieve) and handled as a plan, and 
an intention will be implemented as a plan. Finally, an i* dependency will be directly 
realized as a BDIMessageEvent (received by agents from other agents).  

Figure 10 depicts the JACK layout presenting each of the five JACK constructs as 
well as the implementation of the first part of the dialogue shown in Figure 8. The 
request for proposal checkout-rfp is a MessageEvent (extends MessageEvent) sent by 
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Customer and handled by the Shopping Cart’s checkout plan (extends Plan) as 
detailed in Figure 9. Finally, Timeout (which we consider a belief) is implemented as 
a closed world (i.e., true or false) database relation asserting for each Shopping Cart
one or several timeout delays. 

Fig. 10. Partial implementation of Figure 8 in JACK 

8  Conclusion and Discussion 

We have proposed a development methodology founded on intentional concepts, and 
inspired by early requirements modeling. We believe that the methodology is 
particularly appropriate for generic, componentized systems like e-business 
applications that can be downloaded and used in a variety of operating environments 
and computing platforms around the world. Preliminary results suggest that the 
methodology complements well proposals for agent-oriented programming 
environments.  

There already exist some proposals for agent-oriented software development, most 
notably [10, 11, 14, 16]. Such proposals are mostly extensions to known object-
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oriented and/or knowledge engineering methodologies. Moreover, all these proposals 
focus on design – as opposed to requirements analysis – for agent-oriented software 
and are therefore considerably narrower in scope than Tropos.

Of course, much remains to be done to further refine the proposed methodology 
and validate its usefulness with real case studies. We are currently working on the 
development of formal analysis techniques for Tropos, also the development of tools 
which support different phases of the methodology. 
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Abstract. Databases able to represent, not only facts, but also events in the 
mini-world of the underlying information system can be seen as repositories of 
narratives about the agents and objects involved. The events treated in our ap-
proach are those attributed to executions of predefined application-oriented op-
erations. This work addresses the identification of typical plans adopted by 
agents, by analysing a Log registering the occurrence of events, as represented 
by executions of such operations. The analysis is done by applying a previously 
formulated set of goal-inference rules to sequences of interrelated events, called 
plots, taken from the Log. The obtained Library of Typical Plans, together with 
the goal-inference rules, constitute the behavioural level of our proposed three-
level conceptual schemas for the specification of information systems. A proto-
type Prolog implementation of the method for extracting typical plans is opera-
tional. A simple example is used to illustrate the discussion. 

1. Introduction 

The initial emphasis of the database approach to the conceptual specification of in-
formation systems was mostly on the static description of objects and their properties. 
At a later stage, however, attention was also given to functional characteristics [1]. 
Theoretical and practical work at these two complementary levels has led to entity-
relationship schemes, object-oriented classes, and workflows, among other important 
contributions. The use of observed instances for building such specifications has been 
taken into consideration by recent research on workflow/process mining [10]. More 
recently, there has been a growing realization that the specification of an information 
system must also consider the agents [17,18,13] which will eventually put it to use. 
What agents do is not fortuitous; they organize plans in an attempt to reach specific 
goals. In turn, goals arise when certain situations occur. Besides adding to the defini-
tion of objects a characterization of their functional aspects, a third stage of specifica-
tion is therefore needed, where agents and their expected interactions are modelled. 
Informally speaking, agents cause the occurrence of events affecting the existence and 
various properties of entities in the mini-world of a given information system. And 
what they make happen in this mini-world, which as a consequence of their actions 
traverses a series of intermediate states, can be viewed, borrowing from traditional 
literary terminology, as narratives.
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Accordingly, we specify schemas at three successive levels. The first is the static 
level, where the types of facts about entities to be stored in the database are declared, 
according to the Entity-Relationship model extended with is-a hierarchies for entity 
types. Secondly, application-oriented operations are defined, in a STRIPS-like for-
malism [5], to provide the dynamic level. A third level, the behavioural level, is 
added, in order to model the reason why operations are executed and the way they are 
typically combined and performed. The behavioural level is composed of goal-
inference rules and a Library of Typical Plans. Each goal-inference rule declares, for 
an agent or class of agents, that the occurrence of a certain situation tends to motivate 
the agent to pursue a given goal. Typical plans, consisting of partially ordered sets of 
one or more executions of the application-oriented operations, represent the expected 
patterns of database usage by the various agents, towards their goals. 

The availability of a Library of Typical Plans enormously increases the under-
standing of strategies and policies habitually adopted by agents. The automatic con-
struction of such a library is therefore useful for the specification of a system that 
models such agents. If a good plan is identified and generalized, it can be automated 
and reused in many similar situations. If a bad plan is identified, it means that wrong 
policies have probably been adopted and should then be corrected. At the final stage 
of system implementation, typical plans can be used by plan-recognition algorithms to 
simulate and evaluate the behaviour of the system. In [2], we describe a tool in which 
plan-recognition and plan-generation are combined in order to simulate both typical 
and non-typical interactions of database agents. Finally, when the system is fully 
operational, the Library can be used by plan-recognition algorithms to detect, by 
matching observed actions of an agent against the Library, whether such actions fit in 
some known plan or plans. As soon as a plan is detected, the system may be able to 
infer how to help or block such a plan, depending on the interest of the corporation. 

Our three-level specification approach is especially useful if the database imple-
mented provides the two following features: (a) updates can only be performed 
through the execution of  the application-oriented operations introduced at the dy-
namic level; and (b) each execution of an operation triggers the insertion in a Log of a 
record containing the name and arguments of the operation executed, together with a 
time-stamp indicating the moment of execution. 

A time-stamp-ordered sequence of records of executions of interrelated operations, 
extracted from the Log, clearly corresponds to a sequence of events, which justifies 
calling one such sequence a plot [2,21]. We mentioned above the notion of narratives 
happening in the context of an information system. Plots can then be interpreted as 
summaries of such narratives. As demonstrated in a companion paper [8], if a text-
generator is available, plots can be interpreted to produce natural language answers to 
queries like: "What happened to Mary between time instants t1 and t2?". But the 
thrust of the present paper is how to use plots to help formulating the behavioural 
level of conceptual specifications. As a first step towards this objective, we assume 
that the goal-inference rules have been introduced at a preliminary stage. How to 
discover the rules is, of course, a difficult knowledge-discovery task [14,12], which 
we are investigating separately. Once the static and dynamic levels have been speci-
fied, and the goal-inference rules are available, we proceed to a trial phase, where the 
prospective agents are called to operate on a prototype implementation of the infor-
mation system, thereby allowing the Log to grow to a size estimated large enough to 
constitute a sample. Our tool, called BLIB, analyses then a series of plots taken from 
the Log, on the basis of the goal-inference rules, in order to identify typical plans 
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toward such goals and, with the designer's participation, to build a Library of Typical 
Plans.

The paper is organized as follows. Section 2 presents the three-level modelling 
concepts, emphasizing the visualization of plots as the result of plans of the various 
agents. Section 3 describes the method for obtaining typical plans from plots taken 
from the Log.  Section 4 contains concluding remarks, pointing out aspects where 
certain tentative decisions adopted in the implemented prototype may be revised, by 
considering different alternatives. A small example is used throughout the paper to 
illustrate how the process works. For a more formal treatment of our modelling ap-
proach see [3]; other related formalisms can be found in [4,15,16].   

2. Three-Level Specifications 

The concepts used at each level will be introduced with the help of the very simple 
example of a Company Alpha's database. Schemas are specified, at each level, in a 
notation compatible with logic programming. 

2.1. The Static Level 

At the static level, facts are classified according to the Entity-Relationship model. 
Thus, a fact may refer either to the existence of an entity instance, or to the values of 
its attributes, or to its relationships with other entity instances. Entity classes may 
form an is-a hierarchy. Entities must have one privileged attribute, which identifies 
each instance at all levels of the is-a hierarchy. Moreover, we shall restrict ourselves 
to single-valued attributes and binary relationships without attributes. All kinds of 
facts are denoted by predicates.

% COMPANY ALPHA EXAMPLE
dbowner('Company Alpha').
entity(person, name).
entity(employee). is_a(employee, person). attribute(employee, level).
entity(company, denomination).
entity(client). is_a(client,company). attribute(client, account_status).
entity(course, title).

relationship(serving, [employee, client]).
relationship(dissatisfied_with, [client, employee]).
relationship(taking, [employee, course]).

Fig. 1. Static sub-schema 

The example static schema ⎯ given in Fig. 1 ⎯ includes, among the entity 
classes, person, company, and course; in addition, class employee is a specialization 
of person, and client a specialization of company. The identifying attributes are name
(for person, and consequently also for employee), denomination (company and client)
and title (course). For the attribute level (of employee) there are only two possible 
values: 1 and 2. Account_status is an attribute of client, referring to the status of the 
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client's account, whose only value that will concern us here, because of its criticality, 
is inactive. Relationships serving and dissatisfied_with are defined between employ-
ees and clients; employees and courses are related by taking. With respect to onomas-
tic criteria, notice that nouns are used to name entity classes (e.g. person) and attrib-
utes (e.g. level). For relationships, we favour past or present participles (e.g. serving).
Examples of predicate instances representing facts are: (a) entity instance: per-
son('Mary'); (b) attribute of entity: level('Mary',1); (c) relationship: serv-
ing('Mary','Beta'). The set of all predicate instances of all types holding at a given 
instant constitutes a state. In temporal database environments [19], one can ask 
whether or not some fact F holds at a state S associated with a time instant t.  

2.2. The Dynamic Level 

The dynamic level covers the events happening in the mini-world of interest. A real 
world event is perceived in a temporal database environment as a transition between 
database states. Our dynamic level schemas (Fig. 2, for the current example) specify a 
fixed repertoire of operations, whose execution provides the only kind of admissible 
events, i.e. the only way to cause state transitions [9]. Accordingly, from now on we 
shall equate the notion of event with the execution of one of these operations.  

As in the STRIPS formalism [5], each operation is defined through its signature, 
pre-conditions, and post-conditions or effects. Both pre-conditions and effects are 
expressed in terms of facts, thus establishing a connection with the static level. Pre-
conditions are conjunctions of positive (or negated) facts, which should hold (or not 
hold) before the execution, whereas effects consist of facts added and/or deleted by 
the operation. When defining the signature of an operation, we declare the type of 
each parameter (which implicitly imposes a preliminary pre-condition to the execu-
tion of the operation) and its semantic role, borrowing from Fillmore's case grammars 
[6], a major contribution from the field of Linguistics. From the cases proposed by 
Fillmore, we retained agent (denoted by the letter "a") and object ("o"); we found 
convenient to denote the other cases (e.g. beneficiary, instrument, etc.) by some 
preposition able to suggest the role when used as prefix. The agent is, of course, who-
ever is in charge of executing the operation. In our example, operation complain is the 
only one whose definition indicates the agent explicitly. If none of the parameters is 
indicated as playing the role of agent, the database owner is assumed by default to 
have the initiative. Thus the clause  

oper(replace(E1,E2,C), [employee/o, employee/by, client/for])
allows us to interpret the event replace('Mary','Leonard','Beta') unambiguously as 
"Company Alpha replaces employee Mary by employee Leonard for client Beta".

The other clauses defining the operation (cf. Fig. 2) give its preconditions and ef-
fects. As a consequence of these clauses, as the reader can verify, this particular re-
place event will indeed produce the state transition below, whose net effect is that, in 
state Sj, Leonard, instead of Mary, is serving Beta:

Si     Sj
employee('Mary').   employee('Mary') 
employee('Leonard')          ⎯⎯⎯⎯→→→→  employee('Leonard') 
client('Beta').    client('Beta'). 
serving('Mary','Beta').   serving('Leonard','Beta'). 
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The other operations make it possible for Company Alpha to sign a contract with a 
company (so as to make it one of its clients), to hire a person as employee with initial 
level 1, to assign an employee to the service of a client, to enroll  an employee in a 
training course, to promote an employee by raising the level to 2, and to fire an em-
ployee. To clients it is allowed to formally complain about the service rendered by the 
assigned employee, with the contractual effect of suspending all business transactions 
(account_status = inactive).

% Operations
oper(sign_contract(C), [company/ with]).
added(sign_contract(C), client(C)).

oper(hire(E), [person/ o]).
added(hire(E), (employee(E), level(E, 1))).

oper(assign(E,C), [employee/ o, client/ to]).
added(assign(E,C), serving(E,C)).
precond(assign(E,C), ((not serving(E,C1)), (not serving(E1, C)))).

oper(enroll(E,T), [employee/ o, course/ in]).
added(enroll(E,T), taking(E,T)).
deleted(enroll(E,T), (dissatisfied_with(C,E), account_status(C,inactive))).
precond(enroll(E,T), (serving(E,C), not taking(E,T1))).

oper(promote(E), [employee/ o]).
added(promote(E), level(E,2)).
deleted(promote(E), level(E,1)).
precond(promote(E), (serving(E,C), not dissatisfied_with(C,E), level(E,1))).

oper(replace(E1,E2,C), [employee/ o, employee/ by, client/ for]).
added(replace(E1,E2,C), serving(E2,C)).
deleted(replace(E1,E2,C), serving(E1,C)).
precond(replace(E1,E2,C), (serving(E1,C), not serving(E2,C1))).

oper(fire(E), [employee/ o]).
deleted(fire(E), (employee(E), level(E,N), dissatisfied_with(C,E), account_status(C,inactive))).
precond(fire(E), (not serving(E,C))).

oper(complain(C,E), [client/ a, employee/ about]).
added(complain(C,E), (dissatisfied_with(C,E), account_status(C,inactive))).
precond(complain(C,E), serving(E,C)).

Fig. 2. Dynamic sub-schema 

Pre-conditions and effects are usually tuned in a combined fashion, aiming at the 
enforcement of integrity constraints. It can be shown that the integrity constraints 
below, among others, will be preserved if, in consonance with the abstract data type 
discipline, the initial database is consistent and these pre-defined operations are the 
only way to cause database transitions: (a) an employee can serve at most one client 
and a client can be served by at most one employee( i.e. serving is a 1-1 relationship); 
(b) an employee can only be fired if currently not serving any client; and (c) to have a 
level raise, an employee must be serving a client whose account is not inactive. 

Verbs are employed to name the operations, possibly with trailing prepositions or 
other words or particles, separated by underscore. 



Constructing Libraries of Typical Plans      129 

2.3. The Behavioural Level 

Carefully designed application-oriented operations enable the various agents to handle 
the database in a consistent way. The question remains of whether they will coexist 
well with a system supporting such operations, and, if so, what actual usage patterns 
will emerge. Ideally, the designers of an information system should try to predict how 
agents will behave within the scope of the system, so as to ensure that the specifica-
tion at the two preceding levels is adequate from a pragmatic viewpoint. The ability 
to make predictions about behaviour is also crucial for decision-making based on 
simulations of future events. 

To model the reactions of prospective agents, our behavioural sub-schema for the 
Company Alpha example ⎯ given in Fig. 3 ⎯ contains a few illustrative goal-
inference rules, plus some typical plans (represented as complex operations).

% Goal-inference rules and typical plans
gi_rule('company Alpha', (employee(E), not serving(E,C)), not employee(E)).
gi_rule('company Alpha', (serving(E,C), account_status(C,inactive)), not account_status(C,inactive)).
gi_rule(employee(E1), (level(E1,1),level(E2,2)), level(E1,2)).

op_complex(renovate_assistance(C,E2,E1),[client/ to, person/ with, employee/ 'in the position of']).
components(renovate_assistance(C,E2,E1), [f1: hire(E2), f2: replace(E1,E2,C), f3: fire(E1)], [f1-f2, f2-f3]).

op_complex(advance_the_career(E), [employee/ of]).
components(advance_the_career(E), [f1: enroll(E,C), f2: promote(E)], [f1-f2]).

op_complex(improve_service(C), [client/ for]).
is_a(enroll(E,T), improve_service(C): serving(E,C)).
is_a(renovate_assistance(C,E2,E1), improve_service(C)).

Fig. 3. Behavioural sub-schema 

A goal-inference rule has, as antecedent, some situation which, if observed at a da-
tabase state, will arouse in a given agent the impulse to act in order to reach some 
goal. Two rules refer to Company Alpha, the database owner. The first one indicates 
that, if employee E is not currently serving any client, Alpha will want that E cease to 
be an employee. The goal in the second rule is that Alpha will do an effort to placate 
any client C who, being dissatisfied with the employee assigned to its service, has 
assumed an inactive status. (Notice, incidentally, that "keeping a client happy" is, in 
the terminology of [17], a soft goal, i.e. an imprecisely defined objective; in our ex-
ample, it assumes a more firm aspect through its dependence on the concrete consid-
eration of the account_status attribute). A goal is indicated for employees: if E1 has 
merely level 1, whilst some other employee E2 has been raised to level 2, then, pre-
sumably moved by emulation, E1 will want to reach this higher level. 

The specification of behaviour is complemented by a Library of Typical Plans. A 
typical plan is a description of how an agent (or class of agents) usually proceeds 
towards some goal. It consists of either a set of partially ordered operations or plans, 
or of a set of specialized alternative plans able to achieve the goal. Plans of both kinds 
are expressed in the Library as complex operations. Let us call the operations intro-
duced in the previous section basic operations. Then, a complex operation can be 
defined from the repertoire of basic operations (or from other complex operations, 
recursively) by either composition (part-of hierarchy), giving origin to composite
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operations, or by generalization (is-a hierarchy), yielding generic operations. In case 
of composition, the definition must specify the component operations and the order-
ing requirements, if any (noting that we allow plans to be partially-ordered). In case 
of generalization, the specialized operations must be specified. 

In our example, complex operation renovate_assistance is composed of basic op-
erations hire, replace and fire. In turn, complex operation improve_service general-
izes basic operation enroll and complex operation renovate_assistance. (A minor 
technical detail: the fact serving(E,C), introduced by ":" in the first is_a clause is needed 
to identify E, which is not in the parameter list of  improve_service). Notice that the 
two (specialized) forms of improve_service have, among others, the effect of remov-
ing the undesired de-activation of a client's account. Both can be regarded as reflect-
ing customary strategies (typical plans) of Company Alpha to placate a complaining 
client: it either  trains the faulty employee or "renovates" the manpower offered to the 
client. And therefore both are adequate to achieve the goal expressed in the second 
rule of Fig. 3.  

Complex operation advance_the_career has an apparent peculiarity, in that it devi-
ates from the usual norm of plan-generation algorithms, whereby operations are 
chained together exclusively as needed for the satisfaction of pre-conditions. Here, 
however, the component operation enroll is not required for satisfying a pre-condition 
for promote (except in the special case where training is the chosen way to remove the 
effects of a pending complaint). Our notion of typical plans, similarly to scripts [20], 
allows however a looser interpretation. A plan is typical if it reflects the usages and 
policies, imposed or not by rational reasons, that are observed (or anticipated) in the 
real-world environment. Thus, we may imagine that the employer, Company Alpha, is 
sensed to be more favourable to promoting employees who, even in the absence of 
complaints against their service, seek the training program. 

Through an analysis of the component or alternative operations of a given complex 
operation, it is possible to determine the pre-conditions for its execution. It is also 
possible to identify, among the facts that necessarily hold (or do not hold) after the 
execution, a goal to be achieved by the operation. Given, as input, observations con-
cerning the execution of a few operations, the Library of Typical Plans can be used by 
plan-recognition algorithms to detect which possible plans the agents may be trying to 
perform. The recognized plan (or plans) can then be used in simulations of future 
events. Also, plan detection implies the detection of the respective goals and pre-
conditions. Once the pre-conditions are obtained, they can be analysed to check 
whether the plan can be completed. In turn, the detected goals can serve as input to 
plan-generation algorithms to produce still other plans able to achieve them, which 
may also be worthy to be tried in simulation runs. 

In a previous work [2] we have used the three-level schemata for simulation pur-
poses, with the help of a plan-recognition / plan-generation method, combining algo-
rithms introduced in [11] and [22], and supported by a Prolog prototype. In that con-
text, a simulated process is enacted, whereby, at each state reached, the goal-inference 
rules are applied to propose goals by detecting situations affecting each agent. For 
attempting to fulfil such possibly collaborating or conflicting goals, plans are taken 
from a Library of Typical Plans or built by the plan-generator component. In turn, the 
execution of such plans leads to other states, where the goal-inference rules are again 
applied, and again plans are obtained and executed, so that the multistage process will 
continue until it reaches a state where no more goals arise, or until it is arbitrarily 
terminated. 
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3. Using Goal-Inference Rules to Extract Plans from Plots 

More often than not it is difficult for the designers of real-life information systems to 
anticipate the usage patterns that will emerge after the system is delivered to opera-
tion. Hence, it may be necessary to postpone some design steps and interpose a trial 
phase, wherein agents are given access to a prototypical version of the system, with a 
Log of executed operations being recorded for later analysis. The missing design steps 
can then be undertaken with the benefit of the sample experimental evidence ex-
tracted from the Log.

In section 2.3. we were considering the formulation of: (a) goal-inference rules, 
and (b) typical plans (consisting of basic or complex operations). Now suppose in-
stead that, assuming a more realistic scenario, it was possible, by interviewing the 
prospective agents of an information system being designed, to achieve step (a) to a 
reasonable extent, whereas (b) could not be completed, since the people consulted felt 
unable to predict beforehand how they would use the proposed basic operations. So, 
as suggested above, we resort to the trial phase strategy, allowing the agents to inter-
act with a prototypical version until such time as the operation Log is sensed to con-
tain enough data for a comprehensive analysis. We proceed by extracting from the 
Log a series of plots. Each plot is a sequence of events, ordered by their time-stamps, 
where the first event occurred at a time instant t1 and the last event at t2. In other 
words, if the entire Log is regarded as a sequence of events, then a plot PL is the sub-
sequence of the Log circumscribed to a given time interval t1..t2. To avoid exces-
sively long plots, involving many disparate events, it is possible (and often useful), as 
shown in [8], besides restricting plots to time intervals, to filter them so as to only 
retain events directly or indirectly related to certain specified objects. In the sequel, 
we shall assume that all plots to be processed have passed, whenever convenient, 
through this preliminary filtering step. 

3.1. Interpreting Plots to Detect Plans 

Having isolated a number of plots to be used as input, we analyse them by applying 
the various goal-inference rules supposed to have been determined at a preliminary 
phase. Our method relies on the assumption that plots generally reflect the interaction 
of diverse plans ⎯ not always totally executed and successful with respect to the 
intended goals ⎯ undertaken by the various agents.   

When considering the plots, differently from the context of our previous work (cf. 
end of section 2.3), we are not looking at simulation runs, but rather at observed ac-
tions, which may not be entirely rational. Hence, our use of goal-inference rules falls 
into an abductive mode of reasoning, as explained in the sequel. Assume that a rule R 
indicates that agent A, confronted with situation S, will have the desire to achieve a 
goal G. Now suppose that in the plot being examined an operation (or sequence of 
operations) O is present, with the effect of achieving goal G for A, and suppose fur-
ther that, in the state before the execution of O, the motivating situation S prevailed. 
We then formulate the hypothesis that the event can be explained by this rule R, i.e. 
that agent A executed (or was able to induce an authorized agent A' to execute) opera-
tion O because A previously observed the occurrence of S, being thereby motivated to 
achieve G. This kind of reasoning is no more than hypothetical, because there may 



132      Antonio L. Furtado and Angelo E.M. Ciarlini 

exist other reasons (possibly expressed in other goal-inference rules) that may better 
explain why O was executed. So, each goal-inference rule helps us to suggest one 
interpretation for the events in a narrative. 

Our Prolog prototype tool, BLIB, builds a Library of Typical Plans by examining a 
succession of plots taken from the Log. It begins by trying to extract from each such 
plot PL one or more plans, P, that can be associated with a goal-inference rule R = 
gi_rule(A,S,G), establishing that situation S motivates agent A to pursue goal G. A 
subsequence of events P' from PL is said to be associated with R if, prior to the execu-
tion of the first event in P', the situation S holds and, after the execution of the last 
event in P', a state is reached where G finally holds. Plan P is obtained from P' by a 
second more refined filtering process, which only keeps the events whose post-
conditions contribute to G, plus, proceeding backwards, recursively, those that 
achieve pre-conditions of events already included in P. It should be stressed, in view 
of the preceding considerations, that a plurality of plans can be extracted from the 
same plot, and that the same plan can be associated with more than one goal-inference 
rule. Accordingly, all interpretations warranted by the existing rules are taken into 
account by the tool. 

3.2. Overview of the Library Construction Process 

The algorithm accumulates its output in a data structure, called the ASG-Index (from 
now on simply referred to as Index), which is organized as a table, whose entries 
correspond to each goal-inference rule gi_rule(A,S,G), defined on agent A, situation 
S, and goal G. Each entry of the table is consequently indexed by [A,S,G], and stores 
an (initially empty) list of operations, which can be either basic or complex. Each of 
these operations incorporates a specific plan associated with the rule. At any instant, 
the Index contains, in its essential elements, a representation of the current stage of 
the Library of Typical Plans being constructed. Consider, for instance, the plot: 

PL = [s0, complain('Beta','Mary'), hire('Leonard'), hire('John'),
replace('Mary','Leonard','Beta'), fire('Mary')]

where s0 denotes the preceding database state. Now, consider the rule below, to be 
tentatively applied to PL: 

gi_rule('company Alpha', account_status(C,inactive), not account_status(C,inactive)). 

which says that, for agent A = Alpha, the situation S where the account of a client has 
become inactive induces the goal G of bringing it back to activity. 

When analysing PL to check whether or not the rule is applicable, the chaining of 
pre-conditions and effects in PL is verified by a conventional holds meta-predicate, 
which, incidentally, is the basis for simple plan-generators following STRIPS formal-
isms. A fact F holds after an operation O is executed at a state sQ reached by executing 
a previous sequence of operations Q if either: (1) O is the pseudo-operation s0 and F 
belongs to the corresponding database state; (2) F is among the facts declared to be 
added by O, and the pre-conditions of O hold at sQ; or (3) F already held at sQ and is 
not among the facts declared to be deleted by O. 

Clearly, in case (1) the tool must have access to facts concerning the objects in-
volved, holding at the temporal database state corresponding to s0, either directly 
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retrieved by the tool itself or prefetched (as happens with the present version). To 
check facts at states reached along the execution of operations in PL, the holds meta-
predicate simply resorts to the definitions of the operations. Notice that (2) and (3) 
make the process recursive (fixing the pre-conditions as sub-goals, or looking for F in 
the effects of the operations in Q), and that (3) is a standard solution for the frame 
problem (facts not affected by O continue to hold). By using holds we not only check 
coherence but also provide for the instantiation of some of the variables in the pre-
conditions and effects that do not correspond to the parameters. 

In our example, the rule is found to be applicable to PL, allowing the extraction of 
a sequence, which is readily refined to a plan P (by eliminating the irrelevant 
hire('John')): P=hire('Leonard'),replace('Mary','Leonard','Beta'),fire('Mary').

Notice that S occurs as a consequence of complain('Beta','Mary') and that G holds 
immediately after fire('Mary').

Having extracted a plan, BLIB must decide about its relevance to the construction 
of the Index. The plan may be simple, involving a single event, or compound. If the 
plan is compound, it is first put in a standard representation consisting of a set of 
tagged events and of a set of order dependencies, expressed as tag-pairs, where the 
order dependencies are determined exclusively on the basis of the satisfaction of pre-
conditions by post-conditions, and where dependencies deducible by transitivity are 
omitted. In standard representation, the compound plan P exemplified above be-
comes: 

– set of tagged events:  
[f1:hire('Leonard'),f2:replace('Mary','Leonard','Beta'), f3:fire('Mary')] 

– set of dependencies:  [f1-f2, f2-f3] 

In the Index, all operations involving a compound plan are kept in this format, 
which is convenient for testing if a candidate plan Pi brings a novel contribution. The 
inclusion or not of Pi at an entry [A,S,G] depends on a comparison with the opera-
tions already in that entry. One possibility is that an operation Oj defined on a (simple 
or compound) plan Pj identical to Pi is already there — in which case nothing is done. 
Another case is that of similar plans. We say that two plans Pi and Pj are similar if, 
even with different parameter values and executed in a different order, they involve 
the same: (a) number and type of events; (b) order dependencies; and (c) co-
designation/ non-co-designation schemes. 

Co-designation (or, respectively, non-co-designation) allows (forbids) the occur-
rence of the same value (constant or variable) in different parameter positions. Notice, 
for instance, that in the example above 'Mary' occurs in the first position of replace
and in fire; a plan with 'John' in both places (or, say, X in both places) would meet the 
same co-designation requirement. To verify whether the order dependencies are the 
same, one looks for a renaming of the tags of one of the plans that can render the sets 
of order dependencies in the two plans identical.  

Now, if we are considering a candidate plan Pi and there already exists an opera-
tion Oj with a similar plan Pj in the Index, Pj will be replaced by the most specific 
generalization P* of Pi and Pj, whenever P* is more general (contains a larger num-
ber of variables) than Pj; otherwise Pi is discarded. Reliance on most specific gener-
alization [7] is a fundamental feature of our approach; we strive to stay as close as 
possible to the evidence supplied by the plots, and thus, in particular, keep constants 
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that tend to repeat (e.g. one certain course taken by all employees who later succeeded 
to be promoted).  

improve_service

renovate_assistance

enroll hire replace fire

Fig. 4. Fragment of the library of typical plans 

The third case is that of a Pi with no similar plan in the [A,S,G] entry. If Pi is sim-
ple, it is immediately added to the entry. If compound, BLIB asks the designer's help 
(noting that he can decline, in which case Pi is discarded) to indicate the signature and 
parameter roles of the new composite complex operation Oi. The generated clauses 
for the example, to be stored in the Index at the [A,S,G] entry are shown below: 

op_complex(renovate_assistance('Beta','Leonard','Mary'),  
[client/ to, employee/ with, employee/ 'in the position of']). 

components(renovate_assistance('Beta','Leonard','Mary'), 
   [f1:hire('Leonard'),f2:replace('Mary','Leonard','Beta'),f3:fire('Mary')],[f1-f2,f2-f3]). 

If the added basic or composite Oi is the first in the [A,S,G] entry, nothing else is 
done. Otherwise, BLIB regards the existence of more than one plan associated with 
the rule as an opportunity to create a generic complex operation. Accordingly, it asks 
the designer (who, again, can decline) to supply the signature of the complex opera-
tion. Suppose that, before introducing the new renovate_assistance operation, the 
respective entry already contained the basic operation enroll. With the designer's help, 
generic operation improve_service can be further added, with the following clauses 
being recorded in the entry (notice that all parameters are filled with variables, so that 
no propagated change will be needed in view of future detection of similar plans): 

op_complex(improve_service(C), [client/for]).
is_a(enroll(E,T), improve_service(C): serving(E,C)).
is_a(renovate_assistance(C,P,E), improve_service(C)).

The current version of BLIB supports only one generic operation Og per entry. So, 
if Oi is introduced when there already exist two or more operations in the entry, and 
Og has already been introduced, then the definition of the existing Og is merely ex-
panded through an additional is_a clause, relating Oi with Og. 

Fig. 4 shows a fragment of the generated Library of Typical Plans. Following the 
conventions in Kautz's plan-recognition project [11], single arrows denote part-of 
links (composite operations) and double arrows are for is-a links (generic operations). 
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3.3. Reorganizing the Index 

One software engineering requirement to be met by the organization of the Library of 
Typical Plans is that it should  be conducive to a modular architecture for the later 
implementation of the operations. Multi-level composition naturally reflects in opera-
tional modules calling other modules on a shared basis, and multi-level generalization 
leads to the conditional choice of modules appropriate to each different case. 

Yet, in its current version, the first phase of BLIB creates no more than one-level 
composition and generalization hierarchies, the only slightly more involved possibil-
ity being the presence of composite operations as alternatives of a generic operation, 
as exemplified in Fig. 4. Due to our concern to avoid complicated and time-
consuming cases of propagation, we decided to keep this simple structure as long as 
new plots continue to be submitted as input. However, at any time after a batch of 
plots has been processed, BLIB can be called to execute a reorganization second 
phase over the Index (and, hence, over the represented structure of the Library), so as 
to produce certain improved multi-level hierarchies. If the acquisition of plans is 
resumed later, then the original restricted structure must be first reinstated (which is 
made possible by keeping a back-up copy prior to second phase runs). 

The second phase of BLIB allows three kinds of restructuring, which are attempted 
in the indicated order: (1) multi-level generalizations; (2) generic operations as com-
ponents of composite operations; and (3) multi-level compositions. 

hire_mp hire_mp

hire_e hire_e

hire_r hire_t hire_c hire_r hire_t hire_c

Fig. 5. Multi-level generalization 

Reflecting what often happens in practice, we expanded our example application, 
which resulted in new larger versions of the three schemas (not reproduced here, for 
space considerations), and processed additional plots. The second phase transforma-
tions were then executed. One instance of each kind is displayed below in diagram-
matic form.  

1. Suppose that entry [A1,S1,G1] has a generic operation Og1, and entry [A2,S2,G2] 
has a generic operation Og2, and that the entire set of alternatives of Og2 is a 
proper subset {O1, O2, ..., Ok} of the alternatives of Og1. Then, transformation (1) 
can be applied to replace, at the definition of Og1, all the k alternatives by a single 
occurrence of Og2. Fig. 5 illustrates the transformation. In the extended applica-
tion, besides hiring regular employees (operation hire, renamed to hire_r), Com-
pany Alpha was allowed to hire trainees (hire_t) and consultants (hire_c); notice 
that both regular employees and trainees are specializations of employee, whereas 
consultants are a separate category of manpower. At the first phase, operation 
hire_mp (hire manpower) was introduced as a generalization of hire_r, hire_t and 
hire_c, and operation hire_e (hire employee) as a generalization of hire_r and 
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hire_t. After the transformation, hire_mp becomes a generalization of hire_e and 
hire_c.

engage engage

engage_r engage_t

hire_e hire_e assign

hire_r hire_t assign hire_r hire_t

Fig. 6. Generic operation as component of composite operation 

2. The second transformation replaces a generic operation, whose alternatives are 
composite operations differing by a single component, by one composite operation 
with a generic component. Assume that entry [A1,S1,G1] has a generic operation 
Og1, and that all the alternatives O1, O2, ... , On generalized by Og1 are composite 
operations with the same number m of components, of which m-1 involve the same 
operations, and that the order dependencies are analogous. So, each Oj alternative 
essentially differs from the others by only one component Oji. Let the set {O1i, 
O2i, ... , Oni} of the dissimilar components of the n alternatives correspond exactly 
to the set of alternatives under another generic operation Og2, contained in a sepa-
rate entry [A2,S2,G2] of the Index. Then, transformation (2) can be applied to re-
place the entire contents of entry [A1,S1,G1] by one composite operation, keeping 
for convenience the same name as Og1. The components of the new Og1 will re-
sult from the most specific generalization of the components of O1, O2, ..., On, to 
be computed after replacing by Og2 the dissimilar component Oji of each Oj. Since 
employees (both regulars and trainees) cannot be fired as long as they stay associ-
ated with some client, they strive not simply to be hired but, as soon as possible, to 
become fully engaged through an assignment. The complex operation engage
emerged at the first phase of the process with two specializations: engage_r and 
engage_t, for each kind of employee. As shown in Fig. 6, a considerably simpler 
structure results from adopting hire_e as a (generic) component of engage.      

3. Finally, assume that entry [A1,S1,G1] has a composite operation Oc1, and entry 
[A2,S2,G2] has another composite operation Oc2, such that the entire set of com-
ponents Σ2 = {O1, O2, ... , Ok} of Oc2 is compatible, without imposing restric-
tions, with a proper subset σ1 of the set Σ1 of components of Oc1 (i.e. Σ2 can be 
unified with σ1, and the number of variables in σ1 remains the same after unifica-
tion). Suppose further that the order dependencies between the components of Oc2 
are exactly those holding for those of subset σ1 in the Oc1 definition. Transforma-
tion (3) then tries to replace, at [A1,S1,G1], all components of Oc1 in the σ1 subset 
by a single component Oc2, and adjusts each order dependency [Oi-Oj] as follows, 
letting σ1−  be the complement subset Σ1 - σ1: (a) if both Oi and Oj are in σ1−,
keep [Oi-Oj]; (b) if Oi is in σ1 and Oj in σ1−, replace [Oi-Oj] by [Oc2-Oj]; (c) if 
Oi is in σ1− and Oj in σ1, replace [Oi-Oj] by [Oi-Oc2]; and (d) if both Oi and Oj 
are in σ1, simply drop [Oi-Oj]. Cases (b) and (c) may obviously yield duplicates, 
which should be eliminated. A situation that is treated as an inconsistency, and 
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causes the transformation to fail, is the simultaneous presence of [Oc2-Op] and 
[Op-Oc2] among the resulting order dependencies, which will arise whenever there 
existed dependencies [Oq-Op] and [Op-Or], with both Oq and Or in σ1. For Com-
pany Alpha, to obtain a new client involves signing a contract and then providing 
assistance through the appointment of an employee. The chosen employee could be 
anyone previously hired or freed (by replace) from a previous assignment. But one 
possibly typical plan is to perform a new hiring specifically for immediate assign-
ment to the new client, as indicated in composite operation obtain. On the other 
hand, the combination of hiring and assigning can be compactly expressed by 
composite operation engage. Fig. 7 shows a restructuring over the part-of hierar-
chy, which parallels what is done with the is-a hierarchy in Fig. 5. 

obtain obtain

engage
engage

sign_contract hire_e assign sign_contract hire_e assign

Fig. 7. Multi-level composition 

4. Concluding Remarks 

The present work is part of a larger research project, centred on the use of three-level 
schema specifications for a variety of purposes. For the simulation of possible futures 
in the mini-world of information systems — as well as for the interactive generation 
of plots of narratives, belonging to real-life or literary genres —, we developed a 
framework, formally described in [3]. In conformity with the framework, a prototype 
tool was implemented [2], called Interactive Plot Generator (IPG), which utilizes 
logic programming and constraint programming features to conduct simulation ex-
periments, supporting goal-inference rules of greater generality than those exempli-
fied here. The architecture of IPG is displayed in Fig. 8. Rectangular boxes represent 
modules, all of which, except the Rule Formulation module, have been implemented. 
The BLIB tool introduced in this paper corresponds to the main constituent of the 
(shaded) Library Construction module. 

Library construction terminates by extracting, from the Index built by BLIB, the 
clauses defining the complex operations and, after adding complementary information 
(especially the derived pre-conditions and the associated goals, which constitute the 
main effects of the operations), composing the Library in the exact format required 
for access by the other IPG modules.  

Even though BLIB is fully operational, some of our decisions concerning its im-
plementation were only tentative, and may be revised as we experiment with an am-
pler variety of examples, ideally adapting the tool to work directly with databases of a 
realistic size. The following points deserve special mention. 
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All extracted plans formed by more than one operation are discarded if the user 
does not choose to give to it the status of a named composite operation. One may, 
instead, prefer to keep record of such non-used plans for future analysis. 

At the restructuring phase we limited ourselves to a few transformations which we 
found relatively safe. Other transformations that are both safe and useful may be 
identified in the future, leading, for instance, to complex operations that are generic 
and, at the same time, contain components (as found in [11], and even in our full 
version of IPG). Also, the preferred order of application of the transformations was 
chosen in view of how they are currently implemented, but a more systematic study of 
their mutual interactions is needed (and should be redone if new types of transforma-
tions are added). 

User

Recognizer Simulator

Query
Interface

Temporal Logic
Processor

Goal
Evaluator

Rule
Formulation

Log

Library

Database

Rules

Library
Construction

Fig. 8. General architecture of IPG 

The present approach exhibits an extensional, rather than an intensional bent. For 
instance, for the first transformation we check whether the set of specialized opera-
tions of an Index entry [A1,S1,G1] currently contains the set of specialized operations 
of another entry [A2,S2,G2]. But, in principle, this may follow from an implication 
R2 → R1 relating the corresponding goal-inference rules, with the consequence that 
R1 = gi_rule(A1,S1,G1) would be more widely applicable than  R2 = 
gi_rule(A2,S2,G2). This optional approach would involve a logical comparison of the 
two situation-goal pairs. 

Turning to a broader issue, recall that we assumed the goal-inference rules avail-
able before the typical plans. One may find more convenient to adopt a different strat-
egy, possibly trying to identify the typical plans on the basis of criteria not depending 
on the rules. Moreover, being "typical" carries a notion of frequent occurrence, which 
indicates that statistic measures should be incorporated, at least as a confirmation 
criterion. With the continuation of the project we intend, regardless of the preferred 
strategy for detecting typical plans, to focus our attention on goal analysis and on 
methods and tools for the discovery of goal-inference rules.    
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Abstract. This paper describes in an informal way the Public-To-
Private (P2P) approach to interorganizational workflows, which is based
on a notion of inheritance. The approach consists of three steps: (1) create
a common understanding of the interorganizational workflow by specify-
ing a shared public workflow, (2) partition the public workflow over the
organizations involved, and (3) for each organization, create a private
workflow which is a subclass of the respective part of the public work-
flow. Using an example, we explain that the P2P approach yields an
interorganizational workflow which is guaranteed to realize the behavior
specified in the public workflow.

1 Introduction

In today’s corporations, products and services are typically created by business
processes, and workflow technology can be used for enhancing the flexibility
and efficiency of these processes [14,19]. Corporations often operate across or-
ganizational boundaries, for example in E-commerce and extended enterprises
[11,20,27]. Consequently, workflows between organizations – interorganizational
workflows – are becoming increasingly important [21,12]. Interorganizational
workflows are typically subject to conflicting constraints of the organizations
involved. On the one hand, there is a strong need for coordination to optimize
the flow of work in and between organizations. On the other hand, the orga-
nizations involved are essentially autonomous and have the freedom to create
or modify workflows at any point in time. Some of the issues resulting from
these conflicting goals will be tackled in this paper: We introduce the Public-
To-Private (P2P) approach to interorganizational workflows which provides the
means to specify a common public workflow, to partition it according to the
organizations involved and to allow for private refinement of the parts by the
organizations, based on a notion of inheritance. The P2P approach guarantees
that the private workflows of the participating organizations (or, as we prefer to
say, the domains) satisfy the public workflow as agreed upon; it consists of the
following steps:

– Step 1: The organizations involved agree on a common public workflow,
which serves as a contract between these organizations.

K.R. Dittrich, A. Geppert, M.C. Norrie (Eds.): CAiSE 2001, LNCS 2068, pp. 140–156, 2001.
c© Springer-Verlag Berlin Heidelberg 2001



The P2P Approach to Interorganizational Workflows 141

– Step 2: Each task of the public workflow is mapped onto one of the domains.
Each domain is responsible for a part of the public workflow, referred to as
its public part.

– Step 3: Each domain can now make use of its autonomy to create a private
workflow. To satisfy the correctness of the overall interorganizational work-
flow, however, each domain may only choose a private workflow which is a
subclass of its public part.

This paper introduces the P2P approach in an informal way, guided by an ex-
ample of an electronic bookstore. The paper is structured according to the steps
mentioned, and for each step concepts and notations are introduced when re-
quired; the complete definitions and the technical details of the proofs can be
found in [4]. Sections 2 through 4 present the phases of the P2P approach, and
Section 5 summarizes the main results. A discussion of related work and con-
cluding remarks complete this paper.

2 Designing the Public Workflow (Step 1)

The example used throughout this paper is inspired by electronic bookstores such
as Amazon [8] and Barnes and Noble [9]. In this section, we design the public
workflow for ordering books. The scope of the workflow process includes the
ordering, billing and shipping of books, involving the customer, the bookstore,
the publisher, and the shipper.
The P2P approach uses workflow nets (WF-nets) [2] for modeling workflows,

which are a specific form of Petri nets. In WF-nets, tasks are modeled by tran-
sitions, and causal dependencies are modeled by places and arcs. In fact, a place
corresponds to a condition which can be used as pre- and/or post-condition
for tasks. An AND-split corresponds to a transition with two or more output
places, and an AND-join corresponds to a transition with two or more input
places. OR-splits/OR-joins correspond to places with multiple outgoing/ingoing
arcs. A WF-net has one source place and one sink place because any case (i.e.,
workflow instance) represented by the WF-net is created when it enters the
workflow management system and is deleted once it is completely handled. An
additional requirement is that there should be no dangling tasks or conditions,
i.e., tasks and conditions which do not contribute to the processing of cases.
Therefore, all the nodes of the workflow should be on some path from source to
sink. WF-nets with these properties are called sound [1,2].
Figure 1 shows the public workflow Npubl of the electronic bookstore. This

workflow can be regarded as a contract between the domains, i.e., the customer,
the bookstore, the publisher, and the shipper. We stress that the public work-
flow does not necessarily show the way the tasks are actually executed; the real
process may be much more detailed, and it may involve much more tasks. The
public workflow only contains the tasks which are of interest to all parties. The
public workflow shown in Fig. 1 is defined as a WF-net. While the mapping of the
tasks to domains is only done in the next step, one can think of the tasks in the
left column as performed by the customer, for instance the place c order task.
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Fig. 1. The public workflow Npubl .
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The next columns to the right belong to the bookstore (containing, e.g., the han-
dle c order task to handle the customer order), the publisher (e.g., eval b order),
and the shipper (e.g., eval s req), respectively.
The workflow process is initiated by a customer placing an order (represented

by the task place c order). This customer order is sent to and is handled by the
bookstore (handle c order). The electronic bookstore is a virtual company which
has no books in stock. Therefore, the bookstore transfers the order of the desired
book to a publisher (place b order). The bookstore order is evaluated by the
publisher (eval b order) and either accepted (b accept) or rejected (b reject). In
both cases an appropriate signal is sent to the bookstore. If the bookstore receives
a negative answer, it decides (decide) to either search for an alternative publisher
(alt publ) or to reject the customer order (c reject). If the bookstore searches for
an alternative publisher, a new bookstore order is sent to another publisher,
etc. If the customer receives a negative answer (rec decl), then the workflow
terminates. If the bookstore receives a positive answer (c accept), the customer
is informed (rec acc), and the bookstore continues processing the customer order.
Once the order is confirmed, the bookstore sends a request to a shipper

(req shipment), the shipper evaluates the request (eval s req) and either accepts
(s accept) or rejects (b reject) the shipping request. If the bookstore receives a
negative answer, it searches for another shipper. This process is repeated until
a shipper accepts. Note that, unlike the unavailability of the book, the unavail-
ability of a shipper can not lead to a cancellation of the order. After a shipper is
found, the publisher is informed (inform publ), the publisher prepares the book
for shipment (prepare b), and the book is sent from the publisher to the shipper
(send book). The shipper prepares the shipment to the customer (prepare s) and
actually ships the book to the customer (ship). The customer receives the book
(rec book) and the shipper notifies the bookstore (notify). The bookstore sends
the bill to the customer (send bill). After receiving both the book and the bill
(rec bill), the customer makes a payment (pay). Then the bookstore processes
the payment (handle payment) and the interorganizational workflow terminates.
The public workflow shown in Fig. 1 is indeed a sound WF-net, since it has

exactly one input place and one output place, at the moment when the work-
flow reaches the output place, all tasks have completed, and there are no dead
transitions, i.e., all tasks of the WF-net are in fact reachable during workflow
executions.

3 Partitioning the Public Workflow (Step 2)

In the second step of the P2P approach, the public workflow is partitioned
according to the domains, and the public parts are related to each other, making
up an interorganizational workflow. An interorganizational workflows is defined
by an interorganizational workflow net (IOWF-net). An IOWF-net consists of a
set of WF-nets, a set of channels, a set of methods, and a channel flow relation.
In our example, the public workflow is partitioned over four domains: the

customer domain, the bookstore domain, the publisher domain, and the shipper
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domain, as shown in Fig. 2. Methods of the domains are represented by shaded
boxes, and they are linked to channels by the channel flow relation, which is
represented by arrows. In Fig. 2, the public parts of the customer, the bookstore,
the publisher and the shipper are represented by boxes Npart

C , Npart
B , Npart

P , and
Npart

S , respectively. Channels are represented by icons, and the channel flow
relation represented by arrows specifies the linkage of the domains. For example,
the c order channel and the attached arrows represent the fact that customer
order information flows from the customer domain to the bookstore domain,
while the confirmation of the order flows in opposite direction, making use of
channel c confirm.
Based on this description it is clear how the public workflow needs to be

partitioned. The public part of the customer domain is quite simple (cf. Fig. 3):
The customer first places an order, using the method place c order. Then either
the order is accepted, the book and the bill are received and the bill is paid, or
the order is declined. Notice that for each transition in the WF-net, there is a
method linked to it by a dotted line, representing the actual function which is
invoked when the task is executed.
The public part of the bookstore workflow is slightly more complex (cf.

Fig. 4): After the order arrives, the bookstore checks for a publisher ready for
providing the ordered book. If no publisher can be found, the order is rejected.
Otherwise, shipment is requested from a shipper, and payment is handled. The
public parts of the publisher and shipper workflow are shown in Fig. 5.
The IOWF-net is a high-level representation of the domains and their depen-

dencies; its semantics are given in terms of a labeled P/T net. A IOWF-net is
transformed into a labeled P/T net by taking the union of all WF-nets, adding
a place for each channel, connecting transitions to these newly added places,
and removing superfluous source and sink places. We call this the flattening of
the interorganizational workflow. As shown in [4], we can easily make sure that
the partitioning is valid, i.e., all public parts are sound WF-nets and there is no
multiple activation. We mention that the flattened IOWF-net equals the public
workflow. Hence, flattening the interorganizational workflow shown in Fig. 2 re-
sults in the public workflow shown in Fig. 1.

4 Designing the Private Workflows (Step 3)

After partitioning the public workflow, each domain can realize the correspond-
ing public part of the interorganizational workflow in any way they want, as long
as they make sure that their private workflow is a subclass of their public part.
The subclass relationship between WF-nets is based on a specific notion of in-

heritance, called projection inheritance. Projection inheritance has been defined
in [6,10] and uses encapsulation as a mechanism to establish subclass-superclass
relationships. The basic idea of projection inheritance can be characterized as
follows:
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Fig. 2. The interorganizational workflow Qpart .
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C (public part of the customer domain).
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Fig. 4. The WF-net Npart
B (public part of the bookstore domain).
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Fig. 5. The WF-net Npart
P (public parts of the publisher and shipper domains).

If it is not possible to distinguish the behaviors of x and y when arbitrary
methods of x are executed, but when only the effects of methods that are
also present in y are considered, then x is a subclass of y.

Projection inheritance is based on branching bisimilarity as the standard equiv-
alence relation on marked, labeled P/T-nets [15]. For projection inheritance, all
new methods (i.e., methods added in the subclass) are hidden; an abstraction
operator τ is used to hide methods.
For any two sound WF-nets N and N ′, N ′ is a subclass of N under projec-

tion inheritance if and only if the externally visible behavior of N ′ is branching
bisimilar to N . Let us consider the five WF-nets shown in Fig. 6. N1 is not a
subclass of N0 because hiding of the new task d results in a potential execution
where a is followed by c without executing b, i.e., the WF-net where d is hidden
is not branching bisimilar. N2 is a subclass of N0 because hiding e in N2 results
in a behavior equivalent to the behavior of N0, i.e., the addition of e only post-
pones the execution of b and does not allow for a bypass such as the one in N1.
N3 is also a subclass of N0: Hiding the parallel branch containing f yields the
original behavior. Finally, N4 is also a subclass of N0.
Based on the notion of projection inheritance we have defined three inheri-

tance-preserving transformation rules. These rules correspond to design patterns
when extending a superclass to incorporate new behavior: (1) adding a loop (rule
PPS ), (2) inserting methods in-between existing methods (rule PJS ), and (3)
putting new methods in parallel with existing methods (rule PJ3S ). The formal
definitions of these transformation rules, their preconditions, and the proofs that
these rules actually preserve projection inheritance are given in [6,10].
In the P2P approach, projection inheritance is used as a formal link between

the public parts of the domains and the private workflows which are actually
executed. Transformation rules are the key mechanism to create specializations
of a given WF-net, making use of the fact that applying these rules to a given
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Fig. 6. N2, N3, and N4 are subclasses of N0 under projection inheritance.

WF-net is guaranteed to create a subclass of that WF-net. Hence, the P2P
approach is constructive in the sense that any modification applied to a WF-net
via transformation rules PPS , PJS , and PJ3S yields a subclass of the WF-net.
Figure 7 shows the private workflow of the bookstore. Five new tasks, i.e.,

tasks not present in the public workflow, have been added. After the customer
order is handled, the customer profile (information about the interests of the
customer) is updated (update customer profile). This task is executed in parallel
with the placement of the bookstore order. After both tasks have been executed,
the marketing department is informed (inform marketing). The tasks moni-
tor order, monitor shipment, and monitor payment have been added to monitor
the behavior of the publisher, shipper, and customer. The task monitor order
can be executed as long as the bookstore is waiting for a response of the pub-
lisher. The task monitor shipment can be executed between the moment the
publisher is informed and the moment the shipper sends a notification. The task
monitor payment can be executed after the bill is sent to the customer. Note
that each of the monitor tasks can be executed multiple times. For example, the
bookstore checks every week whether the customer has paid and if needed takes
action, e.g., sending a bailiff.
We now show by construction that the private workflow Npriv

B (Fig. 7) is
indeed a subclass of Npart

B (Fig. 4): tasks monitor order, monitor shipment, and
monitor payment can be added by applying transformation rule PPS three times;
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Fig. 7. The WF-net Npriv
B (private workflow of the bookstore domain).

task inform marketing can be added using transformation rule PJS . To complete
the construction, the task update customer profile can be added using transfor-
mation rule PJ3S .
Similarly, the private workflow of the publisher (Fig. 8) has been created by

applying transformation rule PJS to the public part: The task check warehouse
has been added in-between the receipt of the order and the decision. In fact,
the decision is based on the result of check warehouse. After accepting the order
of the bookstore, the corresponding inventory item is locked (lock inventory),
the stock is replenished (if possible) (replenish), and the book is moved to
the part of the warehouse reserved for books which are waiting for shipment
(move book to release buffer). It is easy to verify that the private workflow Npriv

P

is a subclass of Npart
P , using the transformation rule PJS .

Figure 9 shows the private workflow of the shipper. Using the transformation
rules, six new tasks have been added: Task check availability trucks is executed
after the request by the bookstore is received. Based on this task the request
is accepted or rejected. Tasks update file and quality control are executed in
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Fig. 8. The WF-net Npriv
P (private workflow of the publisher domain).

parallel with the preparation and shipment tasks. After preparation, shipments
are assigned to trucks (assignment). Based on the assignment, the routing of
the truck is determined (routing). In-between tasks assignment and routing the
task re-assignment can be executed multiple times. Again it is easy to verify
that the WF-net shown in Fig. 9 is indeed a subclass of the one shown in Fig. 5.
Task check availability trucks can be added using transformation rule PJS . Tasks
update file and quality control can be added using transformation rule PJ3S .
Tasks assignment, re-assignment, and routing can be added using transformation
rule PJS . Note that it is also possible to first add tasks assignment and routing
using PJS , and then add task re-assignment using transformation rule PPS .
The design of the interorganizational workflow involving a customer, book-

store, publisher, and shipper presented in this paper is a simplification of the
real process. In the real process customers can order multiple books at the same
time, the customer can return books, the customer can refuse to pay, etc. One
can imagine that for realistic interorganizational workflows where the public part
consists of more than fifty tasks and the overall workflow consists of hundreds
of tasks, a structured approach is needed to avoid all kinds of anomalies. In
our opinion, the P2P approach could be used as a starting point for a more
comprehensive approach which also deals with other aspects such as data and
security.

5 Summary and Main Results

To summarize the P2P approach, in the first step the public workflow is specified
in terms of a sound WF-net; it serves as a contract between the business partners
involved. In the second step, the public workflow is partitioned over the set of
domains. Note that each domain corresponds to an organizational entity. As a
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Fig. 9. The WF-net Npriv
S (private workflow of the shipper domain).

result of the partitioning, each fragment of the partitioned workflow corresponds
to one of the domains and is represented by a sound WF-net, called public
part. In the final step, the public parts are replaced by private workflows. Each
private workflow corresponds to an actual workflow as it is executed in one
of the domains. The P2P approach guarantees that each private workflow is
a subclass of the corresponding public part under projection inheritance. It is
important to note that the P2P approach is constructive: By applying the three
transformation rules introduced above, the design is guaranteed to be correct
without the need to check whether each private workflow is actually a subclass
of the corresponding public part.
Following the general tone of this paper, we explain the main results in-

formally and introduce concepts if and when required. Please refer to [4] for a
detailed theoretical discussion. The first result concerns the overall workflow,
which consists of all private workflows of the participating domains.

Result 1: The overall workflow is a sound WF-net.

This property is based on the observation that a part of a WF-net (called
subflow) can be replaced by a specialization (i.e., a subclass subflow) without
endangering soundness of the overall workflow. This result is proven in [4], based
on a theorem which shows the compositionality of projection inheritance. From
an application point of view, Result 1 makes sure that the P2P approach guar-
antees that the overall workflow is free of deadlocks and other anomalies.

Result 2: The overall workflow is a subclass of the public workflow.

This result shows that the dynamic behavior of the interorganizational workflow
which the business partners agreed upon in the public workflow is in fact guaran-
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teed to be satisfied by the execution of the interorganizational workflow, i.e., the
overall workflow. From an application point of view, this is an important result,
since it provides the business partners with the ability to perform any private
modifications to their public workflow part, as long as the subclass relationship
holds. Transformation rules are used for this purpose. Hence, an organization
can be sure that its private workflow indeed satisfies the requirements specified
in the contract, i.e., the public workflow.
The next result is based on the notion of local views of the domains. To intro-

duce local views, we mention that each domain is aware of its private workflow
and of the public parts of the other domains. The information which each domain
has with respect to the overall workflow is called the local view of that domain.
With respect to local views, the following interesting result can be obtained,
which stresses the soundness of the P2P approach.

Result 3: The overall workflow is a subclass of the local views of all
domains, which in turn are subclasses of the public workflow.

For the final two properties we have to introduce some notation. Since projection
inheritance is a partial ordering on the set of WF-nets, the Greatest Common
Denominator (GCD) and the Least Common Multiple (LCM) can be defined.
GCD and LCM are general concepts that apply to any ordering, and there are
different applications of these concepts in the context of WF-nets, as described
in more detail in [6]. In essence, the GCD of a set of WF-nets is a WF-net that
captures the part these nets have in common, i.e., the part where they agree on.
The LCM captures all possible behaviors. Note that projection inheritance is a
partial order but not a lattice. Therefore, suitable definitions of GCD and LCM
are far from trivial but can be defined as is shown in [6].
For an illustration of these concepts, consider the WF-nets N0, N2, N3, and

N4 shown in Fig. 6. The GCD of these four nets is N0, i.e., each of the four
WF-nets is a subclass of this net and it is not possible to find a different WF-net
which is also a superclass of N2, N3, and N4 and at the same time a subclass of
N0. Figure 10 shows NGCD = N0 as the GCD of N0, N2, N3, and N4. Figure 10
also shows the WF-net NLCM . NLCM is a subclass of each of the four nets
considered. Moreover, it is not possible to find a different WF-net which is also
a subclass of N0, N2, N3, and N4 and at the same time a superclass of NLCM .
Any execution sequence generated by one of the four nets can also be generated
by NLCM after the appropriate abstraction. Based on the characterization of
GCD and LCM we are now ready to present the following result:

Result 4: The GCD of all local views is the public workflow.

The application specific interpretation of this result is as follows: The public
workflow is the superclass of the local views of all domains, and it is minimal
in the sense that no different WF-net can be found, which is a superclass of the
local views and at the same time a subclass of the public workflow. This is an
interesting, yet not surprising result. It shows that the local views of the domains
have exactly the public workflow in common.
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Fig. 10. The greatest common divisor NGCD and least common multiple NLCM of N0,
N2, N3, and N4 shown in Fig. 6.

Analogously to the discussion of Result 4, the final result states a relationship
between the local views of the domains and the overall workflow, as it is executed:

Result 5: The LCM of all local views is the overall workflow.

We interpret Result 5 as follows: The overall workflow is a specialization of all
local views; conversely, the local views are superclasses of the overall workflow.
The overall workflow is minimal in the sense that it is not possible to find
a different WF-net which is also a subclass of all local views and which is a
superclass of the overall workflow.

6 Related Work and Conclusions

Petri nets have been proposed for modeling workflow process definitions long
before the term “workflow management” was coined and workflow management
systems became readily available. Consider for example the work on Information
Control Nets, a variant of the classical Petri nets, in the late seventies [13].
Only a few papers in the literature focus on the verification of workflow

process definitions. In [16] some verification issues have been examined and the
complexity of selected correctness issues has been identified, but no concrete
verification procedures have been suggested. In [1] and [7] concrete verification
procedures based on Petri nets have been proposed. This paper builds upon the
work presented in [1] where the concept of a sound WF-net was introduced. The
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technique presented in [7] has been developed for checking the consistency of
transactional workflows including temporal constraints. However, the technique
is restricted to acyclic workflows and only gives necessary conditions (i.e., not
sufficient conditions) for consistency. In [23] a reduction technique has been pro-
posed. This reduction technique uses a correctness criterion which corresponds
to soundness and the class of workflow processes considered are in essence acyclic
free-choice Petri nets.
This paper differs from the above approaches because the focus is on in-

terorganizational workflows. Only a few papers explicitly focus on the problem
of verifying the correctness of interorganizational workflows [3,17]. In [3] the
interaction between domains is specified in terms of message sequence charts
and the actual overall workflow is checked with respect to these message se-
quence charts. A similar, but more formal and complete, approach is presented
by Kindler, Martens, and Reisig in [17]. The authors give local criteria, using
the concept of scenarios (similar to runs or basic message sequence charts), to
guarantee the absence of certain anomalies at the global level. Both approaches
[3,17] are not constructive, i.e., they only specify criteria for various notions of
correctness but do not provide concrete design rules such as the transformation
rules.
In the last decade several researchers explored notions of behavioral inheri-

tance (also named subtyping or substitutability), see [10] for an overview. Re-
searchers in the domain of formal process models (e.g., Petri-nets and process
algebras) have tackled similar questions based on the explicit representation
of a process by using various notions of (bi)simulation . The inheritance no-
tion used in this paper is characterized by the fact that it is equipped with
both inheritance-preserving transformation rules to construct subclasses [10] and
transfer rules to migrate instances from a superclass to a subclass and vice versa
[6]. These features are very relevant for a both constructive and robust approach
towards interorganizational workflows.
We have developed a tool named Woflan (WOrkFLow ANalyzer [2,28]).

Woflan is an analysis tool which can be used to verify the correctness of a
workflow process definition. The analysis tool uses state-of-the-art techniques to
find potential errors in the definition of a workflow process. Woflan is designed
as a workflow management system independent analysis tool. In principle it can
interface with many workflow management systems. At the moment, Woflan
can interface with the workflow management systems COSA (Software Ley [25]),
METEOR (LSDIS [24]), Staffware (Staffware [26]), and with the business process
re-engineering tool Protos (Pallas Athena [22]). Woflan has not been designed
to analyze interorganizational workflows. However, it can be used to verify the
soundness property used throughout this paper, and it can also check whether
a given workflow is a subclass of another workflow.
In the future we hope to extend the P2P approach in several directions. First

of all, we want to address local dynamic changes. The transfer rules presented in
[6] can be used to migrate workflow instances from a superclass to a subclass and
vice versa. Therefore, it is possible to change the workflows in each of the domains
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on the fly, i.e., it is possible to automatically transfer each case to the latest
version of the process. Other aspects of future work include the reconfiguration
of interorganizational workflows (tasks move from one domain to another), the
usage of alternative inheritance notions and the implementation of the concepts
in prototypical workflow management systems, e.g., by using METEOR [5,24]
or InterProcs [18].
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Abstract. Business processes play a central role in the reorganization of a 
company and the (re)design of the respective information system(s). Typically 
the processes are described with the help of a semiformal, graphical language 
such as the Event-driven Process Chains (EPCs) by Scheer. This approach 
provides a suitable medium for the communication between the participants: the 
domain experts and the IT specialists. But these models leave room for 
interpretation and hence ambiguities which makes them less suitable as a basis 
for the design of information systems. To remedy this we suggest to transform 
the EPCs into a formal representation (Petri nets) preserving the ambiguities, 
i.e. all possibly intended behaviour. Now formal techniques can be used to find 
out whether the possible behaviours comprise sensible behaviour. If so, we call 
the net relaxed sound. By not limiting the modeler compared to previous ways 
(e.g. [8], [3]) we take a pragmatic approach to correctness which only requires 
that the net represents some valid behaviour. This allows us to draw conclusions 
on mistakes in the original EPC and to make suggestions for its improvement 
thereby enhancing both the model’s quality and its suitability for software 
engineering. 

1 Motivation 

Business processes play a central role in the reorganization of a company and the 
(re)design of the respective information system(s). Typically the processes are 
described with the help of a semiformal, graphical language such as the Event-driven 
Process Chains (EPCs) by Scheer [15]. Approaches of this type are suitable for the 
analysis phase of an IT project where the focus is on communication: reaching an 
agreement on how the process should look like between participants with totally 
different backgrounds and “knowledge cultures”: CEOs, heads of department, 
department staff, IT experts and so on. In this phase it is imperative that the language 
used represents the greatest common denominator of the people involved. And more 
than that it should leave room for interpretation: the more ways there are to interpret a 
certain construct the more likely it is that an agreement is reached. The participants 
might not (yet) be ready to specify the “final” behaviour in detail and decide for the 
“correct” interpretation. But although this feature is desirable in the analysis phase of 
IS development it constitutes a major problem in the design phase where we need an 
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unambiguous description of the process. To remedy this problem we suggest to 
transform the EPCs into a formal representation (Petri nets) while preserving the 
ambiguities, i.e. all possibly intended behaviour. For this we use the workflow nets by 
van der Aalst based on which we can now employ established formal techniques to 
determine the correctness of the process in a pragmatic fashion: we analyse the net 
and try to find, among all the possible ways of behaviour, only the ones that are 
suitable, i.e. where the final state can be reached from the start state so that nothing 
blocks or remains undone. If enough of such execution paths exists we are satisfied 
and call the respective net relaxed sound. The execution paths leading to undesired 
behaviour can then be used to infer potential mistakes in the original EPC and to 
suggest possible improvements. An alternative approach might be to reduce the net to 
the well-behaved paths automatically and to use the resulting net directly as a basis 
for the design assuming that the EPC is of sufficient quality or a revision to costly. If 
the workflow net is not relaxed sound we can still do something: we can point out the 
parts of the EPC that lead to the net not being relaxed sound so that the modeler(s) 
know(s) where revision should take place. All in all the sketched approach allows us 
to enhance both the model’s quality and its suitability for software engineering. 

2 EPCs for Modeling Business Processes 

Business processes have been at the heart of IS research for many years if the 
evidence of many publications concerned with this topic is anything to go . As a 
result, the amount of different approaches is equally high: IDEF, RAD, ARIS/EPC 
and Oracle Designer to name but a few. Despite this fact, one of these approaches 
plays a more predominant role, especially in practice, namely the Event-driven 
Process Chains (EPCs) of the Architecture of integrated Information Systems (ARIS) 
described in [15]. The reasons for this prevalence are manifold: on the pragmatic side, 
a commercial tool for EPCs (ARIS toolset) has been available for quite some time 
already. In addition, the great success of the company SAP suite of business 
applications tremendously promoted the use of this method. On the other side, EPCs 
have also been investigated quite thoroughly in research. 

Nevertheless, there is still some argument concerning the suitability of EPCs for 
modeling business processes that are to be supported by an information system. 
Advantages such as being highly flexible and easy to learn and understand are 
compensated by significant disadvantages: first of all ambiguity and vagueness. It 
cannot be in the interest of the user if the processes described in the specification are 
interpreted differently by the designer. When this misunderstanding is discovered by 
the user it is often too late to correct the design accordingly. Where is the path that 
leads out of this dilemma and towards a better understanding between the participants 
in the software development process? We think the answer lies in a pragmatic 
interpretation of the correctness of an EPC as we will show in the following sections.  

The language of EPCs provides the user with a set of graphical notation elements 
for the representation of (business) functions, events and routing constructs to 
describe the control flow. Functions are used to model the dynamic part of the 
process. Typical functions are procurement, quality assurance or processing an 
invoice. They are decomposed hierarchically in a separate diagram, the so-called 
function diagram. The behaviour of each such function is modeled as a complete 
EPC. Another constructive element is the event. An event either triggers a function or 
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marks the termination of it. For example, the event not_ok triggers the function 
complaint whereas the event data revised marks the termination of complaint. 
Furthermore, to describe more complex behaviour such as sequential, conditional, 
parallel, and iterative routing, connectors are introduced. These fall into two 
categories: splits and joins. In both we have AND, XOR and OR connectors.  
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Fig. 1. Handling of incoming goods 
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Fig. 1 shows an EPC modeling the process “Handling of incoming goods” 
introduced by [8]. The process starts with the event goods arrived. After that the 
execution is split into two parallel paths (AND split C6), the left one checking the 
goods and performing the ensuing functions, the right one doing the accounting. The 
result of check goods is either ok or not_ok. In the latter case a complaint is compiled, 
in the former nothing happens. In either case (XOR join C11) the goods are stored 
afterwards (store goods). Connectors C7 and C12 make sure that in case of a 
complaint the corrected data is waited for before the receipt of goods is recorded. 
Otherwise the receipt can be recorded straight away. 

EPCs are a semiformal method for business process modeling. Although they have 
been utilized quite successfully there authors did neither define a comprehensive and 
consistent syntax nor a corresponding semantics. A first formal description of EPCs 
was given in [6] (syntax) and [4] (semantics) but only for a restricted subset of EPCs. 
Other approaches to formalization have been developed by [14], [3], [13] and [9]. In 
this paper we refer mainly to the approach of [3]. Here syntax and semantics of an 
EPC have been described formally. The definition of an EPC includes: 
• Events and functions have exactly one incoming and one outgoing arc (except start 

and end events). 
• There are no isolated nodes.  
• Connectors are either splits or joins. 
• An event is always followed by a function and vice versa (modulo connectors). 

As in most of the approaches mentioned the semantics of an EPC is defined by a 
mapping onto Petri nets. Petri nets are used because they have a clear and precise 
definition [10] and a similar graphical notation to that of EPCs. In addition they give 
us access to many existing analysis techniques and tools. The approach presented in 
[3] is based on the classical Petri net whereas [8], [13] and [9] use high-level variants. 
Alternatively we could define a formal semantics for EPCs and then define the criteria 
of section 4 directly on EPCs. Work to that effect is in progress. 

In this paper EPCs are transformed into workflow nets but contrary to [3] we allow 
for ambiguity as e.g. introduced by the incorporation of the OR connector. We do this 
to increase the flexibility of the modeling method in the early phase of software 
engineering, i.e. to provide room for interpretation. This is necessary to foster the 
integration of the incompatible views on the common domain held by the 
heterogeneous parties involved in this process. Moreover it requires less modeling 
expertise and a less precise knowledge of the domain. Hence contrary to all existing 
approaches we do not resolve ambiguity. Instead, we ensure that the model is 
reasonable in spite of ambiguity, i.e. that it covers some reasonable behaviour that can 
be used as a basis for either the revision of the EPC or the design of the information 
system. In the following section we show how EPCs are transformed into workflow 
nets which are then used to assert certain properties of the EPC, most notably 
soundness and relaxed soundness. 

3 Transformation into Workflow Nets 

Workflow nets (WF nets) have been introduced by van der Aalst [2] applying Petri-
Net theory to the specification of workflow processes. A WF net is a Petri net which 
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has a unique source place (i) and a unique sink place (o). In addition a WF net 
requires all nodes (i.e. transitions and places) to be on a path from i to o. This ensures 
that every task (transition) and every condition (place) contribute to the business 
process.  

In this paper we use the definitions of a Petri net and WF net from [2], namely: 

Definition (Petri net). A Petri net is a triple (P, T, F) where: 
• P is a finite set of places, 
• T is a finite set of transitions, 
• F ⊂ ( P × T ) ∪ ( T × P ) is a set of arcs (flow relation). 
The function M: P → Ν is called marking of PN. M(p) is the number of tokens 
contained by the place p for the marking M. A transition t is said to be enabled by a 
marking M iff each input place p of t contains at least one token. An enabled 
transition may fire. If transition t fires then t consumes one token from each input 

place and produces one token in each output place. Note that the term 21 MM t→  

means that the firing of transition t takes the process from state M1 to state M2. 

21 MM →∗  indicates that there is some firing sequence of transitions that leads 

from state M1 to state M2. We use (PN, 0M ) to denote a Petri net with an initial 

state 0M . A state 'M  is reachable in (PN, 0M ) iff  '0 MM →∗ . 

Definition (strongly connected). A Petri net is strongly connected if and only if for 
every pair of nodes (i.e. places and transitions) x and y there is a path leading from x 
to y.  

A WF net is a special Petri net defined as follows. 

Definition (WF net): A Petri net PN = (P, T, F) is a WF net if and only if: 
i. PN has two special places: i and o. Place i is a source place and place o is a sink 

place. 
ii. If we add a transition t* to PN which connects place o with i then the resulting 

Petri net is strongly connected. 
 
The transformation of EPCs into Petri nets takes place in two steps. First we map 

elements of the EPC onto Petri net-modules. In the second step we provide rules to 
combine the different modules to form a complex process model. Our set of  
transformation rules is shown in Fig. 2. 

Events and functions are transformed into places and transitions respectively 
including in- and outgoing arcs. Routing constructs such as AND split, AND join, 
XOR split, XOR join, OR split and OR join are mapped to small Petri net-modules. 
The Petri net-modules describe the behaviour of the routing constructs explicitly. This 
is primarily relevant for the OR, because its semantic has not been described 
consistently.   

In Fig. 3 we see an EPC with an OR join on the left and its Petri net translation on 
the right side. The EPC as well as the Petri net have the semantics that E can be 
reached if either F1 or F2 or both occur. In the EPC all these different cases are 
described through one connector whereas in the Petri net-module all possibilities are 
modeled explicitly via the transitions ta,  tb and tc. The behaviour of the EPC and the 



162      Juliane Dehnert and Peter Rittgen 

Petri net are equivalent, because both accept the same executions. Note that the case 
that E  is reached twice if F1 and F2 occur sequentially has not been excluded. 
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>
>

>
>
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EPC EPC

 

Fig. 2. Transformation rules for an EPC into a place/transition net (rule 1) 
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Fig. 3. Transformation of the OR-Connector 

To form a coherent Petri net the single modules are (automatically) connected as 
follows (rule 2): 
a) if input and output elements are different (place and transition) then the arcs are 

fused 
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b) if input and output elements are of the same kind (e.g. both places) then the 
different nodes are unified. 

Fig. 4 illustrates the transformation of EPCs into place/transition nets.  

(rule 2a)
Fusion of arcsApplication of 

>

>

(rule 2b)
Unification of nodes

transformation rules
Application of 

transformation rules

XOR

XOR

(rule 1)

(rule 1)

Fig. 4. Illustrating the transformation 

The proposed transformation approach is slightly more general than the 
transformations described  in [13] and [3]. The rules presented here can also be 
applied to transform EPCs where connectors follow each other immediately as e.g. 
C6/C7 in Fig. 1.  

Another advantage of this approach is that the resulting Petri net is minimal in the 
sense that it does not contain places or transitions not corresponding to elements of 
the EPC. The transformation rules by [13], [8] and [3] all contain rules which 
explicitly introduce new pseudo places and transitions to meet the Petri net syntax. 
The resulting Petri net may contain many elements which have no counterpart in the 
application domain. 

To transform an EPC into a WF net something more has to be done. A WF net has 
exactly one start and one sink place. One problem when modeling with EPC is caused 
by an unclear concept of start and end events. There is no rule that restricts the 
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amount of start and end events. A start (end) event is defined as an event without an 
incoming (outgoing) edge. Furthermore it is not clear whether the start (end) events 
are mutually exclusive.  So translating the EPC into a Petri net does not necessarily 
lead to a Petri net with exactly one start and one sink place. In this case one further 
transformation step is required to yield a WF net. We add a new start place and a new 
sink place and connect them to Petri net-modules which initialize (clean up) the 
places representing the start and end events of the EPC in the right manner. The 
module introduced complements the first (last) connector on the paths from the start 
(end) events. For further particulars we refer the reader to [13] where this rule (rule 3) 
has been introduced and to the example below. 

Applying the proposed rules 1 to 3, an EPC is transformed into a WF net. This 
transformation is unique, in the sense that to each EPC belongs exactly one WF net. 
An example for such a transformation is shown in Fig. 5. Here the EPC from Fig. 1 
has been transformed into a WF net. For convenience we surrounded the Petri net-
modules which correspond to the routing constructs of the EPC with dotted 
rectangles. 

Transition t10_AND-Join and the sink place o have been added due to rule 3. Transition 
t10_AND-Join corresponds to an AND connector which complements the last connector on 
the paths from the end events E12 and E20, namely connector C12. Transition t10_AND-

Join  bundles the different path and leads to the sink place o.  
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Fig. 5. WF net “handling of incoming goods” 

Let us have a closer look at the Petri net-module which replaces the OR join C7. 
The Petri net-module makes the behaviour of this routing construct explicit. 
Transition t5_OR-Join  models the “straight away recording” and transition t6_OR-Join  models 
the waiting for the revision to be completed. The alternative t7_OR-Join  has been 
introduced as part of the corresponding Petri net-module, but has no expression in the 
original EPC. This alternative can not be chosen in the EPC, because of the AND-
connector C6 before.  

By transforming the OR connector we carry the ambiguity of the OR to the WF 
net. The decision whether to execute transition t5_OR-Join, t6_OR-Join  or transition t7_OR-Join can 
not be resolved locally anymore.  
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WF nets are a class of Petri nets for which theoretical results and efficient analysis 
techniques exist (cf. [1]). In the following section we will apply different criteria to 
check the workflow net and therefore the corresponding EPC for correctness.  

4 Soundness and Relaxed Soundness 

In this section we will introduce the properties of soundness and relaxed soundness as 
a means both to check the quality of the underlying EPC and to help with the revision 
of the business process if necessary. We subsequently discuss their applicability. 

4.1 Soundness 

Van der Aalst [1] introduced soundness as a correctness criterion for workflow nets. 
He argues that this criterion  covers a minimal set of requirements a process definition 
should satisfy. Soundness ensures that the process can always terminate with a single 
token in place o and all the other places are empty. In addition, it requires that there is 
no dead task, i.e. any task can be executed. The following definition of soundness is 
taken from [1]. 

Definition (Soundness). A process modeled by a WF-net PN = (P,T,F) is sound if and 
only if: 
i. For every state M reachable from the initial state i (one token in place i) there 

exists a firing sequence leading from state M to state o. Formally: 

( ) ( )oMMiM →⇒→∀ ∗∗:  
ii. State o is the only state reachable from state i with at least one token in place o. 

Formally: ( ) )(: oMoMMiM =⇒≥∧→∀ ∗  (proper termination) 

iii. There are no dead transitions in PN with initial marking i. Formally: 

( )MMiMMTt t ′→→′∃∈∀ ∗:,:  
A WF net is sound if the process terminates properly in any case, i.e. termination is 

guaranteed and there are no spare tokens and neither deadlock nor livelock.  Spare 
token signalize that some information was not used during execution, whereas dead- 
and livelock indicate situations where the execution got stuck respectively no real 
progress could be reached anymore.  

We consider an EPC to be sound if its corresponding WF net is sound.  
The WF net in Fig. 5 is not sound. There are firing sequences that do not terminate 

properly, e.g. the sequence: t1_AND-Splt, check goods, t2_XOR-Split, complaint, t4_AND-Split,  
t5_OR-Join, record receipt of goods, t8_XOR-Join, store goods, t10_AND-Join.  

In order to make the process sound the model has to be changed in such a way that 
the execution paths are restricted to sound firing sequences only where a sound firing 
sequence is one that terminates properly. To achieve this we have to avoid spare 
tokens as well as livelock and deadlock situations. These problems are, among others, 
the result of the incorporation of the OR connector. 
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Resolving the Ambiguity of the OR Connector 
The ambiguous meaning of the OR connector has been discussed extensively in most 
formalization approaches. There are almost as many solutions as approaches.  

In [11] the ambiguity of the OR connector is handled through a syntax extension 
on the side of the EPC. The connectors are extended by comment flags which 
describe the desired behaviour explicitly (wait-for-all, first-come, every-time). Wait-
for-all means that the OR join waits for all paths that have been activated by the 
complementing opening split which the modeller has to identify as such. In the first-
come (every-time) case the OR join triggers on the first path (on every path) that is 
completed. The first-come ignores the termination of the remaining paths. Hence the 
latter two do not require a complementing split. Note that this approach forces the 
modeler to resolve the ambiguity which he might not want to do as we already 
pointed out earlier. 

[13] and [9] resolve the ambiguity adding places (communication channels) to the 
Petri net. Their task is to keep the information about the choice made by the OR split. 
This information is used to synchronize the corresponding OR join accordingly. [4] 
and [8] introduce different tokens for the same reason. All approaches mentioned 
impose the requirement to model in a well-structured way, i.e. every split has to be 
complemented by a corresponding join. Modeling with well-structured EPCs restricts 
the modeler considerably in his/her expressiveness and it also poses substantial 
requirements on the modeling expertise. Modeling with well-structured EPCs is based 
on a strict top-down design process which can hardly be enforced in  practice.  

Apart from this elements are introduced to synchronize parallel threads. 
Synchronization always serializes  the execution. Suppose the probability that the 
system ends in an inconsistent state is very small. It may then be more efficient to 
recover (seldom) than to wait (every time). The introduction of synchronization forces 
the designer to think about efficiency aspects of the execution already during the 
modeling. Moreover it is generally problematic to introduce additional elements to the 
net because it thereby potentially diverges from the semantics of the original EPC. 
Often this leads to models which are quite different from the primary specification 
which in turn requires revision. This revision requires communication with the users 
which is complicated by the fact that the changes are often motivated by technical 
requirements only and have no counterpart in the application domain. Let us consider 
again the example “Handling of incoming goods”.  

We will change the WF net of Fig. 5 in such a way that a sound WF net is obtained 
(see Fig. 6). Firstly, transition t7_OR-Join is removed. As discussed earlier it has no 
meaning in the original EPC and can therefore be removed without any consequences 
for the EPC. Then we introduce a place SI  which takes care that transition t5_OR-Join 
only executes if the credit check was ok. Through this construct the different threads 
(recording and check) have been synchronized and therefore serialized. This 
behaviour is not required in the original EPC. To change the EPC accordingly it has 
to be decomposed and composed again in a well-structured way. This change is not 
trivial and results in a completely different looking and behaving EPC. 

Hence (strict) soundness demands that the modeler either restricts himself/herself 
to well-structured EPCs right from the start or he/she has to hazard the consequences 
of a substantial and costly revision. EPCs are a graphical modeling method which is 
used in the early analysis phase of an IT project where the focus is on communication. 
The goal of its use is reaching an agreement on how the process should look like 
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between participants with totally different background and “knowledge cultures”. The 
resulting models are only the base for further investigation. The applied correctness 
criteria should reflect the modeling knowledge and should therefore not be too strict. 
It should allow the modeler to postpone the more precise specification as long as 
possible i.e. to shift to later phases such as design and implementation.  
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Fig. 6. Extended WF net 

Hence we suggest to introduce a new relaxed soundness criterion replacing the 
strict version.  

4.2 Relaxed Soundness 

We propose to relax the soundness criterion to the new criterion relaxed soundness 
which has been introduced in [5]. Relaxed soundness is intended to represent a more 
pragmatic view on correctness which is weaker (in a formal sense) but more easily 
applicable to application-oriented modeling. It does not require to avoid situations 
with spare tokens or livelocks/deadlocks. It is therefore suitable to check WF nets 
which have been derived through the transformation of (not necessarily well-
structured) EPCs containing OR connectors.  

The idea behind relaxed soundness is that for each transition there exists a sound 
firing sequence, i.e. a sequence that takes the initial state i to the final state o. No 
spare tokens should be left in the Petri net in this case. 

Definition (Relaxed sound).  
A process specified by a WF net PN = (P, T, F) is relaxed sound if and only if 

every transition is in a firing sequence that starts in state i and ends in state o.  

Formally: ( )oMMiMMTt t →′→→′∃∈∀ ∗∗:,:  
Intuitively relaxed soundness means that there exist enough executions which 

terminate properly (i.e. without spare tokens). Enough means at least so many that 
every transition is covered. We argue that this criterion is closer to the intuition of the 
modeler. It does not force the modeler to think about all possible executions and then 
to care for proper termination in all cases. In spite of that relaxed soundness is still 
reasonable because it requires that at least all intended behaviour has been described 
correctly. Note that (strict) soundness implies relaxed soundness. 
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In terms of the EPC this means that every function can be executed reaching a 
desired set of end events. If the WF net is not relaxed sound then we have transitions 
that are not contained in any sound firing sequence. Hence the corresponding part in 
the EPC needs improvement. Put in other words: as a general rule we have to consider 
transitions that are not contained in some sound firing sequence when we are looking 
for parts of the process that need revision. 

Let us now check the net in Fig. 5 for relaxed soundness. For this purpose we have 
to find a sound firing sequence for every transition. The check for relaxed soundness 
has been automated. The criterion can be checked with the help of the Petri net tool 
LoLA (Low Level Petri Net Analyzer) that has been implemented at the Humboldt 
University of Berlin [7]. It includes features such as: analysis of reachability of a 
given state and finding dead transitions. Recently LoLA has been extended to prove 
for extended computation tree logic formulae (eCTL) [12]. Within eCTL it is possible 
to quantify not only over states but also over state transitions. The combination of 
Petri nets and eCTL allows to check for relaxed soundness: for each transition t the 
reachability of the end state o is verified while it is required to include transition t in 
the path from i to o. 

So far relaxed soundness can be proven only by enumeration of enough sound 
firing sequences. As far as the authors can judge there are no structural properties 
such as lifeness and boundness for soundness from which the relaxed soundness 
property can be derived. 

The net in Fig. 5 is not relaxed sound because there is no sound firing sequence 
containing transition t7_OR-Join. As we pointed out earlier transition t7_OR-Join can be left 
out of the WF net without loss of semantics regarding the EPC. Then the net is 
relaxed sound. The following two sound firing sequences contain all remaining 
transitions: 
−  t1_AND-Split, check goods, t2_XOR-Split, complaint, t4_AND-Splt, t6_OR-Join, record receipt of 

goods, t8_XOR-Join, store goods, t10_AND-Join 
− t1_AND-Split, check goods, t5_OR-Join, t3_XOR-Split, t9_XOR-Join, record receipt of goods, store 

goods, t10_AND-Join 
From this we can conclude that the EPC represents reasonable behaviour and can 

hence be used as a basis for software design.  

5 Conclusion 

We started with the assumption that business processes play a central role in 
reorganizing a company and (re)designing its information system(s). In doing so we 
typically describe the processes with the help of some semiformal, graphical language 
such as the Event-driven Process Chains. Modeling with EPCs usually involves 
ambiguities which, seen as “room for interpretation”, are necessary in the early stage 
of analyzing a business. But for the later stages of software development we must 
identify the useful interpretations. This notion is formalized in our paper in terms of 
the relaxed soundness criterion. To make use of this criterion we first have to 
transform the EPC into a workflow net. This is done applying a fixed set of rules. The 
transformation does not resolve ambiguities but makes them explicit. The resulting 
WF net is used as a basis to check properties the process should satisfy. Relaxed 
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soundness ensures that the modeled process meets some reasonable requirements. It 
enable us to check EPCs which contain OR connectors which typically presents a 
problem in other approaches.  

Main aspects of future work include: 
− finding a way to transform a relaxed sound net into a sound net (automatically) by 

reducing the net to the well-behaved paths; if this can be done the resulting net can 
be used directly as a basis for the design assuming that the EPC is of sufficient 
quality or a revision to costly, 

− defining relaxed soundness directly for EPCs without requiring the intermediate 
step to Petri nets, 

− integrating the approach into an analysis and design tool 
− testing the approach in practical situations with large-scale models 

In this paper we propose a new correctness criterion which is suitable to check the 
process model in an early phase of software engineering. Our approach allows us to 
draw conclusions on mistakes in the original EPC and to make suggestions for its 
improvement thereby enhancing both the model’s quality and its suitability for 
software engineering. 
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Abstract. The Internet is rapidly becoming the preferred mean through which 
companies provide services to businesses and customers. A large number of e-
services, including for instance stock trading, customized newspapers, real-time 
traffic report, or itinerary planning, is already available on the Web, and the 
type and number of e-services grows on a daily basis. In order to support the 
development and deployment of e-services, software vendors are developing e-
services frameworks and platforms, that provide a language for describing an e-
service, and then allow service providers to register, advertise and securely 
deliver e-services to (authorized) users. A composite e-service is an e-service 
defined by composing other basic or composite e-services. As the e-service 
paradigm becomes popular and more and more applications are developed or 
deployed as e-services, the need and opportunity for defining composite service 
become manifest. This paper presents a specific type of e-service (or, rather, a 
meta e-service) called Composition E-Service (CES), that allows the definition, 
execution, management, and monitoring of composite e-services. We first 
describe the advantages and the functionality of such a service. Next, we 
present the language used for specifying the composition, also discussing why 
existing workflow languages are not suitable for this purpose. Finally, we 
present the architecture and implementation of the CES we developed to deliver 
the service on top of the e-services platform e-speak. An analogous architecture 
and implementation strategy can be followed with any other e-services 
platform. 

1 Introduction 

Today, the Internet is not only being used to provide information and perform e-
commerce transactions, but also as the platform through which services are delivered 
to businesses and customers. The explosion of the number and type of services as well 
as service providers requires mechanisms and frameworks that support providers in 
developing and delivering e-services and support consumers in finding and accessing 
them. Several software vendors and consortia are providing models, languages, and 
interfaces for describing e-services and making them available to users. Such 
frameworks usually allow the specification of business functions or applications in 
terms of their properties, which can be generic (such as the service name and location) 
or service-specific (such as the car size for a car rental service). Depending on the 
framework, the properties are represented by Java vectors or XML documents. 
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In addition, vendors also provide software platforms (called E-Services Platform, 
or simply ESP in the following) that allow service providers to register and advertise 
their services and allow authorized users to lookup and access registered services (see 
Fig. 1). Examples of such platforms are BEA eCollaborate, WebMethods Enterprise, 
Sun Jini, Microsoft .net, and HP e-speak. 

ES ES ES

ES

ES

Client

ES

ES

E-Services
Platform

ES ES

Service
Provider

E-Services
Platform

Fig. 1. E-Services platforms allow providers to register e-services and users to lookup and 
invoke them. Ovals labeled ES represent registered e-services. 

These approaches enable the uniform representation, search, and access of business 
applications, both those used for internal operations (such as ERP operations, 
DBMSs, CRM, SCM, etc) and the ones that are made available to customers, 
typically via the Web.  

The uniform representation and implementation of applications according to a 
homogeneous e-service framework creates the opportunity for composing individual, 
web-accessible e-services (possibly offered by different companies) into pre-
packaged, value added, composite e-services. For instance, a provider could offer a 
travel reservation service by composing hotel and flight reservation services, or it 
could offer an itinerary planning service by composing road map services, weather 
services, traffic prediction services, and “utility” services to collect data from the user 
via the Web or send e-mail notifications.  

Although composite services could be developed by hard-coding the business logic 
using some programming language, service providers would greatly benefit from a 
service composition tool that could ease the task of composing e-services, managing 
and monitoring them, and making them available to authorized users. This issue is 
similar to that of workflow applications, where the alternative is hard-coding the flow 
logic or using a Workflow Management System (WfMS). The advantages of service 
composition and workflow management tools versus hard-coding (for many practical 
applications) have been discussed elsewhere in the literature and will not be presented 
here (the interested reader is referred to [2, 4, 8]).   

The traditional approach to providing a composition facility, advocated by 
workflow and Enterprise Application Integration (EAI) vendors, consists in offering a 
development environment targeted to the enterprise IT personnel. We decided to 
follow a different approach, that consists in providing composition functionality as an 
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e-service itself (or, rather, a meta-service, since it is a service for developing 
services). By making it an e-service, the service composition facility can be 
advertised, discovered, delivered, managed, and protected by end-to-end security 
analogously to any other e-service, thereby exploiting all the advantages and features 
provided by the ESP. In addition, the ability of defining and deploying composite 
services is not limited to the ESP’s owner, but can be offered to other businesses and 
customers, thereby relieving them from the need of maintaining a composition system 
that may be onerous to buy, install, and operate. In the following we will refer to this 
meta-service e-service as composition e-service, or simply CES. 

In this paper we present the design, architecture, and implementation of the CES.
We first introduce the notion of composition as an e-service and provide an overview 
of the functionality and behavior of such a service. Then, we discuss the 
characteristics of composite services, and analyze similarities and differences with 
respect to workflow processes. This discussion will introduce and motivate our 
choices in the definition of the service composition model. Next, we present the 
architecture and implementation of the composition e-service we have developed on 
top of the e-services platform e-speak. An analogous architecture and implementation 
strategy can be followed with any other e-services platform, and therefore provides a 
viable solution for software vendors and solution providers that need to develop a 
composition facility.  

2 Service Composition as an E-Service 

This section first briefly describes ESPs (in order to make this paper self-contained), 
and then introduces the basic functionality of a CES.  

2.1 Basic ESP Functionality 

ESPs typically allow service providers to register services, and allow authorized users 
to lookup and invoke registered services. In order to make services searchable and 
accessible to customers, service providers must register the service definition with the 
ESP, and possibly with advertising services. As part of the registration process, the 
service provider gives information about the service, such as the service name, the 
methods (operations) that can be performed on the service along with their 
input/output parameters, or the list of authorized users. Note that, in most service 
models, a service may provide several methods (operations) to be invoked as part of 
its interface. For instance, an e-music service may allow users to browse or search the 
catalog, to listen to songs, or to buy discs or mp3 files. 

In addition, the service provider specifies who is the handler of the service, i.e., the 
application that must be contacted in order to request service executions. Depending 
on the service model and the ESP, the service handler can be identified by providing a 
URI (such as in e-speak) or by giving a proxy java object that will take care of 
contacting the handler (such as in Jini). Customers may look for available services by 
issuing service selection queries, that may simply search services by name, or can 
include complex constraints on the service properties as well as ranking criteria in 
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case multiple services satisfy the search criteria. Service selection queries return a 
reference to one or more services that can be used to invoke them. 

2.2 CES Functionality 

This section describes the behavior of the composition e-service. A CES sits on top of 
an e-services platform and allows users to: 

− Register and advertise definitions of composite services with the ESP and make 
them available to authorized users just like any other e-service. Composite 
services are defined in a Composite Service Description Language (CSDL), 
whose features will be presented later in the paper. 

− Invoke (start executions of) composite services. The CES will execute the service 
on behalf of the user by appropriately invoking the component services as 
defined by the CSDL specifications. 

− Monitor and manage composite services. The CES allows the modification or 
deletion of composite service definitions as well as running instances. Customers 
and service providers can monitor/track the execution of on-going instances as 
well as completed composite service executions. 

In order to register a composite service, the service provider must give the same 
information needed to register a basic service (except for the handler - see below) to 
the CES, so that the composite service can be registered and made available to 
authorized users. In addition, the service provider gives the CSDL specifications to 
define how services should be composed1.

Fig. 2 shows the composite service registration process for a composite service 
called FoodOnWheels (described in the following section): a provider that wants to 
define a new composite service invokes the register method of the CES by sending 
the service description (service information plus CSDL) as parameter. The CES then 
registers the composite service with the ESP in order to make it available as an e-
service to the other (authorized) customers. The registration with the e-service 
platform is analogous to any other service registrations, and therefore the CES must 
provide all the required information describing the e-service and restricting access to 
it. In particular, it should also specify who is the handler for the service.  

When a client needs a food delivery service, it queries the service repository to find 
out which services are available, asking the ESP to rank the services according to the 
specified criteria and return the best one. If the best service happens to be 
FoodOnWheels, then a reference to this service is returned. As for any other service, 
the client can then query the service description stored in the repository and perform 
method invocations on this service (see Fig. 3). The client has no knowledge that the 
service is in fact composite.  

Figures 2 and 3 represent what happens "conceptually" from the CES users' 
viewpoint. When discussing the implementation, we will show that what happens 
behind the scenes is actually slightly different, but users are unaware of these 
differences, and the behavior of the system is as described above.    

                                                          
1 A CES may also provide built-in, utility services, that provide frequently needed functionality, 

such as e-mail notifications or generation of web forms for collecting input data. 
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Fig. 2. Registration of a composite service, made available as an e-service 
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Fig. 3. Service selection and invocation 

Service providers can update or delete a service definition, resulting in a 
corresponding update or deletion of the service registration on the ESP. Note that, 
technically, the definitions on the ESP are "owned" by the CES. This prevents service 
providers from directly updating or deleting composite service descriptions on the 
ESP, bypassing the CES and causing inconsistencies between information stored at 
the CES level and at the ESP level.  The CES also allows service provider to monitor 
the status of service executions (note that since any composite service is itself an e-
service, monitoring features provided by CES are in addition to whatever mechanism 
is provided by the e-services platform for service monitoring). The CES allows 
service providers to check how many services are in execution, at what stage they are 
in the execution (i.e., which path in the execution flow they have followed, which 
service is currently being invoked, what is the value of composite service data, etc.). 
CES monitoring capabilities are similar to those provided by WfMSs. 

Services created by the CES also include method calls that allow users to control 
service executions. More specifically, users can pause, resume, and cancel a service 
execution (see Fig. 4). Note that while service providers interact with the CES, clients 
of composite services only interact with the services through the service reference 
they got as a result of the lookup, as with basic e-services.  

Finally, we observe that the CES should be able to compose any service that is 
reachable through the ESP on top of which it is developed. Advanced ESPs such as e-
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speak are capable of searching and accessing e-services delivered through ESPs of 
different kinds, either natively or through gateways provided with the platform. 
Hence, we conveniently rely on the capability of the ESP to access e-services running 
on top of heterogeneous ESP platforms rather than re-developing the same 
interoperability features. 

Composition
E-Service

Food
On
Wheels

Pause
Resume
Cancel

Get status

Client

Update/Delete service definitions
Monitor running instances

Get aggregated reports
Pause, resume, cancel executions

Service
Provider

FoodOnWheels
E-Service

E-Services
Platform

Fig. 4. Service providers can manage definitions and monitor and control executions, while 
service users can control executions (to the extent allowed by the provider) 

3 Composite Service Definition Language 

This section presents the service composition model and language. We first discuss 
the characteristics of a composite service and we underline the differences between 
workflow and e-service composition. Then, we present the composite service 
description language. 

3.1 Workflows and E-Service Composition 

This section introduces the main characteristics of composite services. In particular, 
we introduce them in terms of differences with respect to workflow applications. In 
fact, in many ways, a composite service is similar to a workflow: in order to define a 
composite service, the provider mainly needs to specify the flow of service 
invocations (i.e., the services to be invoked, their input and output data, and their 
execution dependencies). Similarly, in a workflow, the designer must specify the flow 
of work (i.e., the work items to be executed, their input and output data, and their 
execution dependencies). 

Hence, an option that we had considered for CSDL was to simply use an existing 
workflow modeling language. However, a language and system for service 
composition has many different requirements with respect to workflows. We list the 
main differences below: 
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− Service selection: Nodes in traditional workflow graphs represent administrative 
or production work items, assigned to human or automated resources. Often, 
workflow models also impose a resource model, based on roles and/or 
organizational levels. Selecting a resource typically involves selecting an 
employee or an enterprise application by means of a (possibly rich and 
expressive) resource language that identifies authorized resources depending on 
the roles they play and on the level they belong to.  

− Similarly, nodes in an e-service environment represent service invocations. As 
part of the service node definition, the provider specifies the service to be 
invoked. Although conceptually this is similar to selecting a resource for a work 
item, the e-service environment has very different concepts and requirements: 
there is typically no fixed “organizational model” or resource taxonomy. The 
service is selected depending on its properties, and the selection criteria are 
specified in the query language supported by the e-services platform, which is 
usually quite powerful and flexible. A service composition language should 
support and facilitate the definition of service selection criteria for each node in 
the flow, allowing also criteria that depend on the specific instance in execution 
(i.e., are sensible to the instance-specific data, such as the customer name or 
geographical location). Note that, while in principle it is possible to follow the 
“workflow approach” (i.e., identify and classify services in advance and then 
specify work assignments through some role expression), this is not required due 
to the presence of a (homogeneous) service repository in the ESP and of a service 
query and selection language. Besides not being required, the workflow approach 
is also not advised. In fact, the e-service environment is very dynamic and 
services are introduced, modified, or deleted very often. Hence, the content and 
structure of the repository would have to be updated all the time. 

− Input and output data: in workflows, input and output data are typically specified 
by a set of variable names. The semantics is that the value of the input variables 
at the time the node is started is passed to the selected resource, and node 
execution results are inserted into the output variables. Communication between 
the WfMS and the resources is done through adapters, that understand the syntax 
and semantics of the data and perform the required data mappings.  
E-services, depending on the platform on top of which they run, typically 
communicate in java or XML, and these two languages dictate the rules and the 
syntax for data exchanges. Therefore, facility for processing Java and XML 
objects and transferring them to and from the invoked e-services must be 
provided. Also in this case, while in principle it would be possible to follow the 
"workflow approach" and develop adapters that bridge the composition 
environment and the e-services to get rid of data mapping issues (at the cost of 
transferring the problem onto the adapters), this is luckily not needed. In fact, e-
services running on top of ESPs share the same service model and parameter 
passing semantics, so that it is possible to take this into account in the service 
composition model and provide facility for communicating with e-services as 
prescribed by the ESP, thereby avoiding the need for adapters. Indeed, this is a 
considerable advantage, given that developing adapters is difficult and tedious 
job, as demonstrated by the cost of commercial system integration platforms. In 
addition, it simplifies the use of the CES, since developers may define and deploy 
a composite service by simply sending a single file that includes all the business 
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logic. There is no need of changing the configuration of several different systems, 
as it happens with current WfMSs2.

− Dynamic environment: Unlike "traditional" business processes, composite e-
services have to cope with a highly dynamic environment, where new services 
become available on a daily basis. In order to stay competitive, service providers 
should offer the best available service in every given moment to every specific 
customer. Clearly, it is unfeasible to continuously change the flow to reflect 
changes in the business environment, since these occur too frequently and 
modifying a composite service definition can be a delicate and time-consuming 
activity. Ideally, composite services should be able to transparently adapt to 
changes in the environment and to the needs of different customers with minimal 
or no user intervention. Workflow systems do not typically offer these 
capabilities. 

− Black boxes vs multi-methods interfaces: typically a work item in a workflow 
represents the invocation of a business function. The work item is a black box 
from the workflow viewpoint. Instead, an e-service may have several states and 
state transitions, caused by method invocations. Interacting with an e-service 
requires operations to be performed at the service level (e.g., search and 
authentication) and operations to be performed at the method level (e.g., method 
invocations).  

− Security: current workflow technology has very little support for security. Often, 
there is no encryption, and access is controlled by means of usernames and 
passwords. This is due to the genesis of WfMSs as systems for managing the 
work in a restricted and controlled environment, within a corporation. In the 
Internet and e-service environment the security requirements are different, and in 
particular e-services may require the use of certificates, which therefore should 
be also supported by the service composition model and language.  

− Business-to-business interactions: a number of standards (e.g., RosettaNet, 
cXML, CBL) are being defined in order to support business-to-business 
interactions, possibly limited to specific, vertical markets (such as RosettaNet for 
the IT industry). Many applications that support such standards are being or have 
been developed, and it is likely that many service composition applications will 
interact with services that follow one of these standards. A CSDL should 
facilitate the composition of such services as well as their invocation, checking 
that the appropriate protocol is followed and that exceptions are thrown when 
deviations from the protocol are recognized. Many workflow models and systems 
do not provide such kind of support, although many vendors are moving in this 
direction. 

3.2 CSDL Definition 

This section presents the Composite Service Description Language. Although CSDL 
reuses some of the concepts developed by the workflow community, it has several 
innovative features that make it suitable for service composition: 

                                                          
2 The adapter approach can still be followed, if the users so desire, by embedding the mapping 

semantics into suitable e-services. 
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1. It has a two-level service composition model, that distinguishes between 
invocation of services and of operations within a service. This is important since 
some aspects of the business logic are specific to a service and need to be 
specified at the service level, while others are instead specific to each method 
invocation, as detailed in the following. 

2. The language allows the definition of how to send XML documents as input to 
service invocations, and of how to map XML results into composite service data 
items. This is important since we expect most of the interactions among e-
services to occur in the form of XML documents. 

3. A flexible mechanism to handle certificates is provided, to enable the definition 
of which certificates should be sent to a service. 

4. A number of adaptive and dynamic features are provided, to cope with the 
rapidly evolving business and IT environment in which e-services are executed. 

5. Facilities for B2B interactions are provided, in the form of service templates that 
can be reused by composite service designers, so that they do not need to be 
concerned with technical details about the standard.  

6. The entire business logic can be defined within a single XML document, thereby 
making easy and practical to provide and use composition as an e-service. 

CSDL originates from concepts developed in a previous HP project, called eFlow 
[3], that we have extended to take into account the characteristics of ESPs and of the 
e-services they support. Here we will only present the innovative aspects of CSDL. 

Overview. A composite service is described as a process schema that composes other 
basic or composite services. A schema is modeled by a graph, which defines the order 
of execution among the nodes in the process. At the top level, the graph may include 
service, decision, and event nodes. Service nodes represent invocations of basic or 
composite services; decision nodes specify the alternatives and rules controlling the 
execution flow, while event nodes enable composite services to send and receive 
several types of notifications. A composite service instance is an enactment of a 
composite service schema. The same composite service may be instantiated several 
times, and several instances may be concurrently running.  

As an example, consider a FoodOnWheels service, that delivers any kind of food to 
customers' doors. The graphical description of the composite service is shown in 
Fig. 5. In the figure, boxes represent service nodes while diamonds represent decision 
nodes. The entry points are represented by right-pointing triangles, while end points 
are denoted by left-pointing triangles. FoodOnWheels receives order from customers 
and, if the customer has a valid credit card, it selects one or more restaurants that 
provide the requested food (unless the customer specifies a preference) by accessing a 
restaurant selection service. Then, it picks up the food at the restaurants and delivers it 
to the customers at the requested time, through a food delivery service. Next, the 
customer's credit card is charged, by invoking a credit card payment service. A 
composite service is textually specified by an XML document. 

A composite service may include the definition of input, output, and local data 
items (sometimes also called flow variables in the following). Input data items are 
parameters passed to the composite service at activation time. Output data items 
represent data returned to the caller at service completion. Input and output data items 
can also be used for routing purposes within composite service execution and for 
transferring data among service nodes. Local data items are neither input nor output, 
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but are only used within the composite service to perform routing decision or to 
transfer data among nodes. The types of variables can be any basic Java type (e.g. 
String or Integer), a Java Vector, a generic Object, or an XML document. Each 
composite service instance has a local copy of the flow variables. 

Start Node

Check credit

Wheel delivery

Restaurant selection

Check passed?

And Join Credit card

yes

Fig. 5. Graphical representation of the FoodOnWheels composite service 

Besides the graph that defines the flow of service invocations, the definition of the 
composite service also includes security-related specifications. In particular, the 
definition of a composite service includes information about the certificates to be used 
throughout the flow within service invocations, in case the ESP and the invoked e-
service support or even require the use of digital certificates.  By default, the 
composite service invokes component services with the privileges (i.e., the certificate) 
of the composite service definer. However, the designer may specify that services 
should be invoked with the privileges of the composite service users, or with the 
privileges specified by the content of a flow variable (for instance, the certificate to be 
used may be passed to the composite service as one of its input parameters). 

Service Nodes. Service nodes represent invocations of a given service. The service to 
be invoked is specified by a search recipe, defined in the query language supported 
by the ESP. As the service node is started, the search recipe is executed, returning a 
reference to a specific service. Recipes can be configured according to the specific 
service instance in execution: every word in the search recipe that is preceded by a 
percentage sign “%” is expected to be a reference to a flow variable, and will be 
replaced by the value of that variable at the time the service node is started. This 
allows the customization of the search recipe according to the value of flow variables.  
Note that different activations of a service node may result in the selection of different 
services. However, sometimes the designer needs to specify a service node that 
should reuse the same service invoked by another service node. The composition 
service model allows this by enabling the definition of a Service Reuse attribute that 
includes the name of the service node whose service reference is to be reused.  

The definition of the service node may include the certificate to be used when 
invoking the service’s methods. The definition at the service level overrides the one 
done at the top (i.e., composite service) level. Since it is assumed that all invocations 
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on the same service will use the same certificate, there is no provision for the 
definition of a certificate at the method invocation level. 

Flow of Method Invocations. E-services, in most ESP models, will have an interface 
that allows several operations to be invoked on them. In order to achieve their goals, 
clients of these services will typically have to invoke several operations (i.e., call 
several methods) on the same service. Correspondingly, CSDL allows the designer to 
specify, within a service node, the flow of method invocations to be performed on a 
service. For instance, if we are accessing the e-music service, we may want to specify 
that we search for a given song (invoking the search method) and, if the price for the 
disc that includes the song is lower than a limit, then we buy the whole disc (buyDisc 
method), otherwise we simply download the mp3 file of that song only, paying the 
requested fee (BuySong method). To simplify both the language and the 
implementation, the method flow is specified with the same syntax (and semantics) of 
the top-level flow of services, with the only difference that here we are concerned 
with the flow of method nodes instead of service nodes. If only one method needs to 
be invoked, then the designer needs not specify the flow structure, but only a single 
method node. In addition, we also allow the definition of service nodes that have no 
method nodes inside. In fact, in a few cases, the designer might only want to execute a 
search recipe and get the results, possibly without invoking any method on the 
selected service. For instance, a node may simply need to get a service name or 
handle in order to pass it to another service. 

Method Nodes. A method node defines the method to be invoked on a service and its 
input data, how to handle the reply (and specifically how to suitably map the reply 
message into flow variables), and how to handle exceptions that may occur during the 
method invocation. The name of the operation to be invoked can be statically 
specified, or it can be taken from the value of a flow variable, as usual specified by a 
string preceded by the percentage sign. The input data to be sent to the method are 
specified by a list of variable names or values. In case of variable names, the value of 
the variable at the time the node is started is sent as input to the method.  

If a method invocation on a service returns a result (e.g., an integer or an XML 
document), then the designer needs to specify how information in the document can 
be extracted and inserted into flow variables. In case the method output is a (basic or 
complex) Java object, then the mapping is simply specified by describing the name of 
the flow variable to which this value should be copied. For example, method 
CheckCredit returns a Boolean value defining whether the credit check on the 
customer is positive or negative. In CSDL, this is defined as follows: 

<Method-Output> <Var-Mapping Flow-Var=”Confirmation” />
</Method-Output>

Since it is likely that most of the output data will be a string containing an XML 
document, CSDL provides additional support for XML, and in particular it allows the 
designer to specify how fragments of the XML output document can be mapped into 
flow variables. A flow variable name assumes the value identified by an XSL 
transformation or an XQL query on the output document. In the case of XQL queries, 
if the flow variable is of type XML, then the XQL query may actually return a set of 
elements, or a document. Otherwise, CSDL requires the query to identify a single 
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element or attribute, or an exception is raised. For instance, the following mapping 
specifies that the XQL query customerList/customer[0] should be applied to 
the method output, and the result of the query should be put into variable “customer”:

<Method Output>
<Var-Mapping Flow-Var="customer"  Conversion-Rule= 
"customerList/customer[0]" Rule-Type=”XQL” />
</Method Output> 

The definition of the query may be static or may include references to flow variables, 
as usual preceded by the percentage sign.  

4 The Composition E-Service Prototype  

This section presents the CES prototype, developed at HP for composing e-speak e-
services. The same design can however be adopted for any other ESP. The prototype 
is built on top of a commercial workflow engine (and specifically of HP Process 
Manager) that handles the execution of the flow. The need of using a commercial 
workflow engine came from the requirement we had of building a robust prototype in 
a very short time, that ruled out the possibility of developing one by ourselves. Note 
that only the engine was needed for our purposes, so we removed all other HP Process 
Manager components to get a lighter and faster system3.

Another key component of the architecture is the gateway, that enables the 
interaction between the workflow engine and the ESP, performing the appropriate 
mappings and implementing CSDL semantics that could not be supported by the 
workflow engine, as discussed below. 

Fig. 6 shows the components of the prototype and in particular how they handle 
composite service registrations. The CES front-end responds to calls from service 
providers and clients (even if the latter are unaware of the fact that they are 
communicating with the CES). When a service provider registers a service, the CES 
front-end first translates CSDL into the language of the selected workflow engine. 
The translation generates a process where nodes correspond to method invocations on 
the ESP or on the selected e-services. However, since CSDL is in fact much richer 
than traditional workflow languages, the translation is a fairly complex procedure and 
requires the insertion of several “helper” nodes and data items that, in conjunction 
with the operations performed by the gateway (that has knowledge of the semantics of 
such helper nodes), enable the correct implementation of the CSDL semantics. 
Examples of issues we have to deal with in the translation include mapping the two-
level (service and method) CSDL model into a single-level one and rewriting the 
input and output data items of nodes so that they can have all the information required 
to build XML documents and to map back XML replies into process data.  

For instance, consider the single problem of mapping the CSDL two-level service 
model into a traditional workflow model. In order to map a service node, we need to 
insert a node that implements the search recipe (i.e., sends the service selection query 
to the ESP), and to define the data items needed for storing and sending certificate 
information. In addition, different method invocations occur in the context of the 
                                                          
3 Note that using a WfMS for implementing the CES is not in contrast with our previous 

discussion on the unsuitability of a workflow language for modeling composite services.  
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same "session" with the service. Hence, we need to define and properly initialize 
process data items that can carry session IDs from node to node. Note that this 
problem could not have been solved by simply defining a subprocess, both because 
the need for defining service selection nodes and certificate nodes still remain, and 
because nodes in a subprocess do not have access to the variables of the main process 
(unless they are passed as input parameters, but even in that case the parameters are 
passed by value and not by reference). Where it was not possible to map 
appropriately, we encoded part of the semantics in the gateway. For instance, XQL 
queries are performed by the gateway. The gateway is also in charge of replacing 
references to flow variables in XML documents (i.e., those items preceded by the "%" 
symbol) with the actual value. 

E-Services
Platform

1:Register
composite

service
G
A
T
E
W
A
Y

Composite Service
Engine

(workflow engine)

2:Create process

3:Register
service in
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Check credi t

Wheel del ivery
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Check pass ed?

And Join Credit card
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E-Service
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Fig. 6.  Components of the CES prototype and how they handle registrations 

We also mention that in this prototype we did not map adaptive features of CSDL, 
event nodes, and exceptions (we have only mapped deadline-related exceptions). 
These features will be introduced in the next version of the CES.  

After the mapping has been completed and the process is installed on the workflow 
engine, the CES registers the new service with the e-speak ESP. As the Figure shows, 
the CES itself is the handler for the newly registered service. However, this does not 
change the validity of the scenario depicted in Figures 2 and 3. Indeed, clients simply 
communicate with the (composite) e-service through the reference they get, and they 
are not concerned with how the service is implemented on the server side.   

When a client invokes a composite service (see Fig. 7), the CES starts the 
corresponding process in the workflow system (the mapping between the composite 
e-service name and the process name is defined at registration time and stored within 
the CES). Activities in the workflow correspond to method invocations on a given 
service involved in the composition.  From a workflow perspective, all activities are 
assigned to the gateway. The gateway receives indication of what to do by the 
workflow engine as part of the activity definition, along with data items that provide 
(a) context information about the service on which method calls are being or have to 
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be placed (e.g., service references, search recipes, certificates, and mapping 
information to process the XML document returned by the method and update the 
value of flow variables) and (b) the value of the parameters to be passed as part of the 
method invocation.  

E-Services
Platform

G
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E
W
A
Y

Composite Service
Engine

(workflow engine)

Food
On
Wheels

Composition
E-ServiceClient

4:Start process

1:Search
move services

2:Reference
to FoodOnWheels

3:Start service

ES ES ES

Fig. 7. Invocation of composite services 

When the gateway receives work by the engine, it activates a new thread in order 
to process the work. The thread waits for the reply from the service, executes the 
mapping rules, and sends the results back to the engine. All the state information is 
maintained by engine, and the gateway does not persist anything. This choice is 
motivated by the fact that the engine logs all state changes, so there is no need for a 
persistent gateway. 

Observe that, as experienced by WfMS vendors, building a commercial-strength 
workflow engine is not an easy job, especially if it includes tracking, monitoring, and 
business transaction functionalities and has demanding requirements in terms of 
availability and performance. Hence, we believe that the architecture characterized by 
the reuse (or possibly the adaptation) of a commercial workflow engine is the 
alternative that most ESP vendors will follow. Indeed, this is the path followed by HP, 
whose middleware offering includes e-speak and Process Manager.  

We expect that in the future, as ESPs add more functionality in terms of high 
availability, load balancing, monitoring, and support for business transactions, the 
need for integrating commercial workflow engines will progressively reduce, and the 
development from scratch of an interpreter designed and optimized for CSDL will 
become realistic.  

5 Related Work 

To the best of our knowledge, there is no commercial composition/process 
management system that can perform e-service composition and satisfy the 
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requirements stated in Section 3, neither among traditional workflow management 
systems (such as MQ Workflow [10], InConcert [7], or Staffware2000 [11]), nor 
among newly developed, open, XML- and web-based systems such as Forte' Fusion
[9] and KeyFlow [6].     

E-services platform themselves do not provide service composition capabilities, 
although all vendors declared interest in moving into this space. The only exception is 
WebMethods, who provide a very simple composition language for composing 
WebMethods’ services [12]. The language allows the definition of flows that are a 
subset of what is allowed by traditional workflow management system (basically it 
can only model sequential or conditional flows where services are statically bound to 
service nodes), and therefore does not have many of the features presented in this 
paper. On the other hand, it is well suited for compositions that have simple 
requirements and it is quite easy to use. 

Within the research community, approaches that are more closely related to the 
work presented here have been proposed by Georgakopoulos at al. [5] and by 
Benatallah at el. [1]. The first paper proposes a service-oriented process model 
targeted at enabling cross-organizational processes. The paper also presents a service 
model, where services are described by a state machine that specifies the valid 
“logical” states of a service and the valid state transition, caused by either method 
invocations or by transitions performed internally by the service. The paper differs 
from ours in that it focuses on the service model and only briefly sketches the service 
composition model. Instead, we assume that the service model is provided by the 
ESP, and we focus on the composition. In addition, the paper does not deal with 
certificates and data mappings/extraction while communicating with the e-services.  

Benatallah et al. propose a framework for creating and maintaining virtual 
enterprises, where component enterprises share e-services. The main focus of the 
paper is on a model for managing service communities. However the paper also deals 
with service composition, and proposes an ECA-rule based approach for defining the 
composition. Our work differs in that CSDL has a graph-based approach to specify 
the composition. In addition, the paper also does not deal with search recipes, 
certificates, and data mappings and extraction, which are critical in our approach. 

6 Concluding Remarks 

This paper has presented the functionality and implementation of an e-service for 
composing e-services. The main contributions of this paper are:  

− The idea and notion of providing composition functionality as an e-service, to be 
used not only by the owner of the ESP, but also by any (authorized, and possibly 
paying) user. 

− A discussion of the characteristics of composite e-services and of their 
differences with respect to "traditional", workflow-like composition. 

− The definition of a composition model suitable for e-services. 
− The description of our prototype implementation, that shows an approach that can 

be reused for implementing composition on top of any ESP.  

This effort is the initial part of a long-term work that has the purpose of developing 
a lightweight engine that can execute CSDL services, based on the assumption that 
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future ESPs will take care of providing load-balancing, monitoring, tracking, and of 
other functionality. In addition, we plan to integrate more concepts taken from eFlow,
including generic nodes, multiservice nodes, and dynamic conversation selection.  
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Abstract. There is a widespread recognition that valid and transaction
times are the fundamental temporal dimensions of any fact relative to
a database. There are, however, temporal aspects of facts that cannot
be naturally modeled by means of them. A remarkable limitation of
valid and transaction times is that they do not allow one to distinguish
between retroactive and delayed updates. A third temporal dimension,
called event time, has been proposed in the literature, which makes it
possible to model retroactive, on-time, and proactive updates.
In this paper, we first refine the notion of event time by showing that
one event time does not suffice to model relevant phenomena, and then
we introduce a further temporal dimension, that we called availability
time, which can be viewed as the information system counterpart of the
real-world event time. We conclude the paper by outlining current and
future work directions.

1 Introduction

As claimed by Jensen and Snodgrass [12], the study of temporal databases is
a significant research topic in the database community. The ambitious goal of
temporal databases is to manage time-varying information in a systematic and
efficient way. Hence, it is not surprising that temporal database research covers
a variety of areas, ranging from the conceptual level, where a number of different
temporal extensions of the basic atemporal Entity-Relationship model has been
proposed (cf. [8]), to the physical one, where indexing techniques suitable for
dealing with data encompassing multiple temporal dimensions have been devel-
oped (cf. [22]). The focus of this paper is on the association of times with facts,
which is at the basis of temporal data management.

There is a widespread recognition that valid and transaction times are the
fundamental temporal dimensions of any fact relative to a database [12]. The
valid time of a fact is the time when the fact is true in the domain, while the
transaction time of a fact is the time when the fact is current in the database.
Hence, valid and transaction times capture the time-varying states of the domain
and of the database, respectively. Pairing valid and transaction times, one can
recover past states of both the domain and the database. For instance, one can
retrieve the real-world evolution of a given data item as recorded in the database
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at a given time point as well as the database evolution of a data item at a given
time point. Jensen and Snodgrass [10] systematically analyze the semantics of
all admissible combinations of valid and transaction times.

There are, however, meaningful temporal aspects of facts that cannot be nat-
urally modeled by means of valid and transaction times. A remarkable limitation
of these two temporal dimensions is that they do not allow one to distinguish be-
tween retroactive and delayed updates [15]. Kim and Chakravarthy [14] propose
a third temporal dimension, called event time, that makes it possible to model
retroactive, on-time, and proactive updates, and show how the combined use of
valid, transaction, and event times allows one to maintain different past states
generated by retroactive and proactive updates as well as by error corrections
and delayed updates.

In this paper, we first refine the notion of event time, by showing that one
event time does not suffice to model relevant phenomena. To overcome its limi-
tations, we associate with each fact both the occurrence time of the event that
initiates its validity interval and the occurrence time of the event that terminates
it. Then, we introduce a further temporal dimension, that we called availability
time, which can be viewed as the information system counterpart of the real-
world event time. The availability time of a fact is the time interval during which
the fact is available to and believed correct by the information system. As it will
be shown, such an interval does not necessarily coincide with the transaction
time interval of the fact.

The rest of the paper is organized as follows. In Section 2, we recall the
basic notions of valid, transaction, and event times, and the related temporal
database taxonomies. Section 3 illustrates the proposed refinement of the event
time. Section 4 introduces the new concept of availability time and discusses
the benefits of its usage. Section 5 outlines current and future work directions.
Throughout the paper, we use examples taken from a medical scenario, which will
be adopted as the target application domain. However, the proposed temporal
dimensions are completely general and can be used in other application contexts
as well.

2 Background

2.1 The Basic Temporal Dimensions: Valid and Transaction Times

Valid and transaction times are widely recognized as the two basic temporal di-
mensions of temporal databases. Furthermore, there exists a consolidated termi-
nology about temporal databases provided with valid and/or transaction times,
as witnessed by the Consensus Glossary of Temporal Database Concepts [9].
Valid and transaction times are defined as follows.

Definition 1. Valid time: the valid time (VT) of a fact is the time when the
fact is true in the modeled reality.
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Table 1. Database instance of the patient therapies.

Drug VT TT
bipuvac [98Aug10;10:00, 98Aug10;14:00) [98Aug10;9:00, 98Aug10;12:00)
bipuvac [98Aug10;10:00, 98Aug10;11:15) [98Aug10;12:00, ∞)

diazepam [98Aug10;11:25, 98Aug10;14:00) [98Aug10;12:00, ∞)

Definition 2. Transaction time: the transaction time (TT) of a fact is the time
when the fact is current in the database and may be retrieved.

Valid time is usually provided by database users, while transaction time
is system-generated and supplied. Valid and transaction times are orthogonal
dimensions: each of them can be independently recorded or not and has specific
properties [10].

To explain the meaning of these two basic temporal dimensions, we consider
a simple example, taken from a general medical scenario.

Example 1. On August 10, 1998, the physician prescribes a bipuvac-based ther-
apy from 10:00 to 14:00. Data about the therapy is entered into the database at
9:00. Due to the unexpected evolution of the patient state, the bipuvac infusion
is stopped at 11:15 and replaced by a diazepam-based therapy from 11:25 to
14:00. The new facts are entered at 12:00. (Bipuvac and diazepam are drugs
commonly used in anesthesia.)

This example can be modeled as in Table 1. Each tuple is timestamped by
valid and transaction times (hereafter, without loss of generality, we will use
a temporal relational data model based on the tuple timestamping approach
[12]). Both valid and transaction times are represented by intervals, where the
occurrence of the special symbol ∞ as the ending point of an interval means
that the interval includes the current time (the ending point of an interval that
includes the current time is also denoted by NOW or u.c., for until changed, in
the literature). There exists a variety of possible relationships between valid and
transaction times of a given tuple: the starting point of the transaction time can
precede the valid time (as in the first tuple of Table 1), the starting point of the
transaction time can follow the valid time (as in the second tuple), the starting
point of the transaction time can follow the starting point of the valid time and
precede its ending point (as in the third tuple), and so on.

Depending on the modeled application domain, valid and transaction times
can be related to each other in different ways. Jensen and Snodgrass [10] propose
several classifications (specializations, in the authors’ terminology) of (bi)tem-
poral relations, based on the relationships between valid and transaction times
of timestamped facts. They take into account both the relationships that exist
between valid and transaction times of any given tuple of a relation as well as the
relationships that exist between the valid and/or transaction times of different
tuples of the relation. As an example, on the basis of the relationships that exist
between the starting and/or ending points of the valid and transaction times
of any given tuple of a relation, Jensen and Snodgrass characterize the follow-
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ing classes of relations: retroactive, delayed retroactive, predictive, early pre-
dictive, retroactively bounded, strongly retroactively bounded, delayed strongly
retroactively bounded, strongly predictively bounded, early strongly predictively
bounded, strongly bounded, predictively bounded, general, degenerate, retroac-
tively determined, predictively determined [10]. For instance, given the starting
point V Ts of the valid time and the starting point TTs of the transaction time, a
relation is retroactive if, for each tuple of the relation, the relationship V Ts ≤ TTs

holds, while a relation is delayed retroactive with bound ∆t ≥ 0 if, for each tuple
of the relation, the relationship V Ts ≤ TTs −∆t holds. According to Jensen and
Snodgrass’ classification, the relation of Table 1, taken as a whole, is general,
because the first tuple has V Ts > TTs, while the second and the third ones
have V Ts < TTs; if we apply the same criterion to each single tuple of the re-
lation, we can classify the first tuple as predictive and the remaining two tuples
as retroactive1.

A problem which has been debated to some extent in the literature is whether
a single valid time can always be associated with a fact or there exist situations
in which multiple valid times are needed [11,16]. In the extended version of this
paper [5], we argue that one valid time is enough and the problem is that of
properly identifying, at the conceptual level, what constitutes a fact.

Finally, it is worth noting that we assume the valid time domain to be linearly
ordered, thus excluding branching valid times. Branching valid time is needed
to model situations where different perceptions of the reality exist (one for each
distinct timeline). An example of this kind of situations comes from historians
who hardly agree on how the world evolved. The linear vs. branching valid
time alternative is, however, orthogonal to our characterization of the relevant
temporal dimensions of data models, that is, the dimensions we propose in the
following can be directly applied also to data models with branching valid times.

2.2 A Third Temporal Dimension: The Event Time

In [15], Kim and Chakravarthy point out the inability of valid and transaction
times to distinguish between retroactive and delayed updates and propose the
addition of a third temporal dimension to solve this problem.

Example 2. Consider the following two scenarios: in the first one, an on-time pro-
motion event, that increases the rank of a physician, occurs on October 1, 1997,
but its effects are recorded in the database on November 1 (delayed update);
in the second one, a retroactive promotion event, whose effects are immediately
recorded in the database, occurs on November 1, but the increase in rank of the
physician becomes valid since October 1 (retroactive update).

In the first scenario, the increase in rank is known (and thus it produces its
effects) as soon as it becomes valid (October 1), while, in the second scenario,
even though the time at which the increase in rank becomes valid precedes the
1 Notice that different classifications of the same tuple can be obtained by comparing

different endpoints of its valid and/or transaction times.
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time of the promotion, the increase in rank is not known until the promotion
event occurs (November 1). Since two-dimensional (valid and transaction) tem-
poral databases treat retroactive and delayed updates in the same way, they are
not able to discriminate between the two scenarios. To overcome these prob-
lems, Kim and Chakravarthy [13] introduced the notion of event time, which
was refined in [14,15].

Definition 3. Event time: the event time (ET) of a fact is the occurrence time
of the real-world event that generates the fact.

Whenever the event time coincides with the starting point of the valid time,
it can actually be represented by the valid time. However, such a reduction is
not possible when the two times are distinct. Let us consider, for example, the
hospitalization of a patient. The valid time is related to the time interval during
which the patient stays in the hospital, while the event time is related to the
time at which the family doctor decides the hospitalization of the patient or the
patient himself decides to go to the hospital. The event time can either coincide
with the starting point of the hospitalization, whenever it happens immediately
after the decision, or precede the starting point of the hospitalization, in case of
scheduled hospitalizations.

In [15], Kim and Chakravarthy provide two different classifications of events,
based on their relationships with the corresponding valid and transaction times,
respectively. On the basis of the relationship between the event time and the
starting point of the corresponding valid interval, one can partition events in
three classes:

– On-time events: the validity interval starts at the occurrence time of the event
(e.g., hospitalization starts immediately after the family doctor decision).

– Retroactive events: the validity interval starts before the occurrence time of
the event (e.g., on December 21, 1997, the manager of the hospital decided an
increase of 10% of the salary of the physicians of the Pathology Department,
starting from December 1, 1997).

– Proactive events: the validity interval starts after the occurrence time of
the event (e.g., on January 29, 1998, the family doctor decides the patient
hospitalization on February 15, 1998).

When a database is updated with a fact generated by a retroactive event,
Kim and Chakravarthy call the update a retroactive update, while, when the
generating event is a proactive event, they call the update a proactive update
[15]. This terminology is somehow misleading, because it may happen that the
database update of a fact generated by a proactive event actually occurs after
the beginning of the validity interval of the corresponding fact.

A different classification can be obtained by considering the relationships
between event time and transaction time:

– On-time update: the transaction time coincides with the event time. This
situation happens when data values are inserted in the database as soon as
they are generated.
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– Delayed update: the transaction time is greater than the event time. This is
the case when data values are inserted some time after their generation.

– Anticipated update (which has not been taken into account by Kim and
Chakravarthy): the transaction time is less than the event time. This is the
case when data values are entered into the database before the occurrence
time of the event that generates them. Such a notion of anticipated update
is useful to model hypothetical courses of events.

It is not difficult to realize that the two classifications are orthogonal, and
thus all possible combinations of them are admissible.

3 One Event Time Is not Enough

The original notion of event time suffers from an intrinsic limitation: it implicitly
assumes that it is sufficient to associate a single event (the so-called generating
event) with each valid fact. The generating event is the event that initiates the
validity interval of the fact. In many situations, such an assumption is acceptable.
Consider the case of a relation that keeps track of the temporal evolution of the
rank of a physician. Each event that either increases (promotion) or decreases
(downgrading) the rank not only initiates a period of time during which the
physician has the new rank, but also implicitly terminates the validity interval
of the current rank. In such a case, the event time of each tuple in the rank rela-
tion is the occurrence time of the promotion or downgrading event that initiates
its validity interval, while the occurrence time of the event that terminates the
validity interval is the event time of the tuple describing the next rank of the
physician. On the contrary, whenever there are gaps in temporal validity (con-
sider the case of a relation modeling admissions to hospital, which only records
information about inpatients), or only incomplete information about the effects
of an event is available (this is the case when we know that an event that changes
the rank of the physician occurred, but we do not know if it is a promotion or
a downgrading event), or, finally, the expected termination of a validity inter-
val is (must be) revised, while its initiation remains unchanged (suppose that a
prescribed therapy needs to be stopped due to an unexpected evolution of the
patient state), we need to distinguish between the occurrence times of the two
events that respectively initiate and terminate the validity interval of the fact.

The following example, which slightly revises Example 1, should clarify the
point.

Example 3. On August 10, 1998, at 8:00, the physician prescribes a bipuvac-
based therapy from 10:00 to 14:00. Data about the therapy is entered into the
database at 9:00. Due to the unexpected evolution of the patient state, at 11:00
the physician decides a change in the patient therapy. Accordingly, the bipuvac
infusion is stopped at 11:15 and replaced by a diazepam-based therapy from
11:25 to 14:00. The new facts are entered at 12:00.

This example can be modeled as in Table 2. The combined use of valid,
transaction, and event times allows us to characterize the times at which the
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Table 2. Database instance of the patient therapies with one event time (case 1).

Drug VT ET TT
bipuvac [98Aug10;10:00, 98Aug10;14:00) 98Aug10;8:00 [98Aug10;9:00,

98Aug10;12:00)
bipuvac [98Aug10;10:00, 98Aug10;11:15) 98Aug10;8:00 [98Aug10;12:00, ∞)

diazepam [98Aug10;11:25, 98Aug10;14:00) 98Aug10;11:00 [98Aug10;12:00, ∞)

Table 3. Database instance of the patient therapies with one event time (case 2).

Drug VT ET TT
bipuvac [98Aug10;10:00, 98Aug10;14:00) 98Aug10;8:00 [98Aug10;9:00,

98Aug10;12:00)
bipuvac [98Aug10;10:00, 98Aug10;11:15) 98Aug10;11:00 [98Aug10;12:00, ∞)

diazepam [98Aug10;11:25, 98Aug10;14:00) 98Aug10;11:00 [98Aug10;12:00, ∞)

physician takes his/her decisions about the therapy, the time intervals during
which therapies are administered, and the times at which facts are entered into
the database.

However, the proposed representation suffers from a major weakness: it seems
that, at 8:00, the physician prescribes a bipuvac-based therapy from 10:00 to
11:15 and that, at 11:00, he/she prescribes a diazepam-based one. This is not
correct because at 8:00 the physician actually prescribes a bipuvac-based therapy
from 10:00 to 14:00, which is revised at 11:002. The alternative representation
given in Table 3 also does not work. According to such a representation, it
seems that, at 11:00, the physician prescribes a bipuvac-based therapy from
10:00 to 11:15, thus making the prescription a retroactive event (which is clearly
meaningless is the considered domain).

The problem illustrated by the above example motivated us to suitably refine
the concept of event time. We distinguish between the occurrence time of the
event that initiates the validity interval of a fact (initiating event time) and
the occurrence time of the event that terminates the validity interval of a fact
(terminating event time).

Definition 4. Event time (revisited): the event time of a fact is the occurrence
time of a real-world event that either initiates or terminates the validity interval
of the fact.

For any fact, we denote its initiating and terminating event times by ETi and
ETt, respectively. Obviously, it holds that ETi ≤ ETt. The possible relationships
between event and valid times of a fact are depicted in Figure 1. Providing
each fact with these two event times makes it possible to correctly model the
considered example, as shown in Table 4. Notice that, unlike what has been
pointed out in [12], there are more than one event time per fact (the initiating

2 Notice that the first tuple cannot be used to explain the situation, because it has
been logically deleted, and thus it does not model the current state of the world.
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fact

ETi ETt
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Fig. 1. On the relationships between event (ETi, ETt) and valid (V T ) times of a fact.

Table 4. Database instance of the patient therapies with two event times.

Drug VT ETi ETt TT
bipuvac [98Aug10;10:00, 98Aug10;8:00 98Aug10;8:00 [98Aug10;9:00,

98Aug10;14:00) 98Aug10;12:00)
bipuvac [98Aug10;10:00, 98Aug10;8:00 98Aug10;11:00 [98Aug10;12:00, ∞)

98Aug10;11:15)
diazepam [98Aug10;11:25, 98Aug10;11:00 98Aug10;11:00 [98Aug10;12:00, ∞)

98Aug10;14:00)

and terminating event times), even when there is only one decision maker (the
physician in the above example).

This distinction between initiating and terminating event times comes from
ideas underlying classical formalisms in the area of reasoning about actions and
change [4]. In particular, a similar classification of events is given in the model of
change of Kowalski and Sergot’s Event Calculus (EC) [17]. The notions of event,
property, time point, and time interval are the primitives of the formalism: events
happen at time points and initiate and/or terminate time intervals over which
properties hold. From a description of the events which occur in the real world
and the properties they initiate or terminate, EC derives the validity intervals
over which properties hold [3]. In temporal deductive databases, this approach
has been adopted, for example, by Sripada in [24], where EC is extended to man-
age the transaction time. The main differences between our database-oriented
approach and the EC ontology are: (i) EC explicitly records event occurrences
and derives validity intervals of properties at query time, while we directly record
properties (i.e., facts) and their validity intervals, together with the occurrence
times of the events that initiate and terminate them; (ii) EC only deals with
on-time events, while we also consider proactive and retroactive events3.

The choice of adding event time(s) as a separate temporal dimension has
been extensively debated in the literature [21]. The basic issue is whether or not
events and facts must be dealt with in a different way in temporal databases.
If we consider events just as a special class of facts (instantaneous facts), we
do not need event time(s) at all: events are explicitly recorded in the database,

3 For the sake of simplicity, we only considered atomic events. Whenever the initiation
(resp. termination) of the validity of a fact is the combined effect of a set of events,
we need to replace atomic events by composite events. A preliminary formalization
of a calculus of macro-events can be found in [2].
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as all the other relevant facts, and their occurrence time is (captured by) the
valid time. A major weakness of this approach is that the data model does not
provide the relationships between events and initiated/terminated facts with any
built-in semantics, but delegates such a task to the application. On the contrary,
conventional relations model the reality relevant to a given domain as a set
of temporally-extended facts, which are delimited by the occurrence times of
their initiating and terminating events [11]. Events are not considered first-class
citizens and thus are not recorded into the database. In such a case, the addition
of event time(s) is needed to deal with retroactive and/or proactive events that
occur at times which do not coincide with the starting (resp. ending) point of the
valid time of the fact they initiate (resp. terminate). In our opinion, this second
approach provides a model of the domain which is both more adequate and more
concise. On the one hand, it explicitly represents the cause-effect relationships
that capture the behaviour of the domain (adequacy). On the other hand, it
completes the temporal description of a fact by representing the occurrence
times of its initiating/terminating events, without imposing the explicit storage
of other information about them, which is often neither needed nor possible
(conciseness)4.

4 A New Temporal Dimension: The Availability Time

Event times are strictly related to the modeled world, as they allow one to
represent the occurrence times of events (decisions, happenings, actions, etc.)
that initiate or terminate meaningful facts of the considered domain. In this
section, we focus on the temporal dimensions relevant to the information system.
By information system we mean the set of information flows of an organization
and the human and computer-based resources that manage them. From such a
point of view, we may need to model the time at which (someone/something
within) the information system becomes aware of a fact as well as the time at
which the fact is stored into the database. While the latter temporal aspect is
captured by the transaction time, the former has never been explicitly modeled.

We first show that such a time neither coincides with any of the two event
times nor with the transaction time. Let us consider the following scenario.

Example 4. Due to a trauma that occurred on September 15, 1997, Mary suffered
from a severe headache starting from October 1. On October 7, Mary was visited
by a physician. On October 9, the physician administered her a suitable drug.
The day after, the physician entered acquired information about Mary’s medical
history into the database. On October 15, the patient told the physician that
her headache stopped on October 14; the physician entered this data into the
database on the same day.

4 In those few cases where further information about initiating/terminating events is
needed (for instance, with regards to Example 3, we may be interested in storing
the name and the specialty of the physician(s), who prescribed the therapies), event
times should be paired with other event-related attributes.
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Table 5. Database instance after the first update.

symptom VT ETi ETt TT
headache [97Oct1, ∞) 97Sept15 null [97Oct10, ∞)

Table 6. Database instance after the second update.

symptom VT ETi ETt TT
headache [97Oct1, ∞) 97Sept15 null [97Oct10, 97Oct15)
headache [97Oct1, 97Oct14) 97Sept15 97OCt9 [97Oct15, ∞)

This scenario involves several temporal dimensions: the time interval during
which Mary suffered from headache, the occurrence time of the trauma, the
occurrence time of the drug administration, the times at which the physician
became aware of Mary’s headache onset and cessation, and finally the times at
which the database is updated.

Valid and transaction times are respectively used to record the time interval
during which Mary suffered from headache and the database update times, while
the occurrence times of trauma and drug administration are modeled by means
of the initiating and terminating event times (cf. Tables 5 and 6). There is no
way of representing the times at which the physician became aware of Mary’s
headache onset and cessation. Indeed, while information about Mary’s headache
cessation is entered in the database as soon as it became available, information
about the headache onset became available three days before its registration into
the database.

In general, the time at which information becomes available precedes, but
not necessarily coincides with, the time at which it is recorded in the database,
and thus we cannot use transaction time to model it.

Indeed, in many applications, where data insertions are grouped and executed
in batches, possibly on the basis of previously filled report forms, transaction
time cannot be safely taken as the time when a fact has been acquired by the
information system. In some cases, it may happen that the order according to
which facts are known by the information system differs from the order in which
they are stored into the database. Since there are many application domains,
including the medical one, where decisions are taken on the basis of the available
information, no matter whether or not it is stored in the database, we need to
introduce a new temporal dimension, that we call availability time, to deal with
it. We informally define the availability time (AT) as the time at which a fact
becomes available to the information system. Later on (cf. Definition 5), we
will generalize and make more precise such a definition. Figure 2 shows how
transaction and availability times are related to the database and information
systems, respectively. Notice that the information system includes, but does
not necessarily coincide with, the database system. In our medical example, for
instance, the information system includes both the database and the physician.

By exploiting the availability time, we are able to completely model the
previous example. As shown in Table 7, the availability time of the first tuple,
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DB

IS

TT

AT

Fig. 2. Availability (AT ) and transaction (TT ) times and their relationships with the
database (DB) and information systems (IS).

Table 7. Database instance after the second update (revisited).

symptom VT ETi ETt AT TT
headache [97Oct1, ∞) 97Sept15 null 97Oct7 [97Oct10, 97Oct15)
headache [97Oct1, 97Oct14) 97Sept15 97Oct9 97Oct15 [97Oct15, ∞)

which is the time at which the physician learns about Mary’s headache onset
(October 7), strictly precedes the beginning of the transaction time interval
(October 10), while the database time and the beginning of the transaction time
interval of the second tuple coincide (October 15).

Let us suppose that we are interested in evaluating the quality of the care
provided by the physician. In case we lack information about the availability
time (cf. Table 6), we only know that Mary’s headache started on October 1,
due to some event occurred on September 15 (as of October 10), and stopped
on October 14, thanks to (presumably) some therapeutic action occurred on
October 9 (as of October 15). As of October 10, we can conclude only that the
physician became aware of Mary’s headache some time in between October 1 (the
starting point of the validity interval) and October 10 (the starting point of the
transaction time). This uncertainty makes it difficult to assess the quality of the
care, because it is not possible to unambiguously relate clinical data (headache
onset and cessation) to therapeutic strategies (to decide the proper therapeutic
action, on the basis of the available knowledge about the patient history).

In particular, if we assumed that the physician became aware of the headache
on October 1, we would observe a delay of more than one week between the
awareness of Mary’s problem and the execution of the action that solved the
problem. On the contrary, if we assumed that the physician became aware of
Mary’s headache on October 10, we should conclude that Mary recovered from
her headache without any intervention from the physician (the event that ter-
minates the validity time interval of the headache happened on October 9).
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Table 8. Database instance after error correction.
symptom VT ETi ETt AT TT
headache [97Oct1, ∞) 97Sept5 null 97Oct7 [97Oct10, 97Oct15)
headache [97Oct1, 97Oct14) 97Sept5 97Oct9 97Oct15 [97Oct15, 97Oct21)
headache [97Oct1, 97Oct14) 97Sept15 97Oct9 97Oct20 [97Oct21, ∞)

Remark. The concept of availability time allows us to clarify the relationships
between Kim and Chakravarthy’s (initiating) event time and the related notion
of decision time, which has been originally proposed by Etzion and his colleagues
in [6] and later refined in subsequent work, e.g., in [7,19,20]. The decision time
of a fact is the time at which the fact is decided in the application domain of
discourse. More precisely, it can be defined as the occurrence time of a real-
world event, whose happening induces the decision of inserting a fact into the
database. In the conceptual framework we propose, the decision time models the
temporal aspects of an event, initiating the validity interval of a fact, that occurs
within the information system, and thus is immediately known by it. In these
circumstances, the initiating event time and the availability time coincide (and
are before than or equal to the starting point of the transaction time interval).

Up to now, we have used the availability time to model the time at which
relevant knowledge becomes available to the system, without considering the
possibility that it acquires erroneous data. In the following, we will show how
the notion of availability time can be generalized to take into account such a
possibility. Let us now consider the following variant of the previous example.

Example 5. Due to an insertion mistake (or to an imprecision in Mary’s talk),
the trauma has been registered as happened on September 5, 1997. Only on
October 20, the mistake was discovered. The day after, the physician entered
the correct data into the database.

The database instance resulting from the error correction is shown in Table 8.
A limitation of this representation is that information about the time interval
during which any fact is known and believed correct cannot be obtained from
the corresponding tuple. As an example, to conclude that the second tuple was
considered correct until October 20, we need to access the availability time of
the third tuple. Unfortunately (cf. [1]), it is not possible, in general, to determine
how a given tuple of a relation has been updated, whenever several modifications
and/or insertions are performed by means of a single transaction (in such a
case, all the updated tuples share the same transaction time). Even worse, when
the discovery of an error forces us to (logically) delete some tuples, which are
not replaced by new ones (suppose that, on October 20, we discover that the
trauma did not happen at September 5, but we do not know yet when it actually
happened), there is no way of keeping trace of the time at which the error has
been discovered.

That leads us to consider the availability time as an interval for a fact. The
starting point of the availability time is the time at which the fact becomes
available to the information system, while its ending point is the time at which
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Table 9. Database instance after error correction (revisited).

symptom VT ETi ETt AT TT

headache [97Oct1, ∞) 97Sept5 null [97Oct7, 97Oct15) [97Oct10, 97Oct15)
headache [97Oct1, 97Oct14) 97Sept5 97Oct9 [97Oct15, 97Oct20) [97Oct15, 97Oct21)
headache [97Oct1, 97Oct14) 97Sept15 97Oct9 [97Oct20, ∞) [97Oct21, ∞)

Information systemModeled reality

valid time transaction time

event times availability time

Fig. 3. Temporal dimensions, modeled reality, and information system.

the information system realizes that the fact is not correct (as for transaction
time, being the ending point equal to∞ means that the fact is currently believed
correct). By modeling availability time as an interval, we are able to correctly
represent the previous example, as shown in Table 9.

Definition 5. Availability Time: the availability time (AT) of a fact is the time
interval during which the fact is known and believed correct by the information
system.

As for the relationships between database and transaction times of a fact, it
holds that ATs ≤ TTs and ATe ≤ TTe: a fact can be inserted into the database
only when it is known, or later, and it can be logically removed from the database
only when it is recognized incorrect, or later.

Remark. Notice that the availability time can be viewed as the transaction time
of the information system. If the information system outside the database is
considered a database (in general, this is not case; in our medical examples, for
instance, the information system includes both databases and physicians), then
the availability time of a fact is when the fact is inserted into (deleted from) the
information system. This parallel between availability time and transaction time
makes it immediately clear why the availability time has to be an interval. This
point of view on the availability time resembles the notion of temporal general-
ization (cf. [10]) which allows several levels, and thus several transaction times,
in a database.

Figure 3 summarizes the relationships between valid, transaction, event, and
availability times, the modeled reality, and the information system.

Transaction time is append-only: facts previously stored into the database
cannot be changed. The acquisition of new knowledge about the domain re-
sults into the addition of new facts, whose transaction time interval includes the
current time, to the database; the (logical) deletion of incorrect knowledge is
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obtained by “closing” the transaction times of the corresponding facts; modifi-
cations can be performed by combining the two previous actions. In contrast,
valid and event times, being related to times of the represented real world, can
be located either in the past or in the future, and they can be modified freely. As
regards the availability time, it is append-only in its nature, because facts previ-
ously known and believed correct by the information system cannot be changed.
However, from the point of view of the database system, availability time would
be really append-only only if there were no errors in data entry. Since we cannot
exclude such a possibility, previous states of the information system, accord-
ing to the availability time, can be revised by entering new data. Furthermore,
even assuming data entry without errors, database and transaction times may
“append” facts according to two different orders. A systematic analysis of the
relationships between the different temporal dimensions is provided in [5].

5 Conclusions and Further Work

In this paper, we proposed a new, fully symmetric conceptual data model with
multiple temporal dimensions, that revises and extends existing temporal mod-
els. We first described a refinement of the concept of event time, that replaces
the single event time, originally proposed by Kim and Chakravarthy, by a pair
of initiating and terminating event times. In such a way, we are able to repre-
sent real-world situations where two different events, with (possibly) different
occurrence times, are related to the starting and ending points of the validity
interval of a fact. Then, we introduced a new temporal dimension, named avail-
ability time, which captures the time interval during which a fact is known and
believed correct by the information system. The availability time allows us to
distinguish the time at which a fact becomes available to the information system
from the time at which it is entered into the database. This capability can be
exploited, for example, to analyze the quality of decision making in information
systems where data insertion is performed in batches and thus some delay is
possible between data availability and data insertion.

Whether a special support for event and availability times must be pro-
vided or not is debatable. This issue can be considered as an instance of the
more general problem of deciding whether or not built-in supports for temporal
dimensions in databases must be provided (since the proposal of valid and trans-
action times, there has been a dispute about that). In this paper, we have shown
that, from a conceptual point of view, event and availability times are temporal
dimensions that capture some general aspects of applications which cannot be
naturally managed by using valid and transaction times, and thus event and
availability times cannot be reduced to simple user-defined times. We believe
that capturing the application-independent meaning of temporal information is
a main step towards the conceptual modeling of temporal information systems
[23]. Highlighting these aspects at the conceptual level is, indeed, a basic task
both when designing information systems by standard (atemporal) methodolo-
gies and when designing and adopting fully-fledged temporally-oriented method-
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ologies [8]. The design issues, we are faced with when dealing with the problem
of defining a query language for temporal databases (cf. [5]), confirm that all the
four temporal dimensions must somehow be taken into account, also in the case
we decide to manage them by a classical atemporal database system.

As for current and future research, we are working at a generalization of
the temporal logic reconstruction of valid and transaction temporal databases
outlined in [18], that copes with both event and availability times. Another
problem we are dealing with is the identification and characterization of suitable
temporal normal forms. Many temporal dependencies among data may indeed
arise when relations are provided with multiple temporal dimensions. Finally, it
goes without saying that suitable indexing techniques are needed to effectively
manage temporal databases with four temporal dimensions. To this end, we are
currently analyzing existing indexing techniques for multidimensional data. The
existence of general constraints among the different temporal dimensions hints
at the possibility of tailoring existing indexing techniques and search algorithms
to our specific context.
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Abstract. A data-intensive program is one in which much of the com-
plexity and design effort is centred around data definition and manip-
ulation. Many organisations have substantial investment in data de-
sign (data structures and constraints) coded in data intensive programs.
While there is a rich collection of techniques that can extract data de-
sign from database schemas, the extraction of data design from data
intensive programs is still largely an unsolved problem. In this paper, we
propose a query-based approach to this problem. Our approach allows
users (maintainers or reverse engineers) to express a complex extraction
task as a sequence of queries over the source program. Unlike conven-
tional techniques, which are designed for extracting a specific aspect of a
data design, our approach gives the user the control over what to extract
and how it may be extracted in an exploratory manner. Given the variety
of coding styles used in data intensive programs, we believe that the ex-
ploratory feature of our approach represents a plausible way forward for
extracting data design from data intensive programs. We demonstrate
the usefulness of our approach with a number of examples.

1 Introduction

To many organisations, knowledge of the data designs used within their infor-
mation systems is vitally important. Without knowing precisely how data is
organised, organisations will not be able to update their systems correctly and
hence cannot support business change effectively. Yet, when working with legacy
systems, this important design knowledge cannot always be assumed to be avail-
able. Typically, after many years of development and upgrades to a system, some
of this design knowledge is lost, largely as a result of poor documentation and
staff turnover. Consequently, legacy system maintenance is a difficult,costly and
error-prone process. It is desirable, therefore, to consider how data design may
be recovered from the legacy systems themselves. This has been an important
area of research in information system engineering [10,2].

It is useful to begin by clarifying what we mean by data design. For many
members of the reverse engineering community, “data design” means a data
model of some sort. However, data models by themselves can only give a par-
tial picture of how data is organised within an information system. To see the
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full picture, details of data constraints must be present too. While some data
models (e.g. relational schemas, ER models) can encode some constraints (e.g.
uniqueness or cardinality constraints), in general there will always be some data
constraints which cannot be represented in this way. These more general con-
straints can only be represented by application code. This would suggest that
approaches to the reverse engineering of data designs should analyse both schema
information and source code. However, with one or two exceptions [1,20,11], the
potential value of source code in datareverse engineering has so far largely been
ignored.

In this paper, we focus on the problems of extracting data design (i.e. data
structure and constraints) from data intensive programs. A data intensive pro-
gram (DIP) is an application program (usually associated with a database or
data bank of flat files) that is rich in elements for either defining or manipulat-
ing data. A typical example of a DIP is an order handling transaction, written
in COBOL and executing against a CODASYL database system. DIPs make up
a significant proportion of the legacy code in use in industry today, and they
represent a rich and largely untapped vein of information for reverse engineering
of both data structure and constraints.

However, the use of DIPs as the raw material for reverse engineering of data
design is hindered by the following difficulties:

– The kind of source code that is found in real legacy systems is very different
from the programs that are found in textbooks. Programmers make use of
clever implementation tricks that can obscure semantics, and which are very
difficult to anticipate. In addition, many program languages offer a variety of
ways of coding any given data structure, all equally valid. This makes it diffi-
cult to be able to predict in advance the set of patterns that can be expected
to represent a given data structure or constraint. For example, in COBOL,
REDEFINE statements are often used to denote sub structures within a
larger one. However, they can also be used to save on memory usage. Any
reverse engineering tool which assumes that a REDEFINE indicates only
the former semantics will produce inaccurate results. This variety of coding
techniques and standards present in DIPs demands great flexibility of any
reverse engineering technique. It must be possible to apply such techniques
selectively, and under the full control of the user.

– By their very nature, DIPs typically operate on data structures in their
lowest level form (typically as COBOL record structures). Therefore, we not
only have to contend with a great diversity in the encoding of functionality,
but also in the representation of data structures. Because of this, we cannot
expect to find definitive patterns from which we can definitely infer the
presence of some data structure or constraint. Instead, we must try to collect
evidence for and against some hypothesised data design. In this situation, it
is unlikely that any single, fixed algorithm will be sufficient for our needs.
We must be able to apply a range of different algorithms, each capable of
detecting a specific form of “evidence”, and we must be able to tailor them,
to suit the characteristics of the situation in hand.
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– Database schemas can represent some limited forms of constraint: referential
integrity, uniqueness constraints, etc. However, the constraints present in
DIPs can be arbitrarily complex. Again, this variety of semantic forms means
that we cannot expect one or two algorithms to be capable of detecting the
presence of all of them. Instead, we require an environment in which we can
experiment with a range of different techniques, operating over the same
input source code, in order to locate and build up a collection of candidate
constraints, and to collect evidence for or against them.

How well do current approaches to reverse engineering from source code fit with
these requirements? Broadly, there are three approaches to the construction of a
reverse engineering toolkit. In the first, reverse engineering tools operate directly
on the source code itself. In the second, the source code is translated into a
machine-friendly intermediate format, and the reverse engineering tools operate
on this special format rather than on the code itself. In the third approach, the
transformed source code is stored in a database (called a program base), and
the reverse engineering tools use its query interface in order to carry out their
analyses.

We believe that this last approach provides the most suitable environment
for reverse engineering data design from DIPs. Despite the fact that it overcomes
many of the limitations of the other approaches in this context, it has not yet
been employed for the reverse engineering of data designs. We propose an ar-
chitecture based around the notion of a program base. Our approach has the
following advantages. Firstly, it gives the user control over the extraction pro-
cess. Unlike the techniques which are designed for extracting a specific aspect of
a data design, our approach gives the user control over what to extract and how
it may be extracted in an exploratory manner. Secondly, our approach allows
extraction reuse. Once a successful extraction strategy (a sequence of query and
manipulation) is developed, it can be reused or tuned for some future extrac-
tion tasks. Finally, the approach we propose is well suited for extracting data
constraints that are fragmented and distributed in DIPs. Given the variety of
coding styles used in DIPs, we believe that the exploratory feature of our ap-
proach represents a plausible way forward for successfully extracting data design
from legacy data intensive programs.

The paper is organised as follows. Section 2 gives a discussion of the related
work. We explain our approach in detail in Section 3. In Section 4,we demonstrate
the usefulness of our approach by presenting examples from the analysisof source
code taken from a legacy system currently in use at British Telecommunications
(BT). Finally, conclusions are drawn in Section 5.

2 Related Work

After many years of research into data and software reverse engineering, a rich
collection of techniques have been developed for the recovery of software and data
designs from legacy systems [10,2,5]. In terms of data design extraction, the ma-
jority of this research has focussed on the recovery from structural schema-based
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information [16,4,6,9,12,18]. The techniques proposed take a database schema
(relational, hierarchical or networked) as input and produce a conceptual data
model as output. Typically, they assume the availability of some semantic knowl-
edge about the schema: keys, candidate keys and some data dependencies [4].
For example, the technique proposed by Chiang, Barron and Storey [4] can be
used to extract accurate EER models from a set of relations, but only when the
input relations are in Third Normal Form. For DIPs, these assumptions are of-
ten unrealistic, since much of this required semantic knowledge is not explicitly
specified in the program.

In terms of source code analysis, much existing work is in the area of software
reverse engineering, which focuses on the extraction of software design from
programs. This work can be categorised into the following three architectural
styles.

Direct Analysis. In this first architectural style, reverse engineering techniques
are implementedto operate directly on the source code itself. The result of the
analysis isthen output in a form that is suitable for human consumption.

Source Code

Techniques New Technique
Analyses
Parsing( ) Analysis

Parsing( )

Since each technique is designed to work on the source code directly, it is neces-
sary that the technique understands the syntax of the source code. This means
that each direct analysis tool has to contain a built-in parser for the source
language in which the source code is written. For example, a COBOL analysis
technique proposed by Andersson [1] is quite powerful in resolving complex data
structures and deriving limited data constraints from COBOL programs, but
it must have a built-in COBOL parser if it is to work. Most program slicing
techniques are of this type too [19,11] – they integrate the syntactical under-
standing of a program and the process of extracting a slice into one tool. This
results in one major limitation of this type of technique. When a new tool is to
be implemented, a new parser must be implemented within the tool, even if it
is functionally equivalent to the parsers that already exist within the previously
developed tools for the same language. Similarly, if an existing tool is to be used
to analyse source code in a different language, it must be reimplemented with a
new built-in parser. This results in a considerable duplication of effort whenever
several tools are to be developed for use on the same source code.

Indirect Analysis. The second architectural style overcomes these limitations
by using a single parserto translate the input program into a common machine-
friendly format, on which all the reverse engineering tools operate.
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Source Code

Middle Layer

Parsing

Techniques
(Analyses) (Analysis)

New Technique

Now, when a new tool is developed, there is no need to re-implement the part of
the tool that parses the source code. Similarly, existing techniques can be made
to operate on source programs in a different language simply by implement-
ing a new translator from that language to the common format.For example,
the wide spectrum language (WSL) used in Maintenance Assistant [20] is suffi-
ciently general to allow the semantics of several different source languages to be
represented.

While it is a significant improvement, this approach still has some limitations.
The techniques associated with this architecture are usually designed to do one
“complete” extraction, i.e., to produce some pre-determined design pattern as
output. While this might be thought to be entirely appropriate, it has the effect
that the individual tools tend to be independent of one another and are not
composable. In other words, it is usually not possible to use the output of one
tool as the input of another, in order to perform some more complex analysis
step. And yet this ability to combine tools is crucial if the flexible experimenta-
tion required for extraction of data designs from DIPs is to be supported in an
economic manner.

For example, Yang and Chu have developed a system which translates a
COBOL program into the WSL and then transform the WSL representation
of the program into an ER model [20]. However, all the transformations imple-
mented in their system are designed to work on some intended COBOL con-
structs in a prescribed way, and there is no room for the user to experiment
with a variety of different transformations easily. That is, if one is to experiment
with a new transformation that is not already available in the system, then the
new transformation must be programmed in a general purpose programming
language and brought into the system first. This can be time consuming and
requires a good knowledge of the system. This seriously limits the usefulness
of their system. For example, a REDEFINE statement is treated as defining an
independent entity in their system, and no other interpretation of this statement
may be attempted.

Query-Based Analysis. The third architectural style brings yet greater flex-
ibility by using a database management system to store the source code in its
intermediate, parsed form.
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Source Code

Query Interface

Program Base

Techniques
(Analyses)

New Technique

Parsing

Query

(Analyses)

The main benefit of this is that analyses of programs now take the form of
queries over this database and manipulation of query results1. Since the re-
sults of these queries and manipulations are database objects themselves (either
retrieved from the original program’s parse tree or generated from the manipu-
lation of query results), they can be reused by other queries and manipulations.
For example, one query might identify the parts of the program which are suit-
able for analysis by a particular group of reverse engineering techniques, while
other queries/manipulations implement that family of analysis techniques. This
allows more complex analysis tools to be created by composing existing ones.

In addition to this benefit, since the tools are written in a high level (and
often declarative) language, they are much simpler to write, and easier to modify.
This allows the user to formulate hypotheses, test them and then modify them
in the light of their experience and query result. Moreover, since the results of
analyses can also be stored in the database, time is saved that would otherwise be
spent repeatedly calculating the same results. Given the size of many DIPs, and
the complexity of many reverse engineering techniques, this can be a significant
improvement in the overall usability of the reverse engineering environment. A
further advantage is that the results of several different analyses can be compared
with one another, to help the user make the correct decision when different
analyses produce conflicting results.

The idea of querying source code for information is of course not new. For
example, the commonly-used string searching tools, such as grep and awk, can
be regarded as the simplest forms of source code querying. They are easy to use,
but are only suitable for tracking some lexical structures in the source code. Paul
and Prakash, on the other hand, developed an interesting algebra for querying

1 Note that we have used the term “query” here and in the following rather loosely to
include both retrieval and update operations.
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source code stored as an abstract syntax tree [15]. With the algebra, it is possible
and easy to compose primitive operations to form a non-trivial operation. For
example, the following query retrieves all the function names used in file dfa.c:

retrievefunc−name(func − list(pickfile−name(x1)=′dfa.c′(FILE)))

and is composed of 3 primitive operations.
There are other query-based systems which use different source code repre-

sentations [3] or different query interfaces [13]. They all provide environments
similar to the kind that we believe are most suitable forreverse engineering of
data design from DIPs. Despite the fact that it overcomesmany of the limita-
tions of the other approaches in this context, the query-based approachhas not
yet been employed for the reverse engineering of data designs.

3 Our Approach

In this section we describe our approach to query-based architecture for reverse
engineering of data design and demonstrate its usefulness with a number of
examples. The work reported here is part of the BRULEE project2 which aims
to develop a software architecture to support the extraction and presentation
of business rules buried within legacy systems. For more detailed discussion on
business rules and the BRULEE project, the reader is referred to [17,7].

3.1 The Architecture

The system architecture is shown in Figure 1, which consists of three distinct
parts: a preparation part, the Program Base and an extraction part.

In the preparation part, our main concern is to parse a DIP to create an
abstract syntax tree, which is then stored in the Program Base. A parser gen-
erator is also included in our architecture to facilitate the production of parsers
for different programming languages.

The Program Base is an object-oriented database management system. Given
the variety and complexity of program constructs that may be found in DIPs
and the fact that much of our source code analysis is highly navigational in
nature, we consider that this form of DBMS is an appropriate one – it allows
us to handle complex program constructs with ease and efficiency. The parsed
program constructs are stored in the Program Base in an object-oriented format.
For example, the statement MOVE A TO B in COBOL is stored in the database
as

MoveStatement(2-2-2-391, ’MOVE’, LeftArg, ’TO’, RightArg)
LeftArgument(2-2-2-546, IdentifierList)
:

It is easy to see how all such objects link up to form an abstract syntax tree.

2 Business RULe Extraction and Exploitation
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Fig. 1. The system architecture

In the extraction part, the user analyses the source code stored in the Pro-
gram Base in order to identify any patterns or evidence that will contribute to
the reconstruction of the data design buried in the source code. The way in which
the source code is analysed is very different from a non-query based approach.
Here, the user is in control and can explore the source code by posing any num-
ber of queries against the Program Base. By examining the query results, the
user can then determine whether any of the results contribute to the data design
to be recovered and what analysis should be performed next. A complex strategy
for extracting data design is developed in this exploratory fashion.

Consider the following example. Intuitively, we could hypothesize that a
MOVE A TO B statement, where A and B are attributes belonging to two dif-
ferent record types, might indicate that two record types are somehow related.
Knowledge of such relationships is useful in order to understand a data de-
sign in a system. For example, with some additional semantics (extracted from
the program or obtained from a domain expert), we may be able to establish
that the two record types are in fact “referentially related” or forming a sub-
type/super-type relationship. To verify this hypothesis (i.e. whether two record
types are related via a MOVE statement), we can formulate the following sequence
of queries/manipulations (we have used a slightly edited version of the query to
make it easy to understand):

1 S1 = select(P, MOVE, left-arg = identifier);
2 For each M of S1
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3 S2 = select(P, RECORD, field = M’s left-arg);
4 S3 = select(P, RECORD, field = M’s right-arg);
5 S3 = extend(S3, RECORD, related = S2);
6 S2 = extend(S2, RECORD, related = S3);
7 select(S2,RECORD);
8 select(S3,RECORD);
9 EndFor

These statements are largely self-explanatory. select(src, cls, pred) means
a selection of program constructs of class cls from source src with an optional
predicate pred, and extends(src, cls, att=vlu) creates new objects which
are the extension of objects of class cls in source src with a new attribute value
pair att = vlu. Finally, we use S = to represent an insertion of objects into S.

What the above code achieves is this. First, we select, from the program (P),
all the MOVE statements whose left argument is a variable (1). For each such
statement, we then select all the records that contain the left and right variable,
respectively (3,4). Following that, we extend copies of objects in S2 and S3 with
a new attribute related (5,6), where the association of two records through the
MOVE statement is recorded. Note that the original records will remain intact.
Finally, a set of related records is selected from S2 and S3 (7,8), which may be
analysed further.

This approach has a number of advantages.

– Firstly, it is very simple and easy to develop a compact expression to verify a
hypothesis that the user may have. This is important because when analysing
a DIP, we often rely on some heuristics to search for plausible evidence, rather
than definitive patterns from which we can definitely infer the presence of
some data structures and constraints. For example, in addition to the MOVE
statements, a nested record structure in COBOL could also (but not always)
indicate an implicit relationship held between the record and sub-record. We
believe, therefore, that this exploratory form of manipulation is essential for
handling DIPs.

– Secondly, our approach allows the user to build up a data design gradually
and incrementally. This is important because, given the complexity of a DIP,
trying to recover a data design at a click of a single button would be too
ambitious. In the above example, for instance, it is possible that after the
result is retrieved and examined, we may decide to refine the extraction
process by carrying out any or all of the following analyses, depending on
what is actually contained in result set and whether there are are other forms
of input available for us to analyse:

• analysis of data to establish an inclusion dependency between the two
related record types.

• querying the program base for further evidence of relationships (e.g the
implicit relationships defined by the nested records) to complete or con-
firm the set of relationships that have already been established.

• filtering out the records that are related at the record level (i.e. COBOL
01 level) if we are only interested in attribute level relationships.
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• consulting human experts for confirmation of each of the identified rela-
tionships.

These are just examples. Many more possible analyses and manipulation can
be envisaged. However, it would not be easy to build all such possible steps
into one algorithm. Nor would it be economic to do so because not all these
steps are required in all data design extraction tasks. We therefore believe
that incremental extraction represents a realistic and manageable way of
extracting and building up a data design from a complex legacy DIP.

– Thirdly, our approach allows extraction reuse. Once the user has constructed
a successful application over the program base to extract some aspects of a
data design from a DIP, the expertise invested in and the experience gained
from that process may be reused in future data design extraction tasks.
That is, we may reuse the extraction code developed for one task (tuned as
necessary) in another. This is a useful property because it can reduce the
amount of effort required to develop new applications to extract data design
from legacy systems.

– Finally, our approach is particularly useful for extracting various data con-
straints or business rules from DIPs. The extraction of such constraints are
largely ignored by most existing data design extraction techniques. This is
probably because until now general constraints have not been included ex-
plicitly as part of a data design, hence extracting them from legacy systems
has not been considered. However, the need to understand and to model
constraints in an explicit way is beginning to be appreciated, and the ability
to extract them from legacy systems is becoming increasingly important.
The exploratory nature of our approach makes it particularly suitable for
extracting constraints that are deeply coded in various kinds of program
statement and dispersed across the whole program.

4 Experiments of Our Approach

Having explained our approach in general, we now present a number of exper-
iments that we have conducted to demonstrate the usefulness of our approach.
The reverse engineering environment provided by our system is shown in Fig-
ure 2.

The system is designed based on visual programming principles. There are
a set of tools available (shown at the bottom of the frame) and these tools may
be composed to form a reverse engineering process (shown as connections in the
frame). Each tool represents a specific function, and can be set parameters and
executed. For example, the File tool allows the user to specify the input file and
its execution will open the file. Users may use any type of tool as many times as
they like in a single reverse engineering process, provided that the compositions
make sense. Once the tools are connected or composed, the execution of one tool
will trigger the execution of all its predecessors. For example, the execution of the
Querying tool will trigger the execution of the Loading tool in Figure 2, asking
it to supply a program base for querying. The Loading tool in turn triggers the
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Fig. 2. Reverse engineering environment

execution of the Parsing tool, asking it to supply a parsed program tree, and
so on. Such an environment makes the reverse engineering of data design both
interactive and flexible. It should be noted, however, that we are still at an early
stage of software development. The tools shown here are not adequate yet for
complex reverse engineering tasks, but our system is generic enough to allow
new tools to be added in easily.

4.1 Experiment Setup

For our experiments, we have set up the preparation part of our architecture (see
Figure 1) as follows.The source code is a data intensive program from an existing
legacy system: a COBOL application from BT. The program, which is part of a
much larger COBOL application that we are studying, is just under 22,000 lines
of code. For confidentiality, we cannot discuss the application itself here. We
have used SableCC [8] as our parser generator. The grammar used to generate
the required COBOL parser consists of over 2000 lines of BNF definitions.

The COBOL source program is parsed into a strongly typed abstract syntax
tree, represented as a set of Java classes. There are over 1000 classes gener-
ated.The abstract syntax tree generated by the parser is stored in Objectivity
[14], an object-oriented database management system. In total, we have about
115,000 objects (program constructs) stored in the database. For this experi-
ment, we have not performed any transformation on the abstract syntax tree
generated. That is, the abstract syntax tree is stored in Objectivity as is gener-
ated by the parser.
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Table 1. Querying single class of program constructs

Program Construct Predicate Number of Found
RECORD definition 77
MOVE Statement 2088
IF Statement 792
IF Statement condition contains ’C000-JOB-NO’ 8
MOVE Statement left-arg = ’C000-JOB-CMPLN-DATE 2

For the extraction part, currently, we use the query language and the user
interface provided by Objectivity.Users issue queries to the underlying program
base via Java, the binding language for Objectivity, and the result of query
evaluation is returned to the user as an Iterator in Java.

4.2 Source Code Exploration

In this experiment, we performed one of the simplest possible code analyses: the
retrieval of a single class of program constructs from the program base. This
type of operation is often the starting point in source code analysis and is useful
for gaining an initial understanding of the source code in an exploratory manner.
Table 1 shows the result of some of the queries we performed.

The results of these queries can be useful in a number of ways. First, they
allow the user to examine the result set to determine what analysis could or
should be performed next. For example, we noticed in our examination of the
MOVE set that some MOVE statements involve the attributes of IDMS records,
and these MOVE statements have a quite recognisable pattern. For example, the
following is one of them

MOVE C000-JOB-CMPLN-DATE TO I1503-INST-START-DATE

where an IDMS record is labelled with an Ixxx prefix. Since these MOVE state-
ments cannot contribute to the investigation of how two COBOL record types
may be linked together via a MOVE statement, they can be removed from further
processing in this case. Thus, examining the MOVE set helps to develop a strategy
to analyse the MOVE statements further.

Second, the user can quickly test out some hypothesis that he or she may
have. Consider the last entry in Table 1 for example. If the user is expecting the
value of C000-JOB-CMPLN-DATE to be assigned to only one variable (only to an
IDMS record, for example), then our query will reveal that this is not the case:

MOVE C000-JOB-CMPLN-DATE TO WS-CHKPNT-CMPLN-DT
MOVE C000-JOB-CMPLN-DATE TO I1503-INST-START-DATE

This could indicate that the data design may have evolved beyond the user’s
knowledge about the system.

Finally, some simple “impact analysis” can be supported. For example, the
last but one entry in Table 1 can be used to help the analysis of the effect on
the IF blocks if changes are made to C000-JOB-NO.
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It is worth noting that it is in this experiment of retrieving various program
constructs from the program base that the use of an object oriented database
system is fully justified. It is true that simple tools such as grep could also be
used to locate various program fragments. However, where the retrieval of the
located fragments from a program is concerned, an abstract syntax tree stored
as a set of strongly typed objects in an object oriented database makes it a much
easier task.

4.3 Incremental Extraction

In this second experiment, we demonstrate the use of our approach to extract
a data design in an incremental fashion. Consider the discovery of possible re-
lationships between two record types again. Assume that our initial hypothesis
is that all MOVE statements in the source code could contribute to such relation-
ships. We therefore set up the following to verify our hypothesis (we describe
our queries and manipulations below in diagrams to highlight the incremental
characteristics of our approach):

M2M1 Select(M1,MOVE,
left-var=variable)Select(P,MOVE)

P

We select MOVE statements from the program first to produce M1
(select(P,MOVE)) and then select from M1 the set of MOVE statements that have
variables as the left argument (select(M1,MOVE,left-arg=variable)). This
produces the final result M2. However, having examined the MOVE statements
contained in M2, we find that not all the variables used in those statements
are the attributes of records; some are IDMS bindings. We therefore refine our
process accordingly to include further manipulations as follows:

M1

M2

R M3

R

M4

right-arg in R)left-arg in R)

left-var=variable)
Select(M1,MOVE,

Select(M2,MOVE Select(M3,MOVE

Select(P,MOVE)
Program

Select(P,RECORD)

That is, we select RECORD objects from the program to produce R and use R in
conjunction with M2 to select a set of MOVE statements that contain only the
attributes of records as the left argument. This produces M3. Finally, we use M3
and R together to produce M4.

This is a relatively simple example, but it is interesting to observe how we
allow the extraction process to be constructed “incrementally” and how the
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operations are composed one with the other. It is also interesting to note how the
sizes of the subsets of relevant program constructs gradually reduce to provide
a focus on the constructs that are truly relevant: from M1 containing 2208 MOVE
statements to M4 containing just 79.

4.4 Find Constraints

Most existing data design extraction techniques can extract data structures [4],
relatively few can extract integrity constraints [12] and almost none can extract
more general constraints. In this experiment, we show how our approach can help
to recover constraints associated with data objects. Let’s now consider a con-
crete example. Suppose that we are interested in finding constraints associated
with attribute WS-AC-INST-PROD. In a DIP, constraints are typically fragmented
across the whole program and coded in various program constructs. Thus, there
is need to locate the relevant fragments and then to assemble them back to a form
of constraint. In the following, we will illustrate the process of extracting condi-
tions embedded in IF statements that govern the update of WS-AC-INST-PROD.
The following steps were taken:

M2M1

’WS-AC-INST-PROD’)

Select(P,Program
MOVE, right-arg=

in its body)

IF contains M1
Select(P, IF,

We first select all the MOVE statements containing WS-AC-INST-PROD as the
right argument (i.e. the target of an assignment). We then select all those con-
ditional statements (IF statements) that involve the update of this attribute in
their bodies. For the given example, we retrieved 7 such blocks and one of them
is shown below:

IF I1506-CP-TOTAL-QTY > 0
MOVE I1506-PRODUCT-ID TO I3076-PRODUCT-ID
OBTAIN CALC PRODUCT
IF DB-REC-NOT-FOUND

CONTINUE
ELSE

PERFORM Y998-IDMS-STATUS
IF I3076-MNEMONIC = ’CCOD’

MOVE I1506-PRODUCT-ID TO WS-AC-INST-PROD
ELSE

CONTINUE
END-IF

END-IF
END-IF

If we rewrite the above into a more understandable form, then we have the
following:
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IF (I1506-CP-TOTAL-QTY > 0) AND
(NOT DB-REC-NOT-FOUND) AND
(I3076-MNEMONIC = ’CCOD’)

THEN
UPDATE WS-AC-INST-PROD WITH I1506-PRODUCT-ID

These extracted fragments (plus other fragments that may be extracted from
the program) can then be analysed further for the derivation of a constraint.

5 Conclusions

In this paper we have presented a query-based approach to extracting data design
from data intensive programs and demonstrated its usefulness with experiments
using legacy code in use at BT. The key strength of this approach is its flexibility:
the user can explore the source code arbitrarily, test any hypothesis easily and
develop his or her own extraction strategy incrementally, all in the light of his
or her experience and intermediate query results. These features, we argue, are
essential for reverse engineering a DIP successfully. The exploratory nature of
our approach makes it particularly suitable for extracting constraints or business
rules that are deeply coded in various kinds of program statement and dispersed
across the whole program.

While the paper has suggested a promising approach to extracting data de-
sign from source code, the work is still at an early stage and a number of inter-
esting research issues still remain. Firstly, while we can always develop a data
design extraction application over the program base by using any query language
provided by the underlying DBMS, it is desirable to have a set of primitive op-
erations with which the development of an extraction could be made easier.
Designing a meaningful set of such primitive is not a trivial task. Secondly, the
extraction of general constraints or business rules from DIPs is still a challenge.
We need to design heuristics that can be used to locate such constraints in the
source code and to develop techniques that can relate and interpret the recov-
ered fragment constraints meaningfully. Finally, the design of efficient internal
structure for storing the source code is worth further investigation.
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Abstract. In the financial domain a large number of inconsistent documents are 
produced every day. Up to now, many of the consistency management activities are 
executed manually, generating significant expense and operational risks. In this 
paper we present an approach for consistency management of financial XML 
documents. The approach includes the activities of consistency checking and 
consistency handling. It is based on consistency rules, used to express relationships 
among elements and documents, and resolution actions, used to restore the 
documents to a consistent manner. A prototype tool has been developed to 
demonstrate and evaluate the approach. 

1 Introduction 

A large number of financial documents are produced every day, either as a result of 
financial transactions involving multiple actors with different views and opinions, or 
as a result of accessing and manipulating data in trading systems. These systems are 
generally created and administered independently, differing physically and logically. 
The heterogeneity of these systems are exhibited in the use of different programming 
languages, the availability of different platforms and operating systems, and the 
various ways of storing, manipulating and exchanging data. Inevitably, the produced 
documents are often inconsistent. 

It is important to manage these inconsistencies to allow interoperability and
integration of front-, middle- and back-offices, and to support tasks like trade
confirmation, trade settlement, and trade collateral matching. Up to now, many of the
consistency management activities are executed manually, generating significant
expense and operational risks.

For example, consider a trade confirmation process, where each party produces a
document with its own view of a trade that has been agreed to over the phone. In a
normal scenario, the parties exchange these documents via fax or electronically in
order to check inconsistencies of the documents' content, such as settlement date, rate,
amount, name of the parties. The parties produce consistent versions by checking 
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documents manually and discussing changes via phone and fax before executing the
settlement.

With the development of the Internet and eXtensible Markup Language (XML) [4],
new standard data interchange mechanisms for the financial domain have been
proposed. Examples of these standards are the Financial product Markup Language
(FpML) [15], Financial Information Exchange Protocol Markup Language (FIXML)
[16], Network Trade Model (NTM) [19], and Open Trading Protocol (OTP) [22].
These standards have been extensively used to support many financial activities,
ranging from Internet-based electronic dealing and confirmation of trades, to
interchange data between front-, middle-, and back-office services. The result is the
creation of various documents representing instances of the standards, generated by
different applications and person everyday. However, consistency management of
these documents is still an open question.

In this paper we propose an approach for consistency management of financial
XML documents. Our approach is simple, lightweight, and concentrates on
inconsistencies in the documents’ instance level. It is based on consistency rules, used
to express relationships among elements, and resolution actions, used to restore the
documents to a consistent state. When dealing with financial documents the resolution
of inconsistencies is necessary and important to avoid mismanagement of data.

The proposed approach tackles the activities of consistency checking and
consistency handling, in the consistency management process [31]. Consistency
checking is concerned with the tasks of specifying consistency rules and identifying
inconsistent elements, by checking for violations of the consistency rules.
Consistency handling is related to the tasks of specifying resolution actions for
dealing with inconsistencies, selecting the resolution actions to be executed, and
restoring the documents to a consistent format by applying the resolution actions1.

The work presented in this paper extends previous work for consistency
management proposed in [10][34]. In the previous work the authors proposed an
approach to allow identification and detection of inconsistencies in distributed XML
documents, based on consistency rules, where the related elements are associated
through hyperlinks named consistency links. The approach presented in this paper 
complements this former work by describing a way of handling inconsistencies, and
applying the whole approach in a specific domain, i.e. finance.

The rest of this paper is organized as follows. Section 2 describes the approach
being proposed. Section 3 presents a formalism to express the consistency rules, a
classification for the different types of rules, and examples of these various types.
Section 4 describes a formalism to express the resolution actions and one example of
these actions. Section 5 addresses the implementation of XRule tool to support the
approach. Section 6 discusses related work. Finally, section 7 summarizes the
approach and suggests directions for future work.

                                                          
1 As outlined in [31], in a consistency management process the consistency handling actions

depend on the type of inconsistencies and can be of various types. Examples are actions that
modify documents, restore or ameliorate inconsistencies, notify users about inconsistencies,
and perform analysis. In this paper we concentrate our work on actions that restore the
documents, called hereafter as resolution actions.
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2 The Approach

Our approach is based on XML and related technologies such as XPath [7] and XSLT
[6]. Fig. 1 presents an overview of the approach. The main component of our
approach is called XRule and is composed of a consistency checker and a consistency
handler.

Fig. 1. An overview of the approach 

The consistency checker is responsible for identifying inconsistencies in the
participating XML documents. It receives as input financial XML documents (e.g.
FpML instance documents) and consistency rules previously defined. The consistency
rules describe the relationship that should hold between the participating documents.
In the next step, the consistency checker verifies for violation of the consistency rules
in the XML documents, i.e. the relationships that do not hold. In cases where
inconsistencies are detected, the consistency checker generates resolution actions
related to these inconsistencies and a XSLT stylesheet document.

The resolution actions specify the parts inside the XML documents that are
inconsistent and to which value they should be changed in order to eliminate
inconsistencies. The XSLT stylesheet describes how to transform one XML document
into another XML document. The stylesheet and resolution actions are used by the
consistency handler to restore the XML documents into a consistent state. The
restoration of the documents is supported by XSLT processor, which transforms
inconsistent XML documents into ‘new’ consistent XML documents2.

The resolution actions and stylesheets are dynamically created during the
consistency management process. This is due to the fact that it is not possible to know
which parts of the participating documents are inconsistent before executing the
consistency checks. In addition, depending on the type of inconsistency and on the 
inconsistent element, the user needs to interact with the system to specify a ‘new
value’ to which the inconsistent element should be modified.
                                                          
2 A detailed description of XSLT [6] is beyond the scope of this paper. 
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3 Consistency Rules 

In this section we present the syntax used to express the consistency rules and the 
different types of consistency rules that we can express using the syntax. The 
consistency rule syntax is similar to the formalism proposed in [34]. However, it 
involves logical quantifiers (forall, exists) and is described in terms of XML [4] and 
XPath [7] syntax. The reasons for using XML and XPath are (a) to provide an open 
and standard way of expressing the rules; (b) to facilitate and standardise the 
construction and execution of a consistency rule interpreter; (c) to aid generation of 
resolution action; and (d) to facilitate access to and modification of XML documents. 

A consistency rule is composed of two parts. Part 1 is related to relevant sets of 
elements in various documents to which the rule has to be verified. Part 2 is 
concerned with conditions expressing the relationships between the elements in part 1 
that have to be tested.  

Fig. 2 illustrates the Document Type Definition [4] for the consistency rule syntax. 
It contains a root element called ConsistencyRule composed of six element contents 
and one attribute id. Attribute id uniquely identifies the consistency rule. The element 
contents are described below. 

Description – it contains a natural language description of the consistency rule;
Source & Destination – they contain XPath expressions for identifying sets of
elements to be checked against the consistency rule. It is possible to have more
than one type of Destination elements to be checked against the same type of
Source elements. This occurs when a consistency rule refers to more than two
types of element sets in the participating documents. Thus, for each type of
Destination element set in a rule there is a unique identification represented by
attribute dest_id, which is referenced as an attribute in element Condition;
Condition – it is composed of six attributes:

• expsourcequant - a quantifier that can have value “forall” or “exist”, which is
used to specify if the condition has to be satisfied for all elements, or at least one
element, respectively, in the Source element set;
• expsource - an expression related to the Source element set;
• op - an operator associating expsource with expdest, which can have the

following values: equal, not_equal, greater_than, less_than, less_equal,
greater_equal, and sum;
• dest_ref - a reference to the unique identification of a Destination set;
• expdestquant - a quantifier that can have value “forall” or “exist”, which is used

to specify if the condition has to be satisfied for all elements, or at least one element,
respectively, in the Destination element set;
• expdest - an expression related to the Destination element set.

Operator – this element is related to the situation in which the rule is composed
of more than one condition. It contains an attribute value, which can have the
Boolean content “AND” or “OR”.

The proposed consistency rule syntax allows the representation of different types 
of consistency rules. We classify these types based on the facts that (a) the 
consistency management process is executed by comparing the participating 
documents and the elements composing the Source and Destination sets pair wise; 
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and (b) in XML documents data can be represented either as elements or attributes3.
Therefore, the different types for consistency rules that can be represented by using 
the syntax shown in Fig. 2 are related to the comparison of documents, elements, and 
mixture of documents and elements.  

Fig. 2. Consistency rule syntax 

Table 1 summarizes a general classification for the consistency rules. In the table
the names in the rows and columns are related to the different types of components
being compared: the Source element set and Destination element set, respectively.
The Source and Destination sets reference participating documents and XML
elements. The content of each position in the table refers to different consistency rules
described below.

This general classification can be refined to a more specific classification where we
consider the cardinality of the Source and Destination sets. Table 2 presents a
specialized classification for the consistency rules, based on the fact that either all
elements or at least one element, and either all documents or at least one document in
the Source and Destination sets are compared.

In order to illustrate, we present examples of some of the different types of 
consistency rules related to finance. The rules are specified in XML, based on the 
DTD syntax of Fig. 2. For the examples we assume documents related to FpML 
standard [15]. 

                                                          
3 XML has no rules related to when data should be represented as element or attribute. For 

instance, in the XML Metadata Interchange (XMI) standard [21] all components of a UML 
model are represented as elements. In this text we use the term element meaning both XML 
elements and attributes.

<!ELEMENT ConsistencyRule (Description, Source,
Destination+, Condition, (Operator, Condition)*)>

<!ATTLIST ConsistencyRule id ID #REQUIRED>
<!ELEMENT Description (#PCDATA)>
<!ELEMENT Source (XPath)>
<!ELEMENT Destination (XPath)>
<!ATTLIST Destination dest_id ID #REQUIRED>
<!ELEMENT Xpath (#PCDATA)>
<!ELEMENT Condition EMPTY>
<!ATTLIST Condition

expsourcequant CDATA #REQUIRED
expsource CDATA #REQUIRED
op CDATA #REQUIRED
dest_ref CDATA #REQUIRED
expdestquant CDATA #REQUIRED
expdest CDATA #REQUIRED>

<!ELEMENT Operator EMPTY>
<!ATTLIST Operator value (AND|OR) “AND” >
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Table 1. General classification of consistency rules 

Table 2. Specialised classification of consistency rules 

Type 1: Existence of related elements
This type of rule is related to the existence of related elements in different documents 
or in the same document. 
Example: (Type 1.2) - For every two Foreign Exchange (FX) swap trade documents 
F1 and F2, the party references in F1 has to be the same as the party references in F2.

Type 2: Existence of elements due to the existence of documents
This type of rule is related to the situation in which the existence of one or more 
documents requires the existence of elements in another document.  

          Destination Set      Element           Document
Source Set 

Element                            Type 1              Type 3 

Document                         Type 2              Type 4 

<ConsistencyRule id=”R1.2”>
<Description> For every two FX swap trade documents representing a trade, the party
references in each of the documents have to be the same </Description>
<Source> <XPath> /fpml:FpML/fpml:Trade/fpml:tradeIDs/fpml:TradeIDs/tid:TradeID/

tid:partyReference </XPath> </Source>
<Destination dest_id=”pR”> <XPath> /fpml:FpML/fpml:Trade/fpml:tradeIDs/

fpml:TradeIDs/tid:TradeID/tid:partyReference </XPath> </Destination>
<Condition expsourcequant=”forall”

expsource=”.”
op=”equal”
dest_ref=”pR”
expdestquant=”exists”
expdest=”.” /> </ConsistencyRule>
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Example: (Type 2.4) - For every Foreign Exchange (FX) swap trade documents F1

and F2, related to a trade involving two parties, the names of the parties must exist in 
the documents.  

Type 3: Existence of documents due to the existence of elements
This type of rule is related to the situation in which the existence of one or more 
elements requires the existence of a document.
Example: (Type 3.2) - For every exchange rate in a FX swap trade document F1,
there must exist a document F2 with all the existing exchange rates.

<ConsistencyRule id=”R2.4”>
<Description> For every FX swap trade documents, related to a trade involving two parties, the
names of the parties must exist in the documents.
</Description>
<Source> <XPath> /fpml:FpML/fpml:Trade </XPath> </Source>
<Destination dest_id=”pR”> <XPath> /fpml:FpML/fpml:Trade </XPath> </Destination>
<Condition expsourcequant=”exists”

expsource=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[1]/tid:partyReference”
op=”equal”
dest_ref=”pR”
expdestquant=”exists”
expdest=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[1]/tid:partyReference”/>

<Operator value=”OR”/>
<Condition expsourcequant=”exists”

expsource=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[1]/tid:partyReference”
op=”equal”
dest_ref=”pR”
expdestquant=”exists”
expdest=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[2]/tid:partyReference”/>

<Operator value=”AND”/>
<Condition expsourcequant=”exists”

expsource=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[2]/tid:partyReference”
op=”equal”
dest_ref=”pR”
expdestquant=”exists”
expdest=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[1]/tid:partyReference”/>

<Operator value=”OR”/>
<Condition expsourcequant=”exists”

expsource=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[2]/tid:partyReference”
op=”equal”
dest_ref=”pR”
expdestquant=”exists”
expdest=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[2]/tid:partyReference”/>

</ConsistencyRule>
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Type 4: Existence of related documents
This type of rule is related to the situation in which the existence of a document
requires the existence of another document.
Example: (Type 4.2) - For every FX swap trade document F1 referencing two parties 
pR1 and pR2, and produced by party pR1, there must exist a FX swap trade document 
F2, produced by party pR2, with the same party reference name.  

With the proposed syntax it is also possible to represent consistency rules that 
check for the existence of unrelated documents or elements. Due to limitation of 
space we do not present here examples of these types of consistency rules.

<ConsistencyRule id=”R4.2”>
<Description> For every FX swap trade document referencing two parties and produced by one
party, there must exist a FX swap trade document produced by the other party, with the same
party reference names </Description>
<Source> <XPath> /fpml:FpML/fpml:Trade </XPath> </Source>
<Destination dest_id=”ST”> <XPath> /fpml:FpML/fpml:Trade </XPath> </Destination>
<Condition expsourcequant=”forall”

expsource=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[1]/tid:partyReference”
op=”equal”
dest_ref=”ST”
expdestquant=”exists”
expdest=”./fpml:tradeIDs/fpml:TradeIDs/ tid:TradeID/tid:partyReference”/>

<Operatorvalue=”AND”/>
<Condition expsourcequant=”forall”

expsource=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[2]/tid:partyReference”
op=”equal”
dest_ref=”ST”
expdestquant=”exists”
expdest=”./fpml:tradeIDs/fpml:TradeIDs/tid:TradeID/tid:partyReference”/>

</ConsistencyRule>
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4 Resolution Actions 

In this section we present the syntax used to express the resolution actions. Similar to 
the consistency rules, and for the same reasons, the syntax to express the resolution 
action is also described in terms of XML [4] and XPath [7] syntax. 

A resolution is composed of two parts. Part 1 is related to fragment parts of the 
participating documents that are inconsistent. Part 2 is concerned with values that 
should be replaced in the fragment parts of part 1, to convert the document to a 
consistent state.  

Fig. 3 illustrates the Document Type Definition [4] for the resolution action syntax. 
It contains a root element called Action composed of two element contents. The two 
element contents are described below. Fig. 4 presents an example of a resolution 
action for consistency rule R4.2 (Type 4) shown in section 3 

DocumentFragment - it contains XPath expressions identifying the part of the 
document where inconsistency was detected; 
NewValue – it contains the ‘new’ value to which the fragment part has to be 
modified to restore the document to a consistent mode.

Fig. 3. Resolution action syntax 

Fig. 4. Example of a resolution action 

Based on the action a stylesheet is created to support the restoration of an 
inconsistent document.   Fig. 5 presents an example of a XSLT stylesheet related to 
the resolution action shown in Fig. 4. The stylesheet is composed of two template 
rules. The first template rule matches all the attributes and nodes in the original XML 
document (source tree), and creates a new XML document (result tree) by copying 
these attributes and nodes. The second template rule is related to the content of the 
resolution action. It matches the nodes related to the inconsistent part of the 
document, and replaces them with the ‘new value’ specified in the resolution action. 

<!ELEMENT Action (DocumentFragment, NewValue)>
<!ELEMENT DocumentFragment (XPath)>
<!ELEMENT NewValue (#PCDATA)>
<!ELEMENT XPath (#PCDATA)>

<Action>
<DocumentFragment> <XPath>

fpml:FpML/fpml:Trade/fpml:tradeIDs/fpml:TradeIDs/tid:TradeID[1]/
tid:partyReference </Xpath> </DocumentFragment>

<NewValue>ABC Trust
</NewValue>
</Action>
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Fig. 5. An example of the XSLT stylesheet 

5 The XRule Tool 

In order to evaluate our approach, we developed a prototype tool called XRule, which 
supports the consistency management process. The tool was implemented as proof of 
concept and developed in JDK 1.1.6. It uses Apache [1] Xerces Java Parser 1.1.2, for 
parsing XML documents, and Apache Xalan Java XSLT Processor 1.1, as the XSLT 
processor.  

The prototype contains the implementation of essential features that enable us to 
evaluate and prove the feasibility of our approach. The main goals of our tool are to 
perform consistency checks and restore the documents to a consistent state. The 
document restoration is based on interaction with the user. This interaction is 
necessary to identify the correct instance value of the inconsistent document part. 

Fig. 6 presents the initial screen of the XRule tool. It contains a list of all available 
consistency rules. For the prototype we have implemented ten different types of rules. 
We grouped these rules into two categories: single document rules, for the rules 
related to only one document, and pair of document rules, for the rules related to two 
or more documents.  

After selecting a consistency rule, the documents to be checked for consistency are 
specified by the user. These documents can be located in the same machine where 
XRule tool is being used or accessed over the Web. The result of the consistency 
checking process is presented to the user, as shown in Fig. 7. For the example we 
consider the execution of only one trade on 26/05/1999. Therefore, there are only two 
documents checked for consistency rule 7 in Fig. 6. The first document (Source) is 
related to the trade summary; the second document (Destination) is related to the trade 
itself.  

When an inconsistency is found, the application presents the fragment parts that
are inconsistent in both documents, with their respective values, as shown on the top

<?xml version=”1.0” encoding=”UTF-8”?>
<xsl:stylesheet version=”1.0” xmlns:xsl=http://WWW.w3.org/1999/XSL/Transform>
<xsl:output method=”xml”/>

<xsl:template match=”@*|node( )”/>
<xsl:copy>

<xsl:apply-templates select=”@*|node( )”/>
</xsl:copy>

</xsl:template>

<xsl:template match=”fpml:FpML/fpml:Trade/fpml:tradeIDs/tid:TradeIDs/tid:TradeID[1]/
tid:partyReference”/>

ABC Trust
</xsl:template>
</xsl:stylesheet>
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of Fig. 7. The two participating documents are also displayed on the screen to allow
the user to browse the documents, if necessary.

In the case where the user wants to execute the consistency handling process, s/he
selects to “proceed”. The application presents to the user the screen shown in Fig. 8
with the condition in the related consistency rule that does not hold for the
participating documents. After selecting the condition the application automatically
displays the related inconsistent values in the fragment of the participating
documents. The user specifies which document is inconsistent, by selecting either the
Source or Destination value, and specifies the ‘new value’ that should replace the
inconsistent one. For our example the user assumes that the Destination document is
inconsistent, i.e. the document related to the trade executed on 26/05/1999.

Based on the information specified by the user, XRule generates the resolution
action document and the XSLT stylesheet document. The tool executes the restoration
process, and a consistent document is generated and presented to the user.

6 Related Work

Many approaches have been proposed for consistency management. In particular,
approaches for software engineering documents and specifications. A complete and
up to date survey can be found in [31].

Fig. 6. Consistency rules 
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Fig. 7. Result of the consistency checking process 

Fig. 8. Consistency handling process 

In [8][9][13] inconsistency is seen as a logical concept and the authors proposed a
first-order logic-based approach to consistency management in the ViewPoints
framework. However, this approach has not been implemented in a distributed setting.

Spanoudakis and Finkelstein [27][28] suggested a method called reconciliation to
allow detection and verification of overlaps and certain types of inconsistencies
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between specifications expressed in an object-oriented framework. When managing
inconsistency, overlap detection is an activity that precedes consistency rule
construction [14]. We are investigating the use of reconciliation method to check
consistency of meta-level XML documents, i.e. XML Schema documents [12].

In [8][13][18][29][33] the authors proposed logic-based approaches for consistency
checking, where some formal inference technique is used to detect inconsistencies in
software models expressed in formal modeling languages. Our work complements
the work in [10], where the authors developed a technique for detecting
inconsistencies in distributed documents with overlapping content, based on XML
and related technologies.

The strategies proposed for consistency handling can be divided into two groups.
One group is related to the approaches that use actions, which modify the documents
by repairing or ameliorating the inconsistencies [8][9][20][23][33]. The other group is
concerned to approaches that notify the stakeholders about inconsistencies and
perform analysis that would safe further reasoning from documents [3][13][18].

Van Lamsweerde et al. [32][33] proposed a formal framework for various types of
inconsistencies that can occur during requirements engineering process. The idea is to
manage conflicts at the goal level in the context of the KAOS requirements
engineering methodology. This is achieved by introducing new goals or by
transforming specifications of goals into new specifications free of conflicts.

In addition, methods for consistency tracking have been proposed in [11][13]. On
the other hand, specification and application of consistency management policies are
presented in [11][13][24][28].

Identification and resolution of semantic and syntactic conflicts are also issues in
the multidatabase system domain. Many approaches have been proposed in the
literature [5][17][25][26]. A survey of different approaches to detect and resolve
conflicts can be found in [2]. 

Although the existing approaches have contributed to a better understanding of the
consistency management problem, an approach which deals with consistency
management of distributed financial documents have not yet been proposed.

7 Conclusion and Future Work

In this paper we presented an approach to consistency management of XML financial 
documents. The approach supports the activities of consistency checking and 
consistency handling. It uses XML and related technologies to allow Internet-scale 
distribution, standardisation of the consistency management process, and access to 
XML documents. 

We proposed the use of consistency rules and resolution actions to support the 
management process. We developed a prototype tool as proof of concept to evaluate 
the ideas of the work and demonstrate the feasibility and applicability of the 
approach. 

Although the approach has been proposed for dealing with inconsistencies in the 
financial domain, it can be deployed in other settings where consistency management 
is necessary and important. Examples are found in the health care domain, scientific 
domain, and business domains, among others.  
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Before large-scale experimentation and use, we are expanding the prototype to 
allow consistency management of heterogeneous financial documents such as FIXML 
[16], FpML [15], and OTP [22], for meta-level (XML Schema) and instance 
documents. We are also extending our work to allow different types of consistency 
rules and resolution actions. In particular, rules and actions involving complex 
financial calculations like derivative models, and semantic aspects of the data. In [31] 
we proposed an approach for monitoring financial information where we present a 
syntax to describe complex financial calculations. We also plan to expand the 
approach to support other important activities of the consistency management process, 
such as consistency tracking, consistency diagnosis, and consistency policy [31]. 
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Abstract. This paper analyses the relationship between organisational culture 
and the perceptions of use, support and impact of systems development 
methodologies (SDMs) interpreting organisational culture in terms of the 
competing values model. The results show that organisations with different 
culture differ in their perceptions concerning the support provided by SDMs 
and in their perceptions concerning the impact of SDMs on the quality of 
developed systems and the quality and productivity of the systems development 
process. The results depend, however, on the respondent groups (developers vs. 
managers).  The findings also suggest that the deployment of SDMs is 
primarily associated with the hierarchical culture which is oriented toward 
security, order and routinisation. Also managers’ criticality towards the 
deployment of SDMs in organisation with high rational culture (focusing on 
productivity, efficiency and goal achievement) is noteworthy. 

1 Introduction 

This paper investigates the relationship between organisational culture and the de-
ployment of systems development methodologies (SDMs). There are a number of 
reasons for the selection of this topic. Firstly, SDMs have formed one of the central 
topics in Information Systems and Software Engineering. In spite of the huge effort 
devoted to their development and the pressure to adopt them [9] their practical useful-
ness is still a controversial issue ([9],[11]). Secondly, very little is known about the 
actual usage of SDMs. A recent survey of research on SDMs [33] identifies only 19 
papers addressing SDM usage, of which 12 have been published since 1990. The re-
cent surveys indicate, however, quite consistently that many organisations claim that 
they do not use any SDMs (e.g. [5],[13],[27]). Thirdly, most literature on the use of 
SDMs is descriptive. It does not attempt to explain the use of SDMs. 

This study goes beyond the existing literature in the sense that it analyses the rela-
tionship between organisational culture and the deployment of SDMs. There are sev-
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eral reasons for the selection of organisational culture as the focus of this study. 
Firstly, organisations tend to develop specific cultures. These form a context in which 
systems development (SD) and the deployment of SDMs takes place. Secondly, or-
ganisational culture is a rich concept, comprising of symbols, heroes, rituals and val-
ues [15]. Therefore SDMs can be conceived to be part of an organisational culture. 
Wastell [30], for example, argues that a SDM may provide an organisational ritual 
with the primary function to serve as a social defence against the anxieties and uncer-
tainties of SD rather than as an efficient and effective means of developing systems. 
Thirdly, the role of organisational culture as a significant source of organisational in-
ertia is well known ([4],[28]). There is also an emerging interest in the influence of 
culture on the acceptance of IT  [25]. Our assumption is that organisational culture 
may also be influential in the acceptance of SDMs, too. 

The organisational culture of a large organisation cannot be expected to be ho-
mogenous but it consists of a number of subcultures [29]. Recognising this plurality, 
we decided to focus on cultures of IS departments, because they can be expected to 
be most closely associated with the behaviour of IS developers. This study applies a 
specific model of organisational culture, a competing values model [31], to analyse 
the relationship between the organisational culture and the usage of SDMs. The next 
section explains the competing values model in greater detail. Section 3 introduces 
the research design and section 4 the results. Section 5 discusses the findings and 
makes some concluding comments. 

2 Organisational Culture, the Competing Values Framework 
and Deployment of Systems Development Methodologies 

2.1 Organisational Culture 

Organisational culture is a versatile concept that has been used in several meanings 
([1],[29]). Despite the differences, there seems to be an agreement that an organisa-
tional culture includes several levels with a varying degree of awareness by the cul-
ture-bearers. Schein [28] suggests that the deepest level consists of patterns of basic 
assumptions that the organisational members take as granted without awareness. At 
the surface level lie artefacts as the visible and audible patterns of the culture. The 
intermediate level covers values and beliefs, concerning what ‘ought’ to be done. 
Similarly, [15] proposes a model for manifestations of organisational culture, includ-
ing symbols, heroes, rituals and values. In this framework symbols are at the most 
superficial level and values at the deepest level. 

Research into organisational culture has mostly been qualitative. This is related 
with the distinction whether a culture is seen to be unique to each organisation or 
whether it is seen to include significant universal aspects [7]. Studies emphasising 
uniqueness have often been qualitative, whereas those assuming universality have 
more often been quantitative. Despite the dominance of the qualitative tradition, there 
has been some efforts to develop quantitative “measures” for organisational culture 
(e.g. [15]). This paper applies a specific quantitative model of organisational culture, 
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the competing values framework ([7],[23],[24]). As its name suggests, it focuses on 
values as core constituents of organisational culture. 

2.2 The Competing Values Framework 

The competing values framework is based on two distinctions: change vs. stability 
and internal focus vs. external focus. Change emphasises flexibility and spontaneity, 
whereas stability focuses on control, continuity and order. The internal focus under-
lines integration and maintenance of the sociotechnical system, whereas the external 
focus emphasises competition and interaction with the organisational environment 
[7]. The opposite ends of each of these dimensions pose competing and conflicting 
demands on the organisation. 

Based on the two dimensions, one can distinguish four organisational culture 
types. The group culture (GC) with change and internal focus has a primary concern 
with human relations and flexibility. Belonging, trust, and participation are core 
values. Effectiveness criteria include the development of human potential and 
member commitment. The developmental culture (DC) with change and external 
focus is future-oriented considering what might be. The effectiveness criteria 
emphasise growth, resource acquisition, creativity, and adaptation to the external en-
vironment. The rational culture (RC) with stability and external focus is very 
achievement-oriented, focusing on productivity, efficiency and goal achievement. 
The hierarchical culture (HC) with stability and internal focus is oriented toward 
security, order and routinisation. It emphasises control, stability and efficiency 
through following regulations ([7],[23]). Each of the culture types has its polar 
opposites [7]. The GC, which emphasises flexibility and internal focus, is contrasted 
with the RC, stressing control and external focus. The DC, which is characterised by 
flexibility and external focus, is opposed by the HC, which emphasises control and 
internal focus. 

The four cultural types are ideal types in the sense that organisations are unlikely 
to reflect only one culture type [7]. In fact, the competing values model stresses a 
reasonable balance between the opposite orientations, even though some culture types 
may be more dominant than others [7]. This imposes paradoxical requirements for 
effective organisations ([3],[20],[22]). 

Cooper [6] applied the competing values model to understand IT implementation. 
He proposed that different ISs may support alternative values, and that when an IS 
conflicts the organisational culture (values), the implementation of the system will be 
resisted. These implementation problems may lead to underutilisation of the system, 
if implemented, and to the adaptation of the system to the existing culture. The latter 
may lead to more conservative development as initially planned. This paper applies 
the model to analyse the deployment of SDMs to be discussed next. 

2.3 Deployment of Systems Development Methodologies 

This paper uses the term “methodology” to cover the totality of SD approaches (such 
as the structured approach, information modelling approach, object-oriented 
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approach), process models (such as the linear life-cycle, prototyping, evolutionary 
development, spiral models), specific methods (e.g. MSA, IE, NIAM, OMT, UML, 
ETHICS) and specific techniques. 

Deployment encapsulates the post-implementation stages of the innovation diffu-
sion process, where the innovation is actually being used and incorporated into the 
organisation [26]. This focus on the deployment of SDMs is necessary because 
adopted SDMs might not be used effectively, might not be used at all or might not 
have the intended consequences. The deployment of SDMs can be analysed from sev-
eral perspectives. In this paper we focused on the use of SDMs, the perceived support 
it provides, and its impact on the developed system and the development process. 
Accordingly, the following seven perspectives were selected: 

1. maximum intensity of methodology use (vertical use) 
2. methodology use across the organisation (horizontal use) 
3. perceived methodology support as production technology 
4. perceived methodology support as control technology 
5. perceived methodology support as cognitive & co-operation technology 
6. perceived impact on the quality of developed systems 
7. perceived impact on the quality and productivity of the development process 

The first and second perspectives were suggested in [21]. The third, fourth and 
fifth ones are adapted from [14]. [14] developed and empirically tested a functional 
model for IS planning and design aids that distinguishes two major functional 
categories: production technology and co-ordination technology. The functionality of 
production technology “directly impacts the capacity of individual(s) to generate 
planning or design decisions and subsequent artifacts or products”. The co-ordination 
technology defined as “functionality that enables or supports the interactions of 
multiple agents in the execution of a planning or design task” comprises control 
functionality and co-operative functionality. The control functionality “enables the 
user to plan for and enforce rules, policies or priorities that will govern or restrict the 
activities of team members during the planning and design process”. The co-operative 
functionality enables the user “to exchange information with another individual(s) for 
the purpose of influencing (affecting) the concept, process and product of the plan-
ning/design team”1.

                                                          
1 [14] also identifies organisational technology consisting of two additional functionalities: 

support functionality “to help an individual user understand and use a planning and design 
aid effectively” and infrastructure defined as “standards that enable portability of skills, 
knowledge, procedures, or methods across planning or design processes”. The support 
functionality can be interpreted as a functionality’ in the sense that it supports the utilisation 
of all the basic functionalities. One of the findings of [14] was that the support functionality 
was difficult for respondents to clearly differentiate. The infrastructure component resulted 
from the feedback during the study and its differentiation was not tested empirically in [14]. 
We see infrastructure functionalities such as standards to support cooperation. 
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2.4 Organisational Culture and Systems Development Methodologies 

The competing values model can also be applied to IS departments, emphasising that 
the effectiveness of an IS department imposes paradoxical requirements of balancing 
opposite cultural orientations. In the following organisational culture is confined to 
this specific context. The paradoxical nature implies that the relationship between the 
organisational culture and SDM deployment may be quite complicated. The direction 
of causality may be in either of the two directions, i.e. culture influences the deploy-
ment of SDMs or vice versa. This paper takes a view that it is interactive. The rela-
tionship may also be either reinforcing or complementary. The former implies that a 
SDM reinforces the existing culture and the latter that it complements it in some way. 
To exemplify the former case, organisations with a HC may use SDMs as means of 
imposing security, order and routinisation. On the other hand, one can conceive that 
organisations with a DC, for example, may also perceive SDMs as means of imposing 
necessary security, order and routinisation. 

Because of the above complexities we are not prepared to put forward any specific 
hypotheses about the relationship between organisational culture and SDMs. Instead 
we will focus on the research question. Does organisational culture, when applied to 
IS departments, have any relationship with the deployment of SDMs?

3 Research Design and Method 

To analyse organisational cultures of IS departments we decided to focus on the cul-
ture perceptions of IS developers rather than of IT managers in order not to associate 
culture with IT managers’ view of the desirable culture to be imposed on the IS de-
partment. In the case of the deployment of SDMs we decided to study both IS devel-
oper’s and IT managers’ perceptions. One reason for this is the possible bias brought 
by the research design where the same respondents (i.e. IS developers) assess both the 
organisational culture and deployment of SDMs. Our research design allows inter-
group analysis where the culture is assessed by IS developers and the deployment by 
IT managers. One should note, however, that the purpose of this study is not a 
systematic comparison of IT managers’ and IS developers’ perceptions (some of 
these are reported in [16]). 

3.1 The Survey 

This study is part of a larger survey on SDM use in South Africa, which was con-
ducted between July and October 1999. The 1999 IT Users Handbook  (the most 
comprehensive reference guide to the IT industry in South Africa) was used and the 
443 listed organisations were contacted via telephone to determine if they were will-
ing to participate in the study. 213 organisations agreed to take part. A package of 
questionnaires was sent to a contact person in each organisation who distributed it. 
This package consisted of one questionnaire to be answered by the IT manager, and a 



The Relationship Between Organisational Culture      239 

number of questionnaires to be answered by individual IS developers in the organisa-
tion. The number of developer questionnaires was determined for each organisation 
during the telephone contacts. The response rate is given in Table 1. The responses 
came from organisations representing a variety of business areas, manufacturing 
(33%) and finance/banking/insurance (15%) as the major ones. At the individual level 
the respondents reported considerable experience in SD, 22% between 3 and 5 years, 
23% between 5-19 years and 38% more than 10 years. 

Table1.  Response rate of survey 

 Number 
Distributed 

Number 
Returned 

Response 
Rate (%) 

Organisations 213 83 39.0 
Developers 893 234 26.2 
Managers 213 73 34.3 

3.2 Measurement 

All the questions, except organisational culture and horizontal methodology use, were 
addressed to both developers and managers. Only developers evaluated the organisa-
tional culture, and the horizontal methodology use was assessed only by managers. 

Multiple items were used to measure the perceived support provided by SDMs and 
its impact on the developed system and the development process. This resulted in a 
large data set. In order to reduce the data set, factor analysis using the principal com-
ponents method with varimax normalised rotation on the data was performed. The 
Kaiser criterion was used to determine the number of factors to retain. This was fol-
lowed by reliability analysis (Cronbach’s alpha) on the items of each of the factors 
identified. We used a cutoff value 0.6 for acceptable reliability. 

Organisational culture was measured using the instrument suggested in [34]. It in-
cludes 12 items, three items measuring each culture orientation. The reliability of the 
3-item measure for the GC was 0.68 and the reliability of the measure for the DC was 
0.69. Reliability analysis indicated that one item of the 3-item measure of the HC and 
one item of the 3-item measure for the RC decreased substantially the reliability. Af-
ter deleting the two items, the reliability of the 2-item measures for the HC and for 
the DC were 0.71 and 0.71, respectively. The indexes for each of the culture types 
was computed as averages of the two or three items included in the measure. 

Vertical methodology use was measured as the maximum intensity of organisatio-
nal usage of 29 listed methods, possible other standard (commercial) methods and 
possible in-house developed methods. Horizontal methodology use was measured 
using two items, namely the proportion of projects that are developed in the IS de-
partment by applying SDM knowledge, and the proportion of people in the IS depart-
ment that apply SDM knowledge regularly. The reliability of these two items was 
0.89.

As explained above the distinction between perceived methodology support as pro-
duction technology, perceived methodology support as control technology and per-
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ceived methodology support as cognitive and co-operation technology was adapted 
from [14]. However, the nature of the survey did not allow the use of their detailed 
questions to measure these functionalities, but this study adopted a shorter version. 

Perceived methodology support as production technology was measured using 
eleven items. Factor analysis using the developer data gave only one factor and using 
the manager data three factors: “Support for organisational alignment” with five 
items, “Support for technical design” with three items and “Support for verification 
and validation” with two items. The following analysis uses the more refined factor 
structures. The reliability of the first factor was 0.90/0.91, of the second factor 
0.85/0.82, of the third factor 0.83/0.86.2

Perceived methodology support as control technology was measured using nine 
items. Separate factor analyses based on the developer data and the manager data 
gave only one factor. Its reliability was 0.94/0.92. Perceived methodology support as 
cognitive and co-operation technology was measured using eleven items. Separate 
factor analyses based on the developer data and the manager data gave very similar 
factor structures, comprising two factors: “Support for the common conception of 
systems development practice” with nine items and “Support for the evaluation of 
systems development practice” with two items. The reliability of the former factor 
was 0.92/0.92 and of the second factor 0.79/0.92. 

Perceived methodology impact on the quality of the developed systems was meas-
ured using eight items adopted from ISO 9126 standard [19]. Separate factor analyses 
based on both developer data and manager data gave only factor. Its reliability was 
0.95/0.93. Perceived methodology impact on the quality and productivity of the de-
velopment process was measured using ten items. Factor analysis using the developer 
data gave only on factor. Factor analysis based on the manager data gave two factors: 
“Productivity effects and morale” with five items, and “Quality effects, goal achieve-
ment and reputation” with five items. The reliability of the first factor was 0.89/0.90 
and of the second factor 0.88/0.86. 

3.3 Data Analysis 

Data analysis was performed using Statistica (version 5) software. Indexes of the four 
organisational culture types for each organisation were calculated as averages of the 
developer responses from that organisation. In the case of all other variables, individ-
ual developer and manager responses were aggregated separately to the organisational 
level calculating the aggregated responses as means of individual responses. The de-
veloper and manager responses were analysed separately. 

To derive empirically the organisational culture, cluster analysis is used. After 
identifying clusters ANOVA/MANOVA is used to analyse the differences in the 
perceptions of use, support, and impact of SDMs. Finally, multiple regression 
analysis is used to investigate in more detail the relationship between the four cultural 
orientations and the perceptions of use, support and impact of SDMs. 
                                                          
2  The figure before the slash refers to the developer data and the figure after the slash to the 

manager data. 
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Table 2. Results of cluster analysis 

Cluster 1 
(n = 26) 

Cluster 2 
(n = 18) 

Cluster 3 
(n = 13) 

Cluster 4 
(n = 12) 

Group culture (GC) 3.1 3.6 2.7 3.9 
Development culture 
(DC)

2.9 3.4 2.2 3.8 

Hierarchical culture (HC) 2.9 1.9 2.3 3.4 
Rational culture (RC) 3.5 3.7 2.4 4.0 
Interpretation of clusters Moderate 

rationally 
oriented 
culture 

Moderate 
non-hie-
rarchical 
culture 

Weak group-
oriented cul-
ture 

Strong com-
prehensive 
culture 

4 Results 

4.1 Organisational Culture of IS Departments 

In order to derive the organisational culture of an IS department, cluster analysis was 
conducted as K-means clustering using the four indicators of culture as clustering 
variables. Experimenting with alternative number of clusters (3-5), a four cluster 
solution turned out as the easiest to interpret (Table 2). It shows that IS departments 
can have one of the following cultures: a moderate rationally oriented culture, a 
moderate non-hierarchical culture, a weak group-oriented culture, or a strong 
comprehensive culture. 

4.2 Differences in the Deployment of SDMs among IS Departments  
with Different Organizational Culture 

ANOVA/MANOVA was used to test whether any differences exist in the SDM de-
ployment among IS departments within the different culture clusters. Neither vertical 
methodology use nor horizontal methodology use differed between the four clusters. 

As explained in section 3.2, the perceived support provided by SDMs is measured 
using the following three perspectives: Perceived support as production technology, 
perceived support as control technology, and perceived support as cognitive & co-
operation technology. Table 3 shows the perceived methodology support as 
production technology in the four cultural clusters. The results of MANOVA 
indicated that the vector consisting of support for organisational alignment, support 
for technical design and support for verification and validation differ between the 
culture clusters for both the developers’ perceptions (Wilks’ Lambda = 0.75 at the 
level of p  0.10) and the managers’ perceptions (Wilks’ Lambda = 0.70 at the level 
of p  0.10). When we consider the individual factors used to measure perceived 
support as production technology, F values shows that managers see support for orga-
nisational alignment to differ significantly between the clusters, whereas developers 
see support for the technical design and support for verification and validation to 
differ between them. 
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Table 3. Differences in perceived SDM support as production technology among the 
organisational culture clusters 

Support for organi-
sational alignment 

Support for  
technical design 

Support for verifica-
tion and validation 

Moderate rationally 
oriented culture 

De: 3.4 
Ma: 3.8 

De: 3.4 
Ma: 3.5 

De: 3.3 
Ma: 3.0 

Moderate non-hierar-
chical culture 

De 3.2 
Ma: 2.8 

De: 3.3 
Ma: 3.1 

De: 3.0 
Ma: 2.3 

Weak group-oriented 
culture 

De: 3.1 
Ma: 4.0 

De: 3.0 
Ma: 3.4 

De: 2.7 
Ma: 3.0 

Strong comprehen-
sive culture 

De: 3.8 
Ma: 3.5 

De: 3.7 
Ma: 3.5 

De: 3.7 
Ma: 3.1 

F De: 2.22’ 
Ma: 4.25* 

De: 2.88* 
Ma: 0.71 

De: 4.11* 
Ma: 1.49 

‘p    0.10  *p    0.05 **p    0.01  ***p    0.001 

Table 4. Differences in perceived SDM support as cognitive & cooperation technology among 
the organisational culture clusters 

Support for the common con-
ception of SD practice 

Support for the evaluation of SD 
practice 

Moderate rationally 
oriented culture 

De: 3.2 
Ma: 3.6 

De:  3.3 
Ma: 3.7 

Moderate non-hier-
archical culture 

De: 3.0 
Ma: 3.0 

De: 3.1 
Ma: 2.3 

Weak group-ori-
ented culture 

De: 3.0 
Ma: 3.2 

De: 2.9 
Ma: 3.6 

Strong compre-
hensive culture 

De: 3.5 
Ma: 3.4 

De: 3.3 
Ma: 3.5 

F De: 1.59 
Ma: 1.61 

De: 0.78 
Ma: 4.85** 

‘p    0.10  *p    0.05 **p    0.01  ***p    0.001 

Perceived methodology support as control technology did not differ significantly 
between the four clusters in any respondent groups. However, organisation with a 
strong comprehensive culture generally reported the highest values and organisations 
with a moderate non-hierarchical culture the lowest values. 

Table 4 depicts the perceived methodology support as cognitive & co-operation 
technology in the four cultural clusters. The results of MANOVA indicate that the 
vector consisting of support for the common conception of SD practice and support 
for the evaluation of SD practice differ between the culture clusters for the managers’ 
perceptions (Wilks’ Lambda = 0.72 at the level of  p   0.05), but not for the devel-
opers’ perceptions. When we consider the individual factors used to measure 
perceived support as cognitive & co-operation technology, F values show that 
managers’ perceptions differ significantly in the four clusters, especially the per-
ceptions of the support for the evaluation of SD practice. 
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Table 5. Differences in perceived SDM impact on the quality of the developed system and the 
quality and productivity of the development process among the organisational culture clusters 

Impact on the quality 
of developed systems 

Productivity effects 
and morale 

Quality effects, goal 
achievement and 

reputation 
Moderate rational-
ly oriented culture 

De: 3.4 
Ma: 3.7 

De: 3.2 
Ma: 3.6 

De: 3.3 
Ma: 3.7 

Moderate non-
hierarchical culture 

De 3.4 
Ma: 3.1 

De: 3.3 
Ma: 3.2 

De: 3.2 
Ma: 3.4 

Weak group-
oriented culture 

De: 3.0 
Ma: 3.6 

De 2.9 
Ma: 3.4 

De: 3.1 
Ma: 3.8 

Strong comprehen-
sive culture 

De: 3.8 
Ma: 3.3 

De: 3.6 
Ma: 3.0 

De: 3.7 
Ma: 3.1 

F De: 3.02* 
Ma: 1.33 

De: 2.72’ 
Ma: 0.80 

De: 2.32’ 
Ma: 1.21 

‘p    0.10  *p    0.05 **p    0.01  ***p    0.001 

Perceived impact of SDMs was measured using two perspectives, namely the per-
ceived impact on the quality of the developed system, and the perceived impact on 
the quality and productivity of the development process. When we consider the 
perceived impact on the quality of the developed system in the second column of 
Table 5, we find that only developer perceptions differed between the four clusters. 

The last two columns of Table 5 report the perceived methodology impact on the 
quality and productivity of the development process. The results of MANOVA indi-
cate that the vector consisting of productivity effects and morale, and quality effects, 
goal achievement and reputation, differ between the culture clusters for the develop-
ers’ perceptions (Wilks’ Lambda = 0.82 at the level of p  0.10), but not for the 
managers’ perceptions. F values show significant (p  0.10) differences between the 
clusters in the case of developer perceptions, when productivity effects and morale, 
and quality effects, goal achievement and reputation are considered individually. 

4.3 The Relationhips between Culture Orientations
and the Deployment of SDMs 

The above analysis indicates that organisations with different organisational cultures 
perceive the methodology support for SD differently. Developers also see significant 
differences in the SDMs’ impact on the quality of the developed systems and the pro-
ductivity and quality of the SD process. Because the empirically derived clusters of 
culture were synthetic, it is difficult to conclude which of the four culture orientations 
may explain differences between the clusters. To test this regression analysis was 
used considering each of the use, support areas and impact dimensions as the 
dependent variable and the four indicators of organisational culture as the independ-
ent variables. 

Multiple regression analysis assumes (1) interval or ratio scale measurement, (2) 
linearity, (3) homoscedasticity, i.e. the constancy of the residuals across the values of 
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the predictor variables, (4) independence of residuals, (5) normality of residuals and 
(6) no multicollinearity [12]. Billings and Wroten [2] assess that the assumption of 
equal interval is not critical concluding that carefully constructed measures employ-
ing reasonable number of values and containing multiple items will yield data with 
sufficient interval properties. Linearity of the relationships was tested visually using 
the standardised residual and partial regression plots. None of the variables violated 
this assumption. Homoscedasticity was tested visually, using the standardised residual 
and observed values plots. None of the variables violated this assumption. Independ-
ence of residuals was assessed using the Durbin-Watson statistics which ranges from 
0-4, with the value 2 indicating that there is no autocorrelation. In the case of the 
manager data the values varied between 1.65 and 2.06, and in the case of the de-
velopers between 1.67 and 2.13, with the exception of vertical use which had a value 
of 1.42. Normality of residuals was assessed using the modified Kolmogorov-Smir-
nov test (Lilliefors). Violations were detected (p < 0.05) in the regressions with verti-
cal use as the dependent variable for both the manager and the developer data. Multi-
collinearity was tested using the tolerance values. The lowest tolerance value in the 
case of the developer data was 0.43 and in the case of the manager data it was 0.40. 
These values far exceeded the cutoff value of 0.01 as suggested by [12]. Taken to-
gether, the specific assumptions of multiple regression analysis were reasonable 
satisfied. 

Table 6. The relationship between culture orientations and methodology use 

Vertical methodology 
use  

Horizontal methodology 
use 

ß ß 

Group culture (GC) De: -0.24 
Ma: 0.14 

De: - 
Ma: -0.06 

Developmental culture (DC) De: -0.03 
Ma: 0.20 

De: - 
Ma: 0.09 

Hierarchical culture (HC) De: 0.25’ 
Ma: 0.19 

De: - 
Ma: 0.10 

Rational culture (RC) De: -0.02 
Ma: -0.34’ 

De: - 
Ma: -0.21 

R2

Adjusted R2

De: 0.12’ 
Ma: 0.07 
De: 0.06 
Ma: 0.00 

De: - 
Ma: 0.04 

De: - 
Ma: -0.04 

‘p    0.10  *p    0.05 **p    0.01   ***p    0.001 

Table 6 reports the relationship between the strength of each culture dimension and 
methodology use. It shows that the four dimensions of culture are weak predictors of 
use. Only when developers assessed the vertical use the four dimensions explained 
methodology use to a significant degree (p  0.10). In that case the dimension of HC 
was significantly associated with the vertical use. 

Table 7 shows the relationship between the cultural dimensions and factors of per-
ceived methodology support as production technology. It indicates that the four cul-
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ture dimensions explain significantly the methodology support as production tech-
nology as perceived by developers. Among the cultural dimensions especially the 
strength of the HC and partly also the DC are positively associated with the perceived 
methodology support as production technology. The RC on the other hand is pre-
dominantly negatively associated with manager perceptions of methodology support 
as production technology, even though most of the regression coefficients are not sta-
tistically significant.

Table 7. The relationship between culture orientation and perceived support as production 
technology 

Support for organ-
isational alignment 

Support for techni-
cal design 

Support for verifi-
cation and validation 

ß ß ß 

Group culture (GC) De: -0.02 
Ma: -0.21 

De: 0.03 
Ma: -0.09 

De: 0.00 
Ma: -0.19 

Developmental 
culture (DC) 

De: 0.18 
Ma: 0.02 

De: 0.33’ 
Ma: 0.33 

De: 0.39* 
Ma: 0.11 

Hierarchical culture 
(HC)

De: 0.17 
Ma: 0.26’ 

De: 0.07 
Ma: 0.20 

De: 0.41** 
Ma: 0.32* 

Rational culture 
(RC)

De: 0.10 
Ma: -0.27 

De: 0.05 
Ma: -0.35’ 

De: -0.15 
Ma: -0.13 

R2

Adjusted R2

De: 0.12 
Ma: 0.18’ 
De: 0.06 
Ma: 0.10 

De: 0.17* 
Ma: 0.09 
De: 0.11 
Ma: 0.01 

De: 0.29*** 
Ma: 0.11 
De: 0.24 
Ma: 0.03 

‘p    0.10  *p    0.05 **p    0.01  ***p    0.001 

Table 8 depicts the relationship between the culture-orientations and both 
perceived methodology support as control and perceived methodology support as 
cognitive & co-operation technologies. It shows that the four cultural dimensions, and 
especially the strength of the HC, explain a significant part of variance of the metho-
dology support as control technology as perceived by developers. It also shows that 
the four cultural dimensions do not explain the methodology support as cognitive & 
co-operation technology. Despite that, the HC exhibits the most significant regression 
coefficient also here. 

Finally, Table 9 depicts the relationship between culture-orientations and 
perceived methodology impact on the quality of developed systems and the quality 
and productivity of the SD process. It shows that the four cultural dimensions explain 
very weakly the quality of developed systems and the quality and productivity of SD 
process. It shows again that the RC is negatively associated with methodology impact 
on the quality of developed systems and the quality and productivity of SD process as 
perceived by managers. 
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Table 8. The relationship between culture orientations and perceived SDM support as control 
and cognitive & co-operation technologies 

Support as control 
technology 

Support for the 
common conception 

of SD practice 

Support for the 
evaluation of SD 

practice 

ß ß ß 

Group culture 
(GC)

De: -0.13 
Ma: -0.19 

De: 0.06 
Ma: -0.09 

De: 0.16 
Ma: -0.14 

Developmental 
culture (DC) 

De: 0.20 
Ma: -0.03 

De: -0.01 
Ma: 0.33 

De: -0.03 
Ma: 0.18 

Hierarchical cul-
ture (HC) 

De: 0.36* 
Ma: 0.15 

De: 0.28’ 
Ma: 0.20 

De: 0.13 
Ma: 0.22 

Rational culture 
(RC)

De: 0.04 
Ma: -0.11 

De: 0.02 
Ma: -0.18’ 

De: 0.02 
Ma: -0.20 

R2

Adjusted R2

De: 0.19* 
Ma: 0.09 
De: 0.13 
Ma: 0.01 

De: 0.09 
Ma: 0.07 
De: 0.03 

Ma: -0.02 

De: 0.05 
Ma: 0.15 
De: -0.02 
Ma: 0.07 

‘p    0.10  *p    0.05 **p    0.01  ***p    0.001 

Table 9. The relationship between culture-orientations and perceived methodology impact on 
the quality of developed systems and the quality and productivity of systems development 
process 

Impact on the 
quality of developed 

systems 

Productivity ef-
fects and morale 

Quality effects, 
goal achievement 

and reputation 
ß ß ß 

Group culture 
(GC)

De: 0.07 
Ma: -0.07 

De: 0.12 
Ma: -0.16 

De: 0.13 
Ma: -0.10 

Developmental 
culture (DC) 

De: 0.11 
Ma: 0.17 

De: 0.25 
Ma: 0.41’ 

De: 0.04 
Ma: 0.19 

Hierarchical cul-
ture (HC) 

De: 0.07 
Ma: 0.16 

De: -0.04 
Ma: 0.10 

De: 0.03 
Ma: 0.16 

Rational culture 
(RC)

De: 0.20 
Ma: -0.29 

De: 0.09 
Ma: -0.34’ 

De: 0.20 
Ma: -0.39’ 

R2

Adjusted R2

De: 0.13’ 
Ma: 0.06 
De: 0.07 

Ma: -0.02 

De: 0.15’ 
Ma: 0.10 
De: 0.09 
Ma: 0.02 

De: 0.10 
Ma: 0.11 
De: 0.04 
Ma: 0.03 

‘p   0.10  *p    0.05 **p    0.01  ***p    0.001 

5 Discussion and Final Comments 

Despite the differences between the respondent groups, the above results provide 
some support for the conjecture that the deployment of SDMs differ in the four 
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empirically derived cultural clusters. They indicate that methodology use did not 
differ in the four cultural clusters. Also in the case of methodology support as control 
technology no differences were found. In other cases at least one of the two res-
pondent groups reported cultural differences. It is quite difficult to explain these 
differences. This leads to a further research question whether different functionalities 
of SDMs, for example, may differ in their cultural sensitivity. 

Table 10 summarises the significant (p  0.10) coefficients identified in regression 
analyses (+ for positive and– for negative)3. One can clearly see that the HC orienta-
tion is most consistently associated with SDM deployment, when assessed by devel-
opers: the more hierarchical the culture is perceived to be, the more SDMs are used 
and the more support they are perceived to provide. The DC is also found to have 
some positive associations with the methodology deployment, although not syste-
matically. Quite interestingly, the more RC orientation, the more critical management 
seems to be with regard to the methodology support and impact. 

Table 10.  Summary of the results of regression analyses 

 SDM 
use 

Support as 
production 
technology 

Support as 
control 

technology 

Support as 
cognitive & 
co-ordina-

tion
technology 

Impact  on 
quality of 
developed 
systems 

Impact on 
quality and 
productivi-
ty SD pro-

cess
GC       

DC  De: ++     
Ma: + 

HC De: + De: + 
Ma: ++ 

De: + De: + 

RC
Ma: - Ma: - Ma: - Ma: - - 

The relationship between the HC orientation and methodology deployment may be 
interpreted as reinforcing, implying either that a HC promotes methodology deploy-
ment or that SDMs as such are perceived as part and parcel of the HC. As Table 10 
indicates the association between the HC and methodology support is confined to de-
veloper perceptions. Hypothesising that the HC promotes methodology deployment, 
the question is why the association between the strength of HC and perceived metho-
dology deployment differs between developers and managers. One answer in the case 
of this study may be that developers, who assessed the organisational culture, inter-
preted SDMs as manifestations of the HC. 

Referring to the DC, its positive association with the developers’ perceptions of the 
methodology support as production technology can be explained either as SDMs’ 
direct support for creativity and adaptation to the external environment or alterna-
tively as indirect support for creativity and adaptation through increased order and 
routinization. The former direct support can be interpreted as reinforcing whereas the 

                                                          
3 The number of + and– signs shows many times the significant beta coefficient was found. 
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latter is more complementary. This study does not allow testing these alternative 
explanations in more detail. 

The negative association between the strength of the RC and methodology deploy-
ment in the case of manager perceptions shows management’s critical attitude 
towards SDMs in organisations which are highly achievement-oriented, focusing on 
productivity, efficiency and goal achievement. When contrasted with developers, the 
likely explanation for this is that managers emphasise these goals more than 
developers. The question is, of course, whether these results really reflect the weak-
ness of SDMs when evaluated on the criteria of productivity and efficiency. Even 
though one would not agree with the claim, it is also obvious that it is extremely 
difficult to demonstrate the contribution of SDMs to productivity and efficiency. In 
view of this uncertainty managers in organisations with a rationally oriented culture 
may take a more critical attitude towards SDMs. It may also be that the strong 
emphasis on productivity and efficiency leads to focus on short-run impacts, whereas 
SDMs’ benefits accrue more slowly [8].  In an extreme case, the question may be 
about IT managers’ disappointment with SDMs when projects start to fall behind 
schedules. It is well-known that SDMs are not very helpful solving these crisis 
situations and that projects then easily fall into a chaotic ad hoc style of SD without 
any SDM [17]. Obviously, there is a clear need for additional research on the reasons 
underlying managers’ critical perceptions in rationally oriented organisations. 

What are the practical implications of the results? Assuming that the HC supports 
methodology deployment, the results imply that in organisations with a strong HC 
orientation the chances of getting SDMs accepted are higher than in organisations 
with a weak HC orientation. In the latter case, one should pay special attention to 
measures of introducing SDMs. In organisations with a DC orientation, the results 
suggest as one possibility to emphasise SDMs’ support for creativity and adaptation 
to the external environment. If the SDM to be introduced does not support them di-
rectly, it may be deliberately engineered to comprise these features. A second option 
is to introduce a SDM as an effective means to make less creative aspects of SD work 
more ordered and routine, thus freeing developers’ time for more creative work. 

An alternative interpretation of the association between the HC orientation and 
methodology deployment is that SDMs as such are manifestations of the HC. If an 
organisation does not wish to move into that direction, one should pay special atten-
tion to means of avoiding the hierarchical flavour of SDMs when introducing them. 
One means to make SDMs less bureaucratic is to introduce them as general ap-
proaches [18] rather than as complicated conglomerates of numerous techniques with 
massive documentation. This higher level granularity may also make SDMs more 
useful as [10] concludes. 
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Abstract. Increasing the reuse of parts of the specification and imple-
mentation of complex software systems, as for example information sys-
tems, may lead to substantial progress in the development process. This
paper focuses on reusing parts of specifications with the help of generic
methods and explores two aspects: the parameterization concepts of the
languages UML and Troll, and how formal parameters in such concepts
can be restricted if needed.

1 Introduction

The development of large information systems is by far no trivial task, since
the probability of errors grows significantly with increasing complexity. How-
ever, approaches are being made to realize large systems on the basis of generic
methods (cf. e.g. [5]) and thereby to reduce the complexity of the development
process. The term “generic methods” also includes parameterized programming
and related approaches at the specification level [9].

Information systems are mostly rather complex programs, which are fre-
quently custom tailored for special applications. Their central part is usually a
database system, and additional functionality, especially the user interface, is
realized as an extensive application program. In recent years database technol-
ogy moved from centralized systems to distributed databases and client/server
systems [3,40], and the swift acceptance of the World Wide Web led to the sit-
uation that nowadays users are expecting to be able to use their familiar web
browser as the interface to various information systems [21,2].

In this paper we focus on the specification of such information systems and
particularly on parameterization aspects. In general, we propose to apply UML
[29,43] together with the formal specification language Troll [27,25] developed
in our group, in order to utilize the advantages of both a semi–formal graphical
language and a formal one, as discussed for instance in [48] for an older version of
Troll and a predecessor of the UML, the Object Modeling Technique (OMT)
[42]. Regarding parameterization, both languages do provide such concepts, and
in this paper we study how they correspond to each other.

To this end we first give an overview of current research activities related
to generic methods, putting special emphasis on parameterization concepts for

K.R. Dittrich, A. Geppert, M.C. Norrie (Eds.): CAiSE 2001, LNCS 2068, pp. 251–266, 2001.
c© Springer-Verlag Berlin Heidelberg 2001



252 Silke Eckstein, Peter Ahlbrecht, and Karl Neumann

describing variants of a system. We then introduce the formal object oriented
specification language Troll before sketching our area of application. In Sect. 5
we introduce and investigate the parameterization concepts of Troll und UML
and focus on one hand on the parameter granularity and on the other hand on
parameter constraints. Finally we summarize our paper.

2 Generating Software

As a long-term objective the possibility to describe families of information sys-
tems with the support of specification libraries is as desirable as generating
concrete runnable systems from such a description. However, while the concept
of generators has been in use in some fields of software engineering, for instance
as scanner and parser generators in the area of compiler construction or the
generation of user interfaces [44], to name a very recent approach, there is so far
no uniform theory and methodology on generating information systems. Nev-
ertheless the automatic implementation of such reactive systems is considered
possible, not only based on specifications given at a high level of abstraction,
but even starting from the results of the requirements analysis [26].

[5] discusses various generators for highly specialized software systems, for
example Genesis as a generator for database management systems, Ficus for
generating distributed file systems, ADAGE as a generator for avionic software,
and SPS for software on signal processing. According to [4], all these generators
belong to the so-called GenVoca approach, in which the generator constructs
a software system with respect to the following points: a system consists of
modules, which can be assigned to different fields of application, and which
form distinctively larger units than given by classes or functions. Modules are
implemented by components, and different components for the same task provide
the same interface. The combination of modules and their adaptation to meet
special requirements is achieved by parameterization. In addition to these points
the possibility to check configurations for validity should also be given [30].

The different types of generators can be classified according to a variety of
criteria. We may, for example, distinguish between whether they are composi-
tional or transformational. While the former compose the desired software out of
prefabricated components, the latter actually generate the code themselves. An-
other classification criterion is the question of whether the software is generated
statically or dynamically, i.e. of whether a generated complete system may be
reconfigured at runtime or not. Regarding parametric languages it is also possi-
ble to differentiate between generators that switch from the source language to a
different target language, and those which maintain the same language for input
and output. Generators of the latter type will replace formal parameters by pro-
vided elements during instantiation, thus producing non-parametric code of the
same language. Domain-specific generators exist which are capable of creating
systems of a special type — examples are scanner and parser generators — and
there are also generators for “arbitrary” systems like, for instance, compilers for
programming languages.
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Under the term generic methods we should subsume not only generators
and their application for creating software, but also languages which permit a
description of families of specification and implementation modules by means
of generic elements — so–called formal parameters — in such a way that these
descriptions may then be adjusted according to given special requirements by
binding the formal parameters to actual values.

In the theory of abstract datatypes the idea of parameterization is a well
known concept which has already been investigated some time ago. Here it suf-
fices to mention the frequently used example of a stack for storing elements of
an unspecified type. C++, for instance, supports the implementation of such a
parameterized abstract datatype with its template construct. In Java, however,
a corresponding language element is currently still not available, but attempts to
add such a parameterization concept are being made (cf. e.g. [38,7]). Compared
to C++ these approaches also provide the possibility to define (syntactical) prop-
erties of the parameters. In the literature this possibility is also termed bounded
parametric polymorphism [1] or constrained genericity [36].

Parameterization concepts have also been investigated and formalized in the
field of algebraic specification of abstract datatypes (cf. e.g. [19,35]). Here, it is
also possible to define semantic properties by providing axioms which the actual
parameters have to meet, in addition to being able to describe the signature of
the parameters. [20] transferred these results on to larger units, namely modules,
which may themselves have other modules as parameters. Quite a few specifi-
cation languages have been developed in this area, which we will not discuss in
further detail, but refer this to [49], which provides a useful overview.

We only mention OBJ [23], as this specification language had a major impact
on the development of LILEANNA [22], even though the latter also incorporates
implementation aspects in addition to specification concerns and the formal se-
mantics of the languages differ. LILEANNA, too, facilitates having entire mod-
ules as parameters and has been used during the already mentioned ADAGE
project for the generation of avionic software. Furthermore, the language dis-
tinguishes between a vertical and horizontal composition and, accordingly, also
between horizontal and vertical parameters. Vertical composition permits the de-
scription of a system in separate layers, while horizontal composition supports
structuring of the single layers [24].

In all the approaches which we have discussed so far the structuring ele-
ments like classes or abstract datatypes may be generic. The structure which
they describe, however, is and remains unchangeable. In contrast to this the
collaboration–based design [46] assumes that the collaborations among differ-
ent classes, i.e. class–spanning algorithms, represent the reusable units, which
should be adaptable to various concrete class structures. In [37] these collabora-
tions are described relatively to an abstract class graph, which again represents
the interface to a concrete class graph. This setup is termed structure generic
components.
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Irrespective of the type of components, classes or modules, they have to be
stored in libraries to be available for reuse. Here, powerful tool support is needed
(cf. e.g. [10,31,11]) to make effective reuse possible.

3 The Troll–Approach

The object oriented language Troll [27,25] was developed for specifying infor-
mation systems at a high level of abstraction. It has been successfully utilized
in an industrial environment to develop an information system in the area of
computer aided testing and certifying of electrical devices [32,28].

In this approach informations systems are regarded as being communities
of concurrent, interacting (complex) objects. Objects are units of structure and
behavior. They have their own state spaces and life cycles, which are sequences
of events. A Troll specification is called object system and consists of a set of
datatype and a set of object class specifications, a number of object declarations
and of global interaction relationships.

Object classes describe the potential objects of the system by means of struc-
ture, interface, and behavior specifications. Attributes are used to model the
state spaces of the objects. Together with the actions they form the objects’
local signatures. Attributes have datatypes and may be declared as hidden, i.e.
only locally visible, optional or constant. They can be derived, meaning their
values are calculated from the values of other attributes, or initialized.

The second part of the signature determines the actions of the objects. Each
action has a unique name and an optional parameter list. Input and output values
are distinguished and each parameter has a certain datatype. The visibility of
actions can be restricted in such a way that they do not belong to the object
class’ interface but can be used internally only. Actions that create objects of a
class, so called birth actions, and actions that destroy objects, so called death
actions, are explicitly marked.

While the signature part of an object class determines the interface of the
objects, the behavior part constitutes the reactions of the objects to calls of the
actions declared in the interface. The admissible behavior of the objects can be
restricted by means of initialization constraints and invariants.

Complex objects may be built using aggregation and with the consequence
that the component objects can exists only in the context of the complex one
and that the superior object can restrict the behavior of its components. By
means of specialization hierarchies base classes may be extended with further
aspects.

The set of potential instances is determined by object declarations at the
object system level. At runtime concrete instances can be created through the
calling of birth actions of the respective object classes. All instances of a system
are concurrent to each other and synchronize when they interact. Interactions
are global behavior rules that together with the local ones describe the behavior
of the system.
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Semantics is given to Troll specifications using different techniques: the
static structure of an object system is semantically described with algebraic
methods, and to describe properties of distributed objects a special kind of
temporal logic has been developed. This logic is called Distributed Temporal
Logic (DTL) [17,16] and is based on n-agent logics. Each object has a local logic
allowing it to make assertions about system properties through communication
with other objects. Objects are represented by a set of DTL formulae interpreted
over labelled prime event structures [39]. Interaction between concurrent objects
is done by synchronous message passing. The system model is obtained from its
object models, whereby object interaction is represented by shared events. An
exhaustive description of the model theory is given in [18,15].

Presently, an extension of Troll with module concepts is under investiga-
tion, aiming on one hand at providing more sophisticated structuring concepts
and on the other hand at supporting reuse of specifications by means of concepts
for parameterization [12,13]. Regarding theoretical foundations, module theory
is being addressed e.g. in [33,34], where in particular DTL has been extended to
MDTL (Module Distributed Temporal Logic).

4 Area of Application

The starting point for our investigations on generic information systems are
web-based information systems which can be generated in order to facilitate
the administration of tutorials. In a tutorial, students are supervised in small
groups which are guided by a tutor. The students have to complete exercises
handed out by one of the lecturer’s assistants in teams of two. If they achieve a
certain percentage of the total of points assigned to the exercises, they obtain a
certificate for the course at the end of term.

Looking from an organizational point of view this means that the students
have to form teams of two, and register for the tutorial providing certain personal
information (name, registration number, etc.). During term time the tutors keep
account of the points which the teams and students of their group receive, so
that by the end of term the certificates can be printed and signed by the lecturer.

As a first basic structuring of the administration system three layers can
be identified (cf. also [41]): one for presenting information, one for storing it,
and the third to facilitate the exchange of data between the former two. These
tasks are taken over by the packages Presentation and Storage and the class
Controller, respectively, which are components of the package TutorialAdminis-
trationSystem, which again represents the entire system. In the following a more
detailed discussion will be given only for the package modeling the user interface.
Figure 1 shows the corresponding class diagram for the package Presentation.

In this figure, the possibilities to access the single web pages are modeled by
compositions. The parts cannot be created before and die at the latest with the
death of the composite object. A StandardPage, for example, can be viewed only
after a successful log-on on a StartPage. The specialization of the StandardPage
into the Assistant–, Tutor– and StudentPage states that access to the Tutorial–
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Fig. 1. Detailed class diagram of package Presentation
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and ExerciseOverviewPage as well as to the LectureInfoPage is also possible from
the specialized pages. In contrast to this, changing the password or sending e-
mail can only be done from the specialized pages.

Access to the system is possible via a StartPage only. There, a user can choose
to register for the tutorials or retrieve general information on them. Someone al-
ready registered with the system may, in accordance with his user status, retrieve
further information or perform additional operations. Students for example may
change their address and retrieve the score of their team. Identification is accom-
plished by prompting for a login and password at the StartPage. An unregistered
student may enroll himself and others using the RegistrationPage as many times
as admissible to enter the data of the team members. A detailed description of
the registration procedure using activity diagrams can be found in [14]; due to
space restrictions we refrain from elaborating on it here.

On the one hand, the static part of the Presentation package thus describes
the information which the system has to provide for the different groups of users.
On the other hand it also models the possibilities for navigating between the user
interfaces, as e.g. [45] recommends for the design of web sites.

The requirements which have been outlined here so far apply to many tutori-
als with different deviations. For example, the size of the teams and the required
minimum score may vary. The tutorials may be held several times per week or
less, and even completely irregularly. Furthermore, they do not have to take place
at the same time, which should be reflected in the application procedure: With
different contact hours of the tutors it would be nice to offer the students the
possibility to choose a time which suits their timetable, requiring a completely
different algorithm from the one which merely distributes them equally over the
available tutorials in the case of simultaneous contact hours. Finally, the num-
ber of teams per group may be restricted, for instance for practicals which use
equipment that is only available in a limited number.

5 Specifying Generic Information Systems

The application area introduced in Sect. 4 has been a starting point for a case
study addressing certain aspects from the subject “generating information sys-
tems”. We studied parameterization concepts at the specification level or, more
precisely, parameterization concepts of the UML, which can be used to describe
variants of a system, and implemented a generator program, which produces
runnable systems from prefabricated components.

In this paper we concentrate on the specification aspects. In particular, we
present the parameterization concepts of Troll, compare them to those of the
UML and discuss some results of our case study.

The UML not only allows to parameterize classes, as e.g. C++ does, but also
arbitrary model elements. Such parameterized classes, collaborations, packages
etc. are called templates or template classes, template packages and so forth.
Troll provides exactly one parameterizable model element, the so–called mod-
ule, which can, however, consist of one or more classes together with their struc-
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tural and communication relationships, or even entire subsystems. The latter are
comparable to UML–packages.

There are different types the formal parameters of a UML–template can
belong to: If actual arguments of a parameter are supposed to be values of a
certain datatype, the parameter is specified in the form name: type. If, on the
other hand, the actual argument is supposed to be a class or a datatype itself,
it suffices to state the formal parameter’s name. In this case we also talk about
datatype parameters. Furthermore parameters may even represent operations.
To represent a template, a small dashed rectangle containing the formal param-
eter is superimposed on the upper–right corner of the respective model element.
In Troll formal parameters always have to be declared together with a type.
Valid types for formal parameters are datatypes or classes themselves, the state-
ment “type”, if the actual value is supposed to be a datatype or a class, or the
statement “module”, if the actual value is supposed to be a bunch of classes.

<<call>>

<<call>>

<<bind>> (3)

TutorialAdministrationSystem

Presentation

Controller

Storage

maxTeamSize: nat

TutorialAdministrationSystem with
at most 3 students per team

Fig. 2. Parameterized TutorialAdministrationSystem

Let us start examining these concepts by means of a small example from our
application area. We stated in Sect. 4 that the students should complete exercises
in teams of two. It may be desirable to leave the exact team size open at first
and generalize the tutorial administration system by specifying the maximal
number of students per team (maxTeamSize) as a parameter. In order to obtain
a concrete or actual model element the parameters have to be instantiated.
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Here, the formal parameter is bound to the value “3”. The corresponding UML
specification is shown in Fig. 2 and in Troll this looks like the following:

module TutorialAdministration
parameterized by maxTeamSize: nat;
subsystem Presentation ... end subsystem:
object class Controller ... end;
subsystem Storage ... end subsystem:

end-module;

Instantiation is expressed as follows:

instantiate module TutorialAdministration
as TutorialAdministrationSystem with at most 3 students per team;
bind maxTeamSize to 3;

In the course of the case study it turned out to be beneficial to use lager units
as parameters than those provided by the UML. The reason for this is that the
number of parameters may increase rapidly and consequently the specification
becomes unintelligible. Using UML as the specification language, we chose to
employ the concept of packages and allow them to be used as parameters. As
mentioned earlier, in Troll modules are allowed to be used as parameters for
other modules and hence parameters can be as large and as complex as needed.

In [14] these results are illustrated by means of a somewhat more complex
part of our application area. There, two different procedures to registrate for
the tutorials are discussed. For the first one it is assumed that all tutorials take
place at the same time. Consequently, the students can be distributed on the
tutorials automatically, whereby a level partition is guaranteed. In the second
procedure the students are allowed to choose their groups on their own. In [14]
three variants are discussed of how to parameterize the specification in such a way
that the different registration procedures are taken into account. In the following
we give an overview of these three variants, which differ in the granularity of the
employed parameter types. Due to space limitations we refrain from presenting
the respective translation to Troll.

Allowing packages as types for parameters we can model the sketched sce-
nario as follows (Fig. 3): The registrationPage and all its depending classes are
comprised in a package called registration, which represents a formal parameter.
This parameter can be instantiated with packages that contain the classes needed
for the respective variants of registration. The controller is modelled as a formal
parameter of type class. The expected actual arguments are classes, which offer
operations needed for the interactions between the presentation and the storage
component and which differ in the registration procedure. By instantiating the
parameters registration and controller with suitable packages and classes unpa-
rameterized specifications result, which describe systems realizing the respective
variant of registration.

A variant to model the requested scenario without using packages would
look like Fig. 3 with the Registration: package being removed. Essentially, actual
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Controller
1

Presentation

<<call>>

<<call>>

Registration: packageTutorialAdministrationSystem

Registration

Storage

Registration: package

Controller: class

Fig. 3. Variant 1: Packages and classes as parameters

arguments for this parameter are equal to the ones sketched above, but the
specification of the presentation package becomes somewhat more complex. As in
this variant no packages are allowed to be used as parameters, it is not possible to
group all required classes into one unit and exchange them together. Accordingly,
this part of the specification has to be so general that it can deal with all actual
controller classes which the formal parameter may be instantiated with and thus
becomes more complex and a number of additional integrity constraints arises.

Figure 4 shows the last variant we are going to present here. Only data val-
ues and operations are used as actual arguments and thus the parameterization
exhibits a much finer granularity than before. For instantiating the template two
numerical values and an operation have to be provided. The numerical values
determine the multiplicity values maxTeamSize and maxNumberOfTeamsPer-
Tutorial, while the operation determines the core algorithm of the registration
procedure.

For this variant, too, the above remarks with respect to the complexity of the
presentation package hold, as only the specification of the controller has changed.
Comparing the three parameterization variants one can see that in the third one
the list of formal parameters may quickly become long and unintelligible while
at the same time one can easier determine which parts of the specification are
actually variable.



Increasing Reusability in Information Systems Development 261

registered(

): integer : operation

maxNumberOfTeamsPerTutorial: nat,
maxTeamSize: nat,

in teamData: List(StudentDataElement)

registered(

): integer : operation

maxNumberOfTeamsPerTutorial: nat,
maxTeamSize: nat,

in teamData: List(StudentDataElement)

<<call>>

Controller
1

<<call>>

TutorialAdministrationSystem

Storage

Presentation

Fig. 4. Variant 3: Values and operations as parameters

It is true that variants one and two are easier to understand, but they re-
quire more redundancy between the different actual arguments a certain formal
parameter may be bound to. For example considerable parts of the controller
specification would be identical for each actual argument, resulting in prob-
lems with the maintenance of the specification. Presumably best results will be
reached with a gradually applied parameterization of mixed granularity.

Independent from the (permissible) parameter granularity it is often neces-
sary to restrict the set of potential actual arguments by means of additional rules.
Such rules can for instance determine which combinations of actual arguments
for different formal parameters can be used together, or which requirements the
actual arguments have to fulfill in general in order to produce a correct non–
parameterized specification. Depending on the type of parameter, different kinds
of rules may be applied.

Five types of parameters can be distinguished. Table 1 gives an overview
of the possibilities to restrict the respective types of parameters. The simplest
case are value parameters as, for example, the maximum team size mentioned
above. These parameters are roughly described by their datatype and can be
made more concrete by a further restriction of their range.

All other types of parameters are settled at a higher level of abstraction,
where datatypes make no sense. Instead, the expected signature can be speci-
fied. For classes, operations and packages it may be useful to fix the complete
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Table 1. Possible parameter restrictions

value parameter datatype parameter operation package/
basis datatype class module

type specification ×
signature × × ×
signature part × × ×
range restriction × ×
pre– and postcond. ×
choice × × ×

signature. In the case of operations this would be the operation name as well
as the names and datatypes of the input and output parameters. In the case of
classes this would be the operations the respective class is expected to provide,
and in the case of packages it would be the classes with their signatures.

Besides specifying the complete signature, one may also want to fix only that
part of it that is relevant in the respective template. For example, it could be
sufficient to state that the required datatype has to provide a compare operation
for its elements. For classes it can be useful to specify a base class where the
class given as an argument has to be derived from. While it does not make
much sense to specify an incomplete signature for an operation, it sometimes
makes sense to restrict the range of its return values. One may for instance
think about an operation to produce random numbers, where the interval of the
output values shall be restricted to a certain range. Furthermore, operations can
be characterized by the specification of pre– and postconditions. All restrictions
that can be constituted for operations that are parameters in their own right
can also be constituted for operations as parts of class or package parameters.

Other types of restrictions are needed in the case that the actual arguments
a parameter can be bound to should not be any arguments which fulfill the re-
strictions, but only such arguments which are provided by a library. Here, rules
regarding permisible combinations of actual arguments are of interest. Referring
to our case study one may think of the situation where all possible registra-
tion algorithms and all variants of the controller class belonging to them are
provided by a library. In the case that for instance algorithm x works together
with controller classes a and b only, while algorithm y needs controller class c
to cooperate with, this should be stated as a parameter rule.

The UML does not explicitly provide language constructs for the specification
of parameter rules in templates. As also mentioned in [6], which develops a
classification for stereotypes similar to the one given here for types of formal
parameters, with the OCL (Object Constraint Language) being part of the UML
[47], we have a formalism at hand with which such rules can in principle be
stated. However, if we employ UML together with Troll in order to utilize the
advantages of both, we could shift the specification of parameter constraints to
Troll and use the power of a formal specification language for this purpose.
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In our example from above such a parameter rule would be specified as
follows:

module TutorialAdministration
parameterized by maxTeamSize: nat;
parameter constraint 1 < maxTeamSize < 6;
subsystem Presentation ... end subsystem:
object class Controller ... end;
subsystem Storage ... end subsystem:

end-module;

Here, the range of maxTeamSize is restricted. In general all kinds of rules
that have been sketched above can be specified.

6 Conclusions

Further demands on the already complex task of developing information sys-
tems motivate using generic methods, which facilitate and support reusing parts
of a specification and implementation. Having outlined this in the first chap-
ter of this paper, we gave an overview of current research activities related to
generic methods putting special emphasis on parameterization concepts for de-
scribing variants of a system. Chapter 3 provided a brief introduction to the
general concepts of the object oriented language Troll, to its building blocks
for specifications as well as to its formal semantics. Following this, we sketched
an application area for information systems at universities, namely the admin-
istration of tutorials, and showed that also in this area use of generic methods
is desirable and useful.

With this as the foundation, in chapter 5 we outlined a specification for a
tutorial administration systems, introducing and investigating on the parame-
terization concepts of Troll und UML. Our first main focus here was on the
granularity which the formal parameters of parameterized elements of specifica-
tions should have, and it turned out that presumable best results with regard
to intelligibility and redundancy will be achieved by a gradually applied param-
eterization of mixed granularity.

The other main focus of chapter 5 was to discuss how restrictions on formal
parameters, which are frequently needed with generic methods, can be expressed
using rules. We gave an overview of different types of formal parameters together
with the possibilities to restrict them, and provided examples of where such re-
strictions might be desired. Even though the UML provides the sublanguage
OCL, which could — after some extensions — be used to express such restric-
tions, we propose to use Troll instead and in general to use the UML only
for the description of the overall architecture, shifting the specification of details
to the textual language. To profit significantly from this joint application of a
semi–formal graphical language with a formal textual one, it is essential to give
a precise definition of their combination [8], which is one of the further steps we
plan to do.
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Abstract. The need for a better productivity of system engineering teams, as 
well as a better quality of products motivates the development of solutions to 
adapt methods to the project situation at hand. This is known as situational 
method engineering. In this paper we propose a generic process model to 
support the construction of a new method by assembling method chunks 
generated from different methods that are stored in a method base. The 
emphasis is on the guidance provided by the process model, as well as on the 
means underlying guidelines such as similarity measures and assembly 
operators. The process model is exemplified with a case study. 

1 Introduction 

We are concerned with Situational Method Engineering (SME). SME aims at 
defining information systems development methods by reusing and assembling 
different existing method fragments. The term method fragment was coined by 
Harmsen in [5] by analogy with the notion of a software component. Similarly to the 
component driven construction of software systems, SME promotes the construction 
of a method by assembling reusable method fragments stored in some method base 
[20], [6], [16], [13]. As a consequence SME, favours the construction of modular 
methods that can be modified and augmented to meet the requirements of a given 
situation [5], [21]. Therefore, a method is viewed as a collection of method fragments 
that we prefer to call method chunks [15], [13] to emphasise the coherency and 
autonomy of such method modules. New methods can be constructed by selecting 
fragments/chunks from different methods, which are the most appropriate to a given 
situation [3], [10]. Thus, method fragments/chunks are the basic building blocks, 
which allow to construct methods in a modular way.  

The objective of our work is to propose a complete approach for method 
engineering based on a method chunk assembly technique. In previous papers [16], 
[13] we presented a modular method meta-model allowing to represent any method as 
an assembly of the reusable method chunks. In this paper we are dealing with the 
method chunk assembly process. We present a generic process model, the Assembly 
Process Model (APM), to guide the assembly of method chunks using different 
strategies depending on the type of situation in which the assembly activity has to be 
carried out. Chunk assembly is the support of situational method engineering and 
therefore we propose a Method Engineering Process Model (MEPM) providing 
several different ways to assemble chunks with the objective of constructing new 
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methods or enhancing the existing methods by new models and/or new ways of 
working. Whereas the APM views the assembly of method chunks ‘in the small’, the 
MCPM takes a broader view where assembling method chunks is part of a larger 
method engineering process. As a consequence, the APM is embedded in the MEPM. 

Both process models, namely the APM and the MEPM, are expressed using the 
same notations provided by a process meta-model. A process meta-model is an 
abstraction of different process models, i.e. a process model is an instance of a 
process meta-model. In this paper, we use the strategic process meta-model presented 
in [19] and [1]. Following this meta-model, a process model is presented as a map and 
a set of associated guidelines. Such representation of the process model allows us to 
provide a strategic view of different processes. Indeed, this view tells what can be 
achieved - the intention, and which strategy can be employed to achieve it. We 
separate the strategic aspect from the tactical aspect by representing the former in the 
method map and embodying the latter in the guidelines. By associating the guidelines 
with the map, a smooth integration of the strategic and the tactical aspects is achieved.  

This paper is organised as follows: section 2 highlights the need for different 
strategies for assembling method chunks to form a new method and motivates 
different ways of method engineering based on method chunk assembly. The former 
is encapsulated in the APM whereas the latter is captured in the MEPM. In section 3, 
we take the view of method engineering ‘in the large’ and present the MEPM. The 
MEPM includes the APM, which is presented in section 4. Section 5 illustrates the 
approach with an example demonstrating the process step by step. Section 6 draws 
some conclusions around our work.  

2 Chunk Assemblies and Method Engineering  

The attempts to define assembly processes [3], [11], [22] highlight the assembly of 
method fragments as rather independent and supplementary to one another. A typical 
example would be to adding a given way of working some new activity borrowed 
from another method and/or adding to the product model of one method a new 
concept borrowed from another method. In such a case, the assembly mainly consists 
in establishing links between the ‘old’ elements and the ‘new’, added ones. We found 
cases quite different where elements to assemble are overlapping. This led us to the 
identification of two assembly strategies: the association and the integration.

As shown in Figure 1, the first strategy is relevant when the method chunks to 
assemble do not have elements in common. This might occur when the end product of 
one chunk is used as a source product by the second chunk. For example, the chunk 
producing use cases and the chunk constructing the system object structure can be 
assembled to get a method with a larger coverage than any of the two initial ones. The 
assembly process is therefore mainly dealing in making the bridge. The second 
strategy is relevant to assemble chunks that have similar engineering objectives but 
provide different ways to satisfying it. In such a case, the process and product models 
are overlapping and the assembly process consists in merging overlapping elements. 
The integration strategy will be necessary, for example, to assemble two different 
chunks dealing both with a use case model construction. These two strategies are 
embedded in the APM presented in section 4. 
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Integration strategyAssociation strategy

Fig. 1. Strategies to assemble method chunks 

The assembly of method chunks is a means, a technique to construct a method in a 
reuse driven fashion. However, method construction is not restricted to chunk 
assembly. It includes, for example, the elicitation of requirements for the method to 
construct, amend or enhance. Besides, the ways the assembly technique will be used 
differ depending of the objective assigned to the situational method engineering 
project. There are many different reasons for constructing a new method. We 
identified three of them: 

1. To define a brand new method to satisfy a set of situational requirements; 
2. To add alternative ways-of-working  in a method to its original one;  
3. To extend a method by a new functionality.  
Each of these delineates a specific strategy for method engineering that we have 

embedded in the MEPM. The first strategy is relevant in situations where either there 
is no method in use or the one in use is irrelevant for the project (or class of projects) 
at hand. The second strategy is relevant when the method in use is strong from the 
product point of view but weak from the process viewpoint. Enhancing the process 
model of the existing method by one or several new ways of working is thus the key 
motivation for method engineering. The third strategy is required in situations where 
the project at hand implies to add a new functionality to the existing method which is 
relevant in its other aspects. We present the MEPM in the next section. 

3 The Method Engineering Process Model (MEPM) 

Figure 2 shows our proposal to engineer a method through an assembly of method 
chunks. We use the strategic process meta-model [19], [1] to represent our process 
model as a map with associated guidelines. A map is a directed labelled graph with 
intentions as nodes and strategies as edges. The core notion of a map is the section
defined as a triplet <source intention, target intention, strategy>. A map includes two 
specific strategies, Start and Stop to start and stop the process, respectively. As 
illustrated in Figure 2, there are several paths from Start to Stop. A map therefore 
includes several process models that are selected dynamically when the process 
proceeds, depending on the current situation. Each section is associated to a guideline
that provides advice to fulfil the target intention following the section strategy. 
Furthermore, a section can be refined as an entire map at a lower level of granularity. 

The MEPM represented by a map in Figure 2 includes two intentions Specify 
method requirements and Construct method. The latter corresponds to the method 
engineering’s essential goal, whereas the former is the prerequisite for the latter. The 
formulation of this intention, Specify method requirements means that our approach is 
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requirements-driven. In order to construct a new method, we propose to start by 
eliciting the requirements for the method engineering activity.  

Stop

Specify method
requirements

Construct
a method chunk

Start

process driven
strategy

intention driven
strategy

extension driven
assembly strategy

completeness driven
assembly strategy

from scratch
assembly strategy

requirements
correction
strategy

validation
strategy

Fig. 2. The method engineering map (MEPM) 

The map identifies two different strategies to Specify method requirements, namely 
the intention driven strategy and the process driven strategy. Both lead to a set of 
requirements expressed as a map that we call the requirements map. However, each 
strategy corresponds to a different way of eliciting the requirements. The former is 
based on the inventory of engineering goals whereas the latter infers these goals from 
an analysis of the engineering activities that must be supported by the method. 

Once the requirements have been elicited, the intention Construct method can be 
achieved. The MEPM proposes three different assembly strategies: from scratch,
enhancement driven and extension driven, to help the method engineer to achieve this 
intention. The three strategies correspond to the three method engineering situations 
that were identified and motivated in the previous section. The from scratch assembly 
strategy corresponds to situations where a brand new method has to be developed, 
whereas the two others, enhancement driven assembly strategy and extension driven 
assembly strategy, are relevant when a method already exists. As indicated by the 
names of the strategies, the three proposed ways are based on a method chunk 
assembly technique developed in the next section. Backtracking to the requirements 
definition is possible thanks to the requirements correction strategy. Finally, the 
validation strategy helps verifying that the assembly of the selected method chunks 
satisfies all requirements and ends the method engineering process. 

According to the map meta-model used above to model the MEPM, each section of 
the map is associated to a guideline providing advice on how to proceed to achieve 
the target intention and can be refined as a map of a finer level of abstraction. For the 
sake of space we do not present the guidelines associated to every section of the 
MEPM (see [14] for details) but concentrate on the refinement of the section <Specify 
method requirements, Construct method, from scratch assembly strategy> dealing 
with the assembly of method chunks. The refined map of this section models the 
method chunk assembly process. The APM is presented in detail in the next section. 
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4 The Process Model for Method Chunk Assembly (APM) 

This section presents the assembly process model guiding the selection of method 
chunks matching a set of situational requirements and their assembly to form a new 
method. It is a generic process model in the sense that it includes a number of 
strategies to retrieve and assemble chunks providing solutions for the different 
engineering situations the method engineer may be faced with. In particular the map 
includes two strategies (integration strategy and association strategy) to assemble 
chunks that we identified from the literature and case studies and introduced in 
section 2. The APM is presented as a map, the assembly map, in Figure 3. 

Stop

Assemble
chunks

requirements driven
strategy

integration
strategy

completeness strategy

aggregation
strategy

decomposition
strategy

aassociation strategy

Start

completeness strategy

refinement
strategy

evaluation
strategy

Select
a chunk

Fig. 3. The assembly map (APM) 

As shown in Figure 3, the APM proposes several different ways to select chunks 
matching requirements as well as different strategies to assemble them. It is based on 
the achievement of two key intentions: Select a chunk and Assemble chunks. The 
achievement of the first intention leads to the selection of chunks that match the 
requirements from the method base. The second intention is satisfied when the 
selected chunks have been assembled in a coherent manner. 

The process starts by the selection of the requirements driven strategy. The 
associated guideline helps the method engineer to select candidate chunks that are 
expected to match the requirements expressed in the requirements map (the result of 
the achievement of the intention Specify method requirements in MEPM). It suggests 
to formulate queries to the method base giving values to the attributes of the 
descriptors and interfaces of chunks (see [13], [14]) to identify the chunks that are 
likely to match part or the totality of the requirements map.  

Any time a chunk has been retrieved, the assembly map suggests to validate this 
candidate chunk by applying the evaluation strategy. The evaluation strategy helps in 
evaluating the degree of matching of the candidate chunk to the requirements. This is 
based on similarity measures between the requirements map and the map of the 
selected chunk. We present these similarity measures in section 4.1. 

The decomposition, aggregation and refinement strategies help to refine the 
candidate chunk selection by analysing more in depth if the chunk matches the 
requirements. The decomposition strategy is relevant when the selected method chunk 
is an aggregate one having some component parts that may not be required. This 
strategy helps to select those, which are the adequate ones. The aggregation strategy 
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is relevant when the candidate chunk partly covers the requirements. This strategy 
suggests to search for an aggregate chunk containing the candidate chunk based on 
the assumption that the aggregate method chunk might provide a solution for the 
missing requirements. The refinement strategy proposes to search for another chunk 
satisfying the same intention but providing a set of guidelines richer than those of the 
candidate chunk.  

When at least two chunks have been selected, the method engineer can progress to 
the assembly of these chunks following one of two strategies, namely the integration
strategy and the association strategy. As discussed in section 2.1, the choice of the 
strategy depends of the presence /absence of overlap between the chunks to assemble. 
If the two chunks help to achieve the same intention in the system engineering 
process and to construct the same or a similar product, the integration strategy must 
be chosen. If the selected chunks do not overlap in terms of intention to achieve and 
product to construct, then the association strategy must be selected. In the first case 
where chunks partially overlap, the integration of these chunks produces a new 
method whose product and process models are ‘richer’ than those of the initial 
chunks. With the second strategy for assembling chunks dealing with different aspects 
of system design, and supplementing one another, the result is a new method 
providing a larger coverage of design activities. We present the two strategies in more 
detail in sections 4.2 and 4.3. The two assembly strategies use assembly operators,
similarity measures and quality validation rules [12], [14]. Their use will be 
exemplified in section 5. Just as a reminder, let us mention that there are two types of 
operators to assemble process models parts and product models parts, respectively. 
The similarity measures are used to compare chunks before their assembly and to 
identify whether they are overlapping. This will help to choose the right strategy 
between the integration strategy and the association strategy.

In order to check if the current chunk assembly matches the requirements, the 
method engineer shall use the completeness strategy. If the response is a positive one, 
the assembly process ends. In the reverse case, other chunks have to be selected and 
assembled to gain the required method completeness.  

4.1 Similarity Measures 

Measures to estimate the similarity of conceptual schemas have been proposed by 
several authors, for different purposes: in order to identify reusable components [4] 
and to select these components [8]. Generally, these approaches measure the 
closeness between entities of different conceptual schemas by evaluating the common 
properties and links with other entities [4]. The global complexity of the schemas is 
also taken into account. Bianco et al. [2] proposes similarity metrics to analyse 
heterogeneous data base schemas. These metrics are based on the semantic and 
structural similarity of elements of these schemas. In our approach we use measures 
inspired from those proposed by Castano [4] and Bianco et al.[2]. We distinguish two 
types of measures: those, which allow to measure the similarity of the elements of 
product models and those which allow to measure the closeness of process models 
elements. We present them in turn. 
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Product Models Similarity Measures. We use semantic and structural measures to 
compare elements of product models.  

The Name Affinity (NA) metric allows us to measure the semantic similarity of 
concepts belonging to different product models. To apply this measure, the concepts 
of the chunks must be defined in a thesaurus of terms. Moreover, the synonymy 
(SYN)and the hyperonymy (HYPER ) relationships between these concepts must be 
defined. The SYN relation connects the terms ti and  tj (ti ≠ tj) which are considered as 
synonyms. This is a symmetrical relation. For example, <Goal SYN Objective>. The 
HYPER relation connects two terms ti and  tj (ti ≠ tj) where ti is more general than tj.
This is not a symmetrical relation. The inverse relation is the hyponymy (HYPO). For 
example, <Scenario HYPER Exceptional scenario>.The thesaurus of terms is a 
network where the nodes are the terms and the edges between the nodes are the 
terminological relations. Every terminological relation R ∈{SYN , HYPER /HYPO}
has a weight 

Rσ . For example, 1=SYNσ  and 8.0/ =HYPOHYPERσ . Therefore, the name 

affinity metric is defined as follows: 
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The semantic similarity is not sufficient to determine if two concepts are similar. 
We also need to compare their structures. The measure of the structural similarity of 
concepts is based on the calculation of their common properties and their common 
links with other concepts. Thus, to obtain the Global Structural Similarity of Concepts 
(GSSC) we need to measure the structural similarity of their properties and the 
structural similarity of their links with other concepts. These measures are 
respectively called Structural Similarity of Concepts (SSC) and Adjacent Similarity of 
Concepts (ASC). The formulas are as follows: 
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Process Models Similarity Measures. In this section we propose metrics to compare 
elements of process models i.e. of maps. Elements to compare are intentions, sections 
and maps themselves to evaluate the global similarity of maps.  

We use two kinds of semantic similarity : the Semantic Affinity of Intentions (SAI)
and the Semantic Affinity of Sections (SAS). The SAI is used to measure the closeness 
of two intentions. This metric is based on the comparison of the two parameters 
composing the intention: verb and target by using the SYN relation. The SAS measures 
the closeness of two map sections. It is based on the measure of the SAI of its source 
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intentions, the SAI of its target intentions and the application of the SYN relation 
between their strategies. The two formulas are defined as follows: 
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The structural similarity measures are needed to compare the structures of two 
maps and to identify their overlapping parts. We use two kinds of structural measures: 
the Structural Similarity by Intentions (SSI) and the Structural Similarity by Sections 
(SSS). The SSI is used to measure the proportion of similar intentions in two maps. 
This is based on the calculation of the SAI of their intentions. The SSS allows us to 
measure the proportion of similar sections in two maps. Sometimes, we also need to 
compare the proportion of similar sections for a couple of intentions which exist in 
the two maps. For this we introduce the Partial Structural Similarity (PSS) metric. 
The three measures are defined as follows: 
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4.2 Chunk Assembly by Integration 

Figure 4 shows the process model corresponding to the assembly by integration 
strategy, the integration map. This map is a refinement of section <Select a chunk, 
Assemble chunks, integration strategy> of the APM (Figure 3). 

The assembly process by integration, or the integration process for short, consists 
in identifying the common elements in the chunks product and process models and 
merging them. The maps of the these chunks must have some similar intentions and 
their product models must conceptualise the same objects of the real world by using 
similar concepts. As shown in Figure 4, the method engineer can start the assembly 
process by the integration of the process models followed by the integration of the 
product models or vice versa. At every moment he can navigate from the process 
models integration to the product models integration and vice versa. 

Let us first consider the assembly of chunks process models, i.e. maps. It might be 
necessary to make some terminology adjustments of maps before their integration The 
mechanism of integration merges similar intentions that must have the same name. 
This is not necessarily the case in the initial chunks selected for assembly: intentions 
having the same semantics may have different names whereas semantically different 
intentions my be named exactly the same. The guideline of the name unification 
strategy helps to identify a couple of similar intentions requiring some name 
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unification. The SAI (Sect. 4.1) measure is used to detect that the intentions are 
similar and then, the RENAME_INTENTION operator [12], [14] is recommended to 
unify their naming. Either directly or after having proceeded to the unification of 
names, the method engineer can move to the intention Construct the integrated 
process model following the merge strategy which recommends the use of the 
MERGE_INTENTION operator for each couple of similar intentions.  

merge
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speciali-
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strategy
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completeness
strategy

completeness
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strategy

merge
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strategy

merge
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specialisation
strategy

Adapt
product models
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Fig. 4. Integration process map 

The integration of product models is based on the identification of couples of 
similar concepts to be merged. Again, this might require naming revision or can be 
done directly. Two concepts to be merged must have the same semantics. In addition, 
if their structures are identical, they must have the same name. Vice-versa, if their 
structures are different, they must be named differently. For this reason, the product 
models integration may also be preceded by an adaptation step following the name 
unification strategy or the transformation strategy. The name unification strategy 
must be selected to solve the problem of naming ambiguity of concepts belonging to 
the different product models. The associated guideline uses the NA and GSSC
measures (Sect. 4.1) to identify a couple of such concepts and proposes to rename one 
of them by applying the RENAME_CONCEPT operator. The transformation strategy 
must be selected when the same real world object is modelled differently in the two 
product models. For example, the object may be presented by a concept in one model 
and by a link between two concepts or by a structural property of another concept in 
the other model. The associated guideline helps to identify the couples of elements 
that need to be unified (concept and link, concept and property, or link and property) 
and to apply one of the product assembly operators OBJECTIFY_LINK or 
OBJECTIFY_PROPERTY according to the situation.  

The same product integration strategies (merge, generalisation and specialisation)
are possible to fulfil the intention Construct the integrated product model
independently of the starting intention, the Start intention or the Adapt product 
models intention. The guidelines associated to the respective sections are identical. 
The merge strategy is applicable to merge concepts with similar semantics and similar 
structure. The corresponding guideline helps to identify a couple of similar concepts 
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by applying the NA and GSA measures and to apply the product assembly operator 
MERGE_CONCEPT. The generalisation strategy shall be used when the two concepts 
have the same semantics but different structures: the GSA measure helps evaluating if 
the difference of their structures forbid their merging. The guideline associated to the 
corresponding sections proposes to generalise the two concepts into a new one by 
using the GENERALISE operator. The two initial concepts must have different names 
before their generalisation; therefore the name unification strategy shall be required 
first. Finally, the specialisation strategy is required when one concept represents a 
specialisation of the other concept. The associated guideline introduces a 
specialisation link between the two concepts by applying the SPECIALISE operator. 

At any step of the integration process, it could be necessary to improve the current 
solution. The integration process map (Figure 4) proposes three strategies: remove,
addition and merge section, to refine the integrated process model. The remove 
strategy deals with the need to remove elements in the integrated model. Many 
different reasons can justify such removals; for example to remove a useless or 
redundant guideline. The guideline associated to this section suggests the use of the 
REMOVE_SECTION operator to perform this operation. Some new guidelines can 
also be required to complete the integrated process model, particularly if the 
integrated product model integrates generalisation and/or specialisation of concepts. 
The integrated process model needs to be extended in these cases. The addition 
strategy helps doing so by applying the ADD_SECTION operator. Finally, the merge 
section strategy suggests to merge sections which are duplicates by applying the 
MERGE_SECTION operator.  

Similarly, it can be necessary to improve the current version of the integrated 
product model. For example, the remove strategy allows to eliminate concepts, links 
or properties of the integrated product model by applying one of the operators 
REMOVE_CONCEPT or REMOVE_LINK or REMOVE_PROPERTY according to the 
situation at hand. To end the integration process the method engineer is invited to 
apply the quality rules and to verify the coherence and the completeness of the 
obtained product and process models following the completeness strategy. 

4.3 Chunk Assembly by Association 

In this section we consider the assembly of method chunks carried out following the 
association strategy. Figure 5 shows the process model corresponding to this 
assembly strategy represented by a map which is a refinement of the section <Select a 
chunk, Assemble chunks, association  strategy> of the APM presented in Figure 3. 

The assembly process by association, the association process for short, consists in 
connecting chunks such that the first one produces a product which is the source of 
the second chunk. Thus, the association process may consist in simply ordering 
chunks processes and relating chunks products to one another. The association 
process is simpler than the integration process. The association of product models is 
achieved by establishing links between concepts or adding elements connected to 
other concepts. The association of the process models consists in ordering the process 
activities provided by the two different models and possibly adding some new 
activity. 
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Fig. 5. The association process map 

As in the case of the integration driven assembly, the association of chunks may 
also require the unification of their terminology. The name unification strategy is 
provided to unify names in maps and product models. Maps of chunks in this case 
should not have similar intentions as their product models should not contain similar 
concepts. The SAI, NA and GSSC (Sect. 4.1) measure must be applied to the suspected 
intentions and concepts and the RENAME operators must be applied if necessary.

If the two maps do not have any naming problems, the construction of the 
associated process model can start directly whereas the Adapt process models
intention has to be fulfilled first in the reverse case. Then, the connection strategy is 
needed to carry out the association. The associated guidelines suggest a plan of action 
in three steps: (1) to determine the order in which the chunk processes must be 
executed; (2) to identify in the map of the first ordered chunk the intention that results 
in the product which is the source to the second chunk process, and (3) to merge this 
intention with the Start intention of the second chunk by applying the 
MERGE_INTENTION operator. 

A similar set of strategies is proposed in Figure 5 to deal with the association of 
product models. The product models may by associated the addition strategy which 
advises to identify the concepts in the product models which can be connected by a 
link or by introducing an intermediary concept. These corresponding guidelines 
recommend the use of the product assembly operators ADD_LINK or ADD_CONCEPT
depending of the situation at hand. 

5 Application Example 

In this section we illustrate the use of the method engineering process model with an 
example. We show how the method engineering map and its refined maps guide a 
method engineer step by step to construct a new method by retrieving and assembling 
method chunks. 

Let us suppose that a method engineer has to construct a method supporting the 
elicitation of functional system requirements in a goal-driven manner, to concep-
tualise them using textual devices such as scenarios or use cases, to validate them in 
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an animated fashion and finally to document them. According to the method 
engineering map presented in Figure 2, the first intention to achieve is to Specify 
method requirements. The process driven strategy looks adapted to the situation at 
hand as the requirements are expressed above in a process-oriented way. Assume that 
the application of this strategy leads to the requirements map presented in Figure 6. 

Stop
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requirement

goal driven strategy

Document
a requirementcompleteness strategy

variants
discovery strategy

validation
strategy

linguistic strategy

completeness
discovery strategy

Conceptualise
a requirement

linguistic strategy

Start
exceptions
discovery strategy

Fig. 6. The requirements map of the application example 

Once the requirements for the new method have been elicited, the MEPM (Figure 
2) suggests to Assemble Chunks. As the objective is to construct an entirely new 
method, the from scratch assembly strategy proposed in this method engineering map 
is chosen. The refined map of this assembly process (Figure 3) proposes to start with 
the selection of method chunks matching part or the totality of the requirements map. 
The guideline suggests to formulate queries to the method base in order to retrieve 
candidate method chunks. These queries give values to the different attributes of 
chunk interfaces and chunk descriptors [13], [14] as for example, design activity = 
requirements engineering, reuse intention = discover functional system requirements,
situation = problem description.

Let’s assume that method engineer selects the L’Ecritoire chunk as a candidate 
one. The process and product parts of this chunk are shown in Figure 7. This method 
chunk provides guidelines to discover functional system requirements expressed as 
goals and to conceptualise these requirements as scenarios describing how the system 
satisfies the achievement of these goals [17], [18]. Several different strategies are 
provided by the chunk to support goal elicitation, scenario writing and scenario 
conceptualisation. The method engineer wants to get a quantitative evaluation of the 
fit of L’Ecritoire to the requirements map. Therefore, he selects the evaluation 
strategy (Figure 3), which helps him to compare the map of the candidate chunk with 
the requirements map. The map similarity measures SAI, SAS, SSI and PSS (Sect. 
4.1) are used. For example, owing to the SAI measure we detect that the intentions 
Elicit a requirement (requirements map) and Elicit a goal (L’Ecritoire map) are 
similar because they use the same verb and their targets requirement and goal are 
synonyms. The measure SSI, calculated as follows: SSI (Requirements map, 
L’Ecritoire map) = (2*2 similar intentions) / (6 intentions in two maps) = 2/3, shows 
that a large part of the requirements map is covered by the L’Ecritoire map. To 
validate this assumption, we search for similar sections by applying the SAS measure. 
For example, the SAS calculated as follows: SAS (Requirements map: <Concep-
tualise a requirement, Elicit a requirement, variants discovery strategy>, L’Ecritoire 
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map: <Conceptualise a scenario, Elicit a goal, alternative discovery strategy>) = 1,
shows that the concerned sections are similar. Next, for each couple of similar 
intentions we apply the PSS measure to verify if the strategies between these 
intentions are also similar. For instance, the PSS (Requirements map: <Conceptualise 
a requirement, Elicit a requirement>, L’Ecritoire map: <Conceptualise a scenario, 
Elicit a goal>) = (2* 2 similar strategies) / (6 strategies) = 2/3 shows that the map of 
the L’Ecritoire matches a part of the requirements map. The degree of matching is 
satisfactory enough to select the L’Ecritoire chunk. 
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The requirements coverage is not complete and the method engineer must continue 
the search. However, he knows the properties of the chunks he is looking for and can 
formulate precise queries. The required chunks must have the following values in 
their interfaces : situation = goal or scenario, intention = to discover exceptional 
requirements (or goals).
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The SAVRE method chunk [23], [9] presented in Figure 9 is one of the chunks 
retrieved by the query. This chunk provides guidelines to discover exceptions in the 
functioning of a system under design caused by human errors. It generates scenarios 
corresponding to the system requirements and identifies, through an analysis of these 
scenarios, possible exceptions caused by human errors (exception discovery strategy). 
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The chunk also includes validation patterns to validate the requirements (validation 
patterns strategy).

The matching measures convinced the method engineer to make the decision to 
assemble the two selected method chunks, thus to move in the APM (Figure 3) to 
Assemble chunks. The two chunks have the same broad objective, to discover system 
requirements, and their process and product models overlap (they contain similar 
intentions and concepts). Thus, the integration strategy to assemble these chunks is 
adequate.

Following the integration map shown in Figure 4, the method engineer understands 
that he first needs to adapt the product and process models of the two chunks. It is 
only after the necessary terminological adaptations that he will be able to proceed to 
their integration. As an example, he selects the name unification strategy in the 
integration map (Figure 4) and changes the name of the intention Elicit a requirement
in the SAVRE map into Elicit a goal by applying the RENAME_INTENTION operator. 
Then, he progresses to the construction of the integrated process model with the 
merge strategy to integrate the two maps. He applies the MERGE_INTENTION
operator on the couples of identical intentions. The merged intentions are represented 
in grey in Figure 10. By selecting the addition strategy in the integration map he adds 
the transformation strategy to the integrated map. This new strategy permits the 
coupling of the two types of scenarios  (the ones in L’Ecritoire and the ones in 
SAVRE) in the same integrated product and the transformation of L’Ecritoire
scenarios into SAVRE scenarios and vice versa.  
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The integration of the two product models also requires some adaptations. For 
example, the two product models contain the scenario concept. The two scenarios
have the same semantics, but their structures are different. Thus, the method engineer 
renames the scenario concept in the L’Ecritoire into L’Ecritoire scenario and in the 
SAVRE into SAVRE scenario. Then he selects the generalisation strategy in the 
integration map to integrate the two scenario concepts by applying the GENERALISE
operator. The notion of the Agent is the same in the two product models. Thus, the 
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merge strategy can be selected to help applying the MERGE_CONCEPT operator on 
these two concepts. The result of the integration of two method chunks is illustrated in 
Figure 10. 

The requirements coverage is still not completed and the method engineer 
continues the search for chunks that can fill in the gap between the requirements map 
and the integrated chunk. There is a need for validating the requirements. Thus, the 
method engineer formulates a new query asking for chunks with the intention to 
validate the requirements in their interface. Among the retrieved method chunks, the 
method engineer retrieves the Albert chunk [7] presented in Figure 11. This chunk 
proposes guidelines to validate requirements in an animated manner. It can transform 
scenarios describing requirements into an Albert specification and then, supports the 
animation of these scenarios by activating the tool called Animator.
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The maps of the two chunks to assemble do not have similar intentions. Thus, there 
is no need to adapt the maps before their association. The method engineer selects the 
connection strategy in the association map (Figure 5) to the construction of the 
associated process model. Following the associated guideline, he identifies that the 
achievement of the intention Conceptualise a scenario in the integrated map 
constructs a product (a scenario) which is a source product for the Albert chunk. The 
operator MERGE_INTENTION is used on the intention Conceptualise a scenario and 
the Start intention of the Albert map. Some refinements are necessary on the 
associated map. For example, it seems reasonable to forbid a progression from the 
intention Conceptualise a scenario to Stop. By selecting the remove strategy in the 
association process map (Figure 5) the method engineer applies the operator 
REMOVE_SECTION on this section.  

The construction of the associated product model consists in the adaptation of the 
Agent, State and Action concepts and addition of the links between the corresponding 
concepts.  The end result is shown in Figure 12 (only the final map). 

In a similar manner the selection of additional chunks to cover the entire 
requirements map and their assembly with the current integrated chunk will continue 
till the completeness strategy ensures that the result is satisfactory enough to stop the 
assembly process. 
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Fig. 11. The end result of the chunk assembly 

6 Conclusion 

In this paper we look at situational method engineering from a process perspective 
and propose two embedded generic models to support: 

− method construction, and 
− method chunk assembly. 
Both are concerned with engineering methods matching a set of requirements 

through a method chunk assembly technique. The former deals with assembly ‘in the 
large’ whereas the latter offer solutions ‘in the small’.

The process models are represented as maps with associated guidelines. This 
allows us to offer flexibility to the method engineer for carrying out the engineering 
activity. Besides, guidelines provide a strong methodological support, thanks to some 
formally defined techniques. Metrics to evaluate the distance between two method 
chunks and a set of operators to perform the assembly tasks are the two most 
important techniques. 

The approach is currently used in a professional environment in the context of a 
rather large project (§10 millions). Results are encouraging, the experience is positive, 
even if it highlights the need for improvements among which is a software 
environment to support the process. 
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Abstract. This paper proposes a systematic way to organize and describe 
processes, in order to reuse them. To achieve that, a process reuse architecture 
has been developed. This architecture is based on processes and their types 
(standard, pattern, usual and solution), on process frameworks, based on the 
theory of application framework and on different kinds of process modeling 
languages, which are specified in XML, to describe each type of process. In 
order to facilitate the reuse and retrieval of information, we use facets, reuse 
guidelines, as well a process patterns taxonomy. Some processes of 
requirements engineering have been analyzed so that it was possible to create a 
process framework and a web tool has been developed to enable a case study to 
validate the proposed architecture. 

1. Introduction 

The growing interest in Process Engineering is an evolution of studies focused on 
products which verified that the quality of the developed software has a strong 
relation with the process which is used to elaborate it. In 1984, at the First 
International Workshop on Software Processes - ISPW a group of researchers learned 
about the new area of process technology, which emerged at the time. Afterwards, 
more than twenty workshops and conferences have been held (ICSP, IPTW, EWSPT, 
FEAST e PROFES) 

In the last few years research on software reuse has focused on process related 
aspects, such as: software process programming [1] [2], software engineering 
environments based on processes [3], user interface guided by defined processes [4], 
software processes improvement [5] [6] [7] [8] and definition of process patterns [9] 
[10] [11] [12] [13] [14]. Although some problems, directly or indirectly related, have 
already been solved, others remain waiting for better proposals. 

Nowadays, while attempting to improve processes, many companies try to reach 
levels of process maturity [5], based on their improvement and definition. However, 
those improvements are expensive, and they rely on the involvement of managers and 
teams, process data, of people who know process modeling, training, and cultural 
change. Several factors, imposing difficulties, make companies spend long periods of 
time to define some processes [15], and some of them give up in the middle of the 
maturity process. A frequently mentioned process to accelerate this within a company 
is to replicate one organizational process in other projects. At this point, the process 
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descriptions are very important because they allow the knowledge to be reused. 
However, the creation of a process, which is used in several other projects, is a hard 
task [19].  
Models such as CMM [5] or the paradigm of the software programming process [1] 
aim at following one defined process and at having one standard; nevertheless, they 
rarely have the concept of reuse of process and artifacts, as a central objective [16]. 
Many organizations have to begin the definition of their processes based on some 
kind of existent tacit knowledge or solely on bibliographies which demand a lot of 
time to be understood, because they often contain inconsistencies.  
Another possibility is to begin the definition based on models or norms, such as ISO 
and CMM; these however, are either too generic or need interpretation and are not 
always organized in the form of a process. Efforts made to measure the definition of 
processes to projects, report that it is necessary, for a key area (CMM), between 800 
and 1000 hours/people or more, depending on the amplitude and depth of the process 
[17].

In order for the processes to be reused, the companies need to express common 
elements and variables within one process. Frameworks [18], [19] provide a 
mechanism to obtain such reutilization [17] and are very appropriate to domains 
where various similar applications are built several times, from scratch. Researches on 
patterns [20] [21] also have shown that they are effective tools for reutilization. 
The use of application framework and patterns has taken place in many areas, such as 
design, interface, code, organizational and analysis; however, it seldom happens in 
processes. The utilization in processes is still isolated [22], [23] and [9], with a not 
very clear definition and needs to define what processes and patterns frameworks 
really are, and they do not have specific techniques for its development. Therefore, by 
integrating many concepts, we present a process reuse architecture, based on kinds of 
processes (standard, pattern, usual and solution), on process frameworks, based on the 
application frameworks theory, and on different types of process modeling languages, 
which are specified in XML, to describe each type of process. A tool, which 
implements this architecture and its elements, is presently in its late stage of 
development.  

Section 2 presents the process reuse architecture and its elements. Section 3 
presents how to use the architecture (processes and frameworks) to generate a 
solution process – a process instance. Section 4 presents related works and we 
conclude in section 5. 

2. Process Reuse Architecture  

Architecture in its strict meaning is the art of building. Thus, the process reuse 
architecture proposed here is an organization of processes and related elements. The 
objective of the architecture is to organize processes to enable their reutilization. By 
using the organization and structuring of information together, we try to facilitate the 
access and reutilization of the processes. Because it is reusing processes, it has all the 
benefits known in the technology of reuse, making it possible to use acquired 
knowledge and experience, which have been already established by other 
organizations or researchers [28]. A process is defined here as a set of interrelated 
activities that receive inputs and produce outputs. 
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Fig. 1.  Process reuse architecture. 

Figure 1 illustrates the proposed architecture. The architecture elements are the 
process modeling language, types of processes (standard, pattern, usual e solution), 
process framework and reuse guidelines.  

Process Modeling Language 

A process modeling language is a formal notation used to express process models. A 
process model is the description of a process, expressed in a process modeling 
language [24]. To express the process model we have chosen XML [25]. XML 
specifies a marking meta-language that allows the structured representation of several 
types of information. This information can be sent/received and processed on the Web 
in an even way. Because the processes naturally have a hierarchical structure, we 
adopted the XML, taking the advantage of its benefits to work with documents 
structuring. The XML’s DTD – Document Type Definition – contains or points to the 
declarative marks, which define a grammar or set of rules to a certain class of 
documents. This way, in a DTD we define languages to model the processes. It is 
important to emphasize that each one of the process types has a representation and 
therefore they can contain different attributes in their description, although many 
attributes appear more than once. The languages for the process patterns are both an 
evolution of design patterns templates [20], [21] e [26] and research on software 
reuse. For the other kinds of processes, the base was previous results of process 
modeling [27], [28] and [29], including the framework idea. All kinds of processes 
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have a great deal in common as far as the modeling is concerned, and that allows the 
reuse to be carried out more amply. For example, all of them have activities 

Process Types 

Processes will form the base of the architecture. The types have the purpose of 
distinguishing processes, characterizing different sources of information used in the 
process definition. All the processes are stored in a database. When the reuse takes 
place, a process instance is stored in the usual process database and an XML file can 
be generated, enabling the process engineer to store one copy in his/her directory. The 
types of process defined are: 
• Standard Process: it is a standard (for example, CMM or ISO) form of process. It 

is a base for process definition, according to specifics process improvement and 
quality assurance standards. It has a normative purpose.  

• Process Pattern: it is a process that deals with problems related to processes. 
According to the definition of patterns, it can not be new or hypothetical [20] [21].  

• Usual Process: is any existing process that is neither standard nor a pattern. It is 
not standard because it does not have the normative purpose and it is not a pattern 
because it has not been tested (applied) a considerable number of times to solve 
one recurrent problem. 

• Solution Process: it is an instance of either the framework or of any other process 
(pattern, usual or standard), or of the combination of those.  

Process Framework 

A process framework models the behavior of the processes in a given domain [41]. A 
process framework is defined as a reusable process. Its kernel models the common 
activities among the processes of the domain. Hot -spots model the specific and 
flexible parts of the processes of the domain and they are reified during the 
instantiation of the framework. The hotspots are activities or other elements of the 
process (techniques, tools...), that define characteristics or specific paths of a solution 
process (process instance). The hotspots are instantiated by the process engineer, 
redefining the description of activities or elements, both on the macro and detailed 
levels. The framework itself will have to be represented as a process, identifying the 
parts that are hot spots and common activities. The instantiation of one processes 
framework generates a solution process. In the next Section we detail the use of the 
framework

Reuse Guidelines 

The objective of the reuse guidelines is help reuse and adapt the framework and it also 
shows both flexibilization and common points. The reuse guidelines are available for 
the framework, given an overview of whole process, and for the macro activities. On 
the upper side of the guide is the process or the activity name. The guide design 
(Figure 2), follows a structure based on hot-spot cards [18], features model [30] and 
components reuse concepts – 3C – [31], whose details follow: 
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Fig. 2. Reuse guidelines 

The 3Cs Model 
3Cs Model of reuse design provides a structure, which has been effective in the 
design of reusable assets [22]. The model indicates three aspects of a reusable 
component – its concept, its contents and its context. The concept indicates the 
abstract semantics of the component; the contents specify its implementation and the 
context specifies the environment, which is required to use the component. 

The “Concept” section of the reuse guidelines provides information as to whether 
the guide is one of framework as a whole (giving a general view of the process), or a 
specific activity, on macro level. It also provides information to identify, in the case 
of activities, whether they are hot spots or common point. (kernel). 

The “Contents” section identifies activities/ components. Activities are elements of 
the framework and components are other activities (from database) that can 
complement process description or fill the framework hot spots - when reusing the 
framework. For a framework, the macro-activities are the components themselves. 
For the macro-activities, the detailed activities are the components. It also provides 
information to identify the features of each activity (see next item).  

For each activity it should be possible to access its basic data and the components 
related. For example, “Elicit Requirements” is related to “Collect facts”. In the same 
section, available process patterns and process standard items, such as practice in the 
CMM, for the macro activities are listed. 
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The “Context” section defines whether the framework is generic or specific. As far 
as the activities are concerned, the section describes the applicable techniques and 
when they should be applied.  

Features Model   
The features are present in their original proposal, the FODA (Feature Oriented 
Domain Analysis) [30] project, aiming at “through the model, capturing the final 
user’s view of the applications requirements to a determined domain”. In our proposal 
we use the characteristics as a semantic model, where they are the process activities 
attributes. They are useful to organize the framework, allowing it to identify the 
flexibilization and common points. The domain engineer captures, from the analyzed 
processes, certain relevant features, so that the process engineer can have a reference 
about the process activities in that domain when he reuses processes. 

Some examples of features are: 
[CO]mmon: the characteristic indicates that the activity is common, in the set of 

processes, which are analyzed in the domain; 
[OP]tional: the characteristic indicates that the activities are not mandatory in the 

domain; 
[S]pecific: when the activity is specific of few processes in the domain. They 

represent particularities of certain processes; 
[IM]plicit: the characteristic indicates that the activity in the analyzed processes in 

the domain is implicitly present in the process descriptions, although it does not 
appear clearly as an activity. 

Hot-Spots Card  
According to Pree [18] a hot-spot card describes hot spots. Comparing what the hot-
spot card specifies and what the reuse guidelines provides, we have, respectively: 

The hot spot name – in the heading of the guide it is possible to visualize the 
name of the process or activity. However, it is only in the “Concept” section of 
the guide that we find information on the flexibilization points (common point or 
hot spot). 
A concise term describing the functionality – In the “Contents” section of the 
guide the component names and the components lead to the objective/description 
through links. 
Degree of flexibilization – the “Context” section of the guide defines the 
flexibilization. 

Operations 

The process engineer can carry out the basic operations: inclusion, exclusion, searches 
and update associated with the process database. During the research he can choose a 
process, which might be reused as it is, or not. If the process does not meet the 
engineer’s expectations, he or she can adapt the chosen process or create a new one, 
by reusing activities from several processes available in the database. The framework 
tailoring is not manual. We instantiated processes originally from the databases, from 
where they are retrieved by the use of facets and other resources. Our proposal is not 
to enact processes, but to define them.  
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Process Classification and Retrieval 

There ought to be a mechanism to classify the content of the databases and to assist 
the user in the queries of processes, to find the process that better matches his or her 
needs. We define several process elements that are used in the process classification 
and retrieval. For example, we can retrieve using the usual process classification 
(fundamental, organizational or support) or using the taxonomy created for process 
pattern based on problems addressed (requirements elicitation, requirements analysis, 
...). In this section we will describe two classification methods: facets [32] for all 
process types and Pattern Society [28] for process pattern. 

Facets 
Prieto-Díaz [32] proposes a scheme of classification through facets to catalog 
software components where it is believed that the components can be described 
according to their functions, how they perform such functions and details of 
implementation.  Facets are considered as perspectives, points of view or dimensions 
of a particular domain. The elements or classes that comprise a facet are called Terms. 
It has been demonstrated that facets help in organizing and retrieving in component 
libraries. 

The facets are used as describers of activities, focusing on the action that they carry 
out and on objects, which are manipulated by the activity. For example, the activity 
“elicit requirements” has the action “to elicit” and as object “Requirements”. Both the 
classification and the retrieval specify the actions and/or objects when carried out. All 
the actions may have a list of synonyms so that they improve the retrieval. 

Process Patterns Society 
One of the problems that we face when we search for a pattern is to locate the 
appropriate pattern and to understand its solution. Many patterns are proposed 
individually, and others come organized in some languages for a specific purpose. 
Therefore, it is essential that there be a form to classify patterns in order to retrieve 
and use them. The term “Process Patterns Society” expresses taxonomy to organize 
the process patterns. In the textual description of the pattern solution, many times 
several links appear, for example, reference to other patterns. Our approach gives 
more structure for the pattern solution. The society is a way to organize them and 
make it look like a “patterns network map”, which facilitates the search and 
understanding of the presented solution. It is something similar to a Catalog used in 
Design Patterns or Patterns System [33]. In our work, with the taxonomy of the 
proposed society, it is possible to organize the process patterns as: individual, family 
or community (see figure 3). 

• Individual Process Pattern: is a process pattern, which presents a solution to a 
problem, without making reference to other patterns. 

• Family Process Pattern: is a process pattern whose solution comprises one or 
more patterns. 

• Community Process Pattern: is a set of process patterns, individuals and families 
of a certain domain. 



Process Reuse Architecture      291 

Individual

Individual
Individual

Family

Family Family

Individual

Fig. 3. Process pattern society 

RAPPeL – A Requirements Analysis Process Pattern Language for Object 
Oriented Development [23] is a pattern language with several patterns. One of them is 
the Requirements Validation pattern and the other one is the Prototypes pattern. Using 
RAPPeL´s Requirements Validation pattern as an example, we will explain our 
approach. This pattern has the following problem and solution description: 

Problem: “How to verify that the specified behavioral requirements are correct 
and complete?”

Solution: “Have all interested parties thoroughly read the requirements 
specification. Conduct review meetings on sections of the requirements specification. 
Have a secretary take note of every issue raised during the reviews in the Issues List. 
Follow up on all issues raised. 

Build prototypes and review them with users. Again, record every issue raised in 
the Issues List and have follow up on each issue. Continue verification of 
requirements during system development through each iteration. 

If needed, establish an arbitration group to reconcile disagreements on 
requirements.  

Distribute prototypes to customers and conduct surveys and usability studies.”
Using our approach we are looking for activities (components) at the solution and 

emphasize them. As a result the Requirements Validation pattern, described below, 
has a solution composed by two components (we have describe only the first 
component in our structured language): 

1) Component Name: Conduct (action) reviews meeting (object) 
Synonym: Realize, execute  
Pre-condition: Have a documented requirements specification
Input: Requirements specification
Recommendation: Conduct review meetings on sections of the requirements 
specification. Have a secretary take note of every issue raised during the 
reviews in the Issues List. Follow up on all issues raised. Use cases are 
excellent in structuring the specification of the behavioral requirements for 
study and validation. Customers can ‘role play’ the various use cases using the 
domain objects to get a better feel on whether the system is doing what is 
expected.
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Restriction: it is a human process with no automated support  
Post-Condition: requirements specification reviewed. 
Output: Issues List 

2) Component Name: Build (action) prototypes (object) –  individual pattern 

The Requirements Validation pattern solution makes a reference to the Prototypes 
pattern (build prototypes), so it is a process pattern family.  Component names are 
organized using action and object facets, which are used to retrieve information. 
Sometimes we complement the recommendation with other information described in 
patterns sections other than solution section (”Use cases are ....” is not present into the 
original solution). 

3. Generating the Solution Process 

In order to generate the solution process from the proposed architecture, we can reuse 
processes by using the framework, or we can surf throughout the database of the 
process (standard, usual and patterns), looking for one which is adequate to our needs. 
The solution process, which is generated, is saved as a usual process and can be 
visualized and used in the XML version (Figure 4).  

Fig. 4  XML view

In order to reuse from the database, we use the search resource, throughout which 
we can choose any element of the process to carry the search, such as tools, 
techniques, and templates. Also facets can be used and in order to locate patterns we 
can base our search on process patterns society. A web tool, which implements the 
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proposed architecture, allows searching and the results can be compared. For 
example, we can compare a process made by an author with another one, activity by 
activity. The processes can be partially or totally reused (some activities). The 
solution process for example, may contain activities from any kind of process: 
standard, usual and patterns. This is possible because all process types have the same 
kernel – the “activities detailed” – that are called “items” in process standards and 
“components” in process patterns. The kernel is the activity’s name, description, 
inputs, outputs, pre-conditions and post-conditions. 

To generate the solution process, based on framework, we must utilize the reuse 
guidelines. The following table illustrates the initial part of a guide, for the 
requirements engineering process – giving the general view of the process 
(framework). The guide partially shows two macro activities: optional [OP] – hotspot 
– and a common [CO] and essential [E] – kernel. What follows is a description of 
how it is carried out and reused, based on the guide.  

REUSE GUIDELINES

REQUIREMENT PROCESS ENGINEERING

CONCEPT

( x ) Framework  ( ) Macro Activity ( ) Detailed Activity

[ ] kernel  [ ] Hotspot

CONTENTS

Objective: derive, validate and maintain a requirement document.

Activities Features Components Process Standard/ Pattern

CMM N2
( )All

CMM N3
 ( ) All

CMMI
Cont.

Pattern

Analyze the
Problem

OP,AN, FO Analyze the Problem –
Rational

Define Scope – Alister

FO - Context Analysis–
Bracket (outside the
requirement process)

GP1.1

Elicit
Requirements

CO, E Elicit requirements – Kotonya/
Julio/ Loucopoulos/
Sommerville

Collect  facts – Alister

Capture Requirements –
Alcazar

Identify Requirements –
Brackett

Understand Necessities of
Stakeholders  (it has  Elicit
requests of the
Stakeholders)/ Analyze the
Problem – Rational

GP2.7
and
SG1

Define
initial
requirem
ent

Reusing Activities  
Whenever a process engineer selects a framework, its activities are showed together 
with its reuse guideline (table below). The instance that will store the new process, 
based on the framework, needs to be selected (from usual process combo box). Using 
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the features into the guide it is possible to know what activities are common (CO) and 
essential or optional (OP). The common macro activity description can be 
complemented with component description. The optional activities (hot spots) will be 
deleted or will be filled. We can fill the activities looking to the reuse guidelines for 
one component or process pattern that matches the process engineer needs. When a 
component or process pattern is reused to fill an optional activity its detailed activities 
are reused too. In the case of common macro activities it needs detailing. That means 
that it is necessary to inform which detailed activities are part of the macro activity. 
To do so, we must use the macro activity reuse guidelines. In this example, it would 
be the guide for the reuse of the “Elicit Requirements” activity. The “Context” section 
of the reuse guidelines (not shown in the example) provides the techniques that can be 
used and when they should be used. 

Reusing standards 
We try to use standards in our work, such as CMM, ISO/IEC 12207 or CMMI in a 
different way. Usually, a standard is chosen and processes are defined from it. On the 
framework, each activity can have one or more items from the associated standard; 
for example, “Elicit Requirement” has two associated CMMI standard items. In this 
proposal, we start from a process (framework) and we verify if the existing 
description complies with the standard. 

Obviously, some standard items are not totally covered by the framework, which 
makes it necessary to act in the usual form. However, we provide support to carry it 
out in this form. 

The standards usually have items that refer to activities themselves and others that 
refer to institutionalization matters, resources and organization. Those standard items 
that refer to activities and do not have references on the framework, are automatically 
created as activities in the solution process, when the option is “all” the standard. For 
those standard items, which have a reference activity on the framework, the process 
engineer should refer to two standard aids: interpretation and recommendation. The 
interpretation is a specialist’s knowledge about the standard and it aims simply at 
facilitating the understanding, minimizing doubts about how to use the standard item. 
The recommendation is a tip on how the item can be applied in the activity, making it 
comply with the standard. The standard items that do not refer to activities are linked 
to the definition in other elements of the process, such as tools, method, technique and 
training, when necessary. 

Reusing patterns 
Patterns work as an aid for defining the process activities. Patters related to the 
activities are listed beside and can be consulted. For example, “Elicit Requirements” 
has an associated pattern, which is “Defining initial requirements”. When we wish to 
use a pattern in the activity definition, we can chose to reuse the pattern solution as it 
is, or we can create a new one, based on the pattern solution. 

4. Related Work 

In the literature little has been found regarding the description of process patterns. 
Coplien [34] defines process and organization patterns as managerial practices, 
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Ambler [9] shows process patterns in a particular way, classifying process patterns 
into three levels, but recognizes that his descriptions does not follow any established 
form. Landes at. all [35] use quality patterns as a “primitive representation to describe 
experiences in a structured manner”, which is our goal too. The experience is 
classified, in more details than in our approach, using some facets and some 
keywords. But they do not have a pattern organization (pattern society) similar to ours 
and a structured way to describe solution inside the pattern. On the other hand, they 
have subcategories for patterns (theory patterns, practice patterns and lessons 
patterns) to model the evolution of experience over time. Vasconcelos [12] describes 
an environment and forms for process patterns, not clarifying, however, the difference 
between solution process and process pattern. Vasconcelos also uses the concept of 
activity pattern for what we call components, and he does not use a hypertext to 
improve the description of the patterns. In [36] we can see patterns “related to the 
system testing process”, but the description form is traditional. In the article “A 
Pattern Language for Pattern Writing” [37] a lot of patterns related to pattern structure 
are shown, pattern naming and referencing, patterns for making patterns 
understandable and language structure patterns, which coincide with our main idea.

Related to our general idea about the architecture, some works are similar in some 
aspects, without process types and guidelines and with focus on tailoring process to 
project. Henninger [38] [39] has an environment for reuse process that tries to reduce 
the gap between the process that is defined and the one that is in use, by combining an 
organizational learning meta-process with a rule-based process engine. With a similar 
objective Rolland et. all [40] use a contextual model approach constructing process 
models dynamically. Hollenbach and Frakes [22] have a framework organized in 
several sections for process definition. Each section has some attributes similar to and 
different from ours. They have a tailoring methodology.  

Concerning our Patterns Society schema for patterns classification, it is somehow 
similar to a Pattern Catalog (collection of related patterns) or a Pattern Systems 
(cohesive set of related patterns which work together to support the construction and 
evolution of whole architectures) [33].

5. Conclusion   

The result of Rollenbach and Frakes’s research [22] shows that at least a tenfold 
improvement in time and effort to create a project or business unit process description 
occurs when we instantiate a reusable process instead of building the process from 
scratch. Our approach involves to building processes from the process data base and 
frameworks. We use processes as a way to store and reuse knowledge in organi-
zations. 

In this article we define an architecture based on the concepts of Standard Process, 
Process Pattern, Process and Solution Process. It is important to emphasize that each 
one of them has a representation and therefore they can contain different attributes in 
their description, although many attributes appear more than once. Process patterns 
are both an evolution of design patterns templates and research on software reuse. The 
other approaches are based on current research on process modeling. We achieve 
more expressiveness through a powerful process data base that integrates this kind of 
processes, because we can establish relationships between, for example, problems 



296      S.T. Fiorini, J.C. Sampaio do Prado Leite, and C.J. Pereira de Lucen 

(described in process pattern) and usual process of the same domain. Also, we 
propose a taxonomy for the classification and retrieval in which patterns can be 
perceived individually, as a family and as a community and activities can be 
organized using facets. It is very important for process engineers and SEPG managers 
when defining process (in software process improvement programs) because they will 
have one central information source together with one schema of classification and 
retrieval to help them. This reduces process definition time.  

In short, the contributions are: 
• An architecture of processes reuse gathering different concepts (patterns, 

standards and frameworks), which enables the reuse in a systematic and 
practical way. 

• A more structured language, specified in XML, to define processes, patterns 
and standards. 

• By using XML (Extensible Markup Language) and XSL (Extensible 
Stylesheet Language), it is possible to achieve reuse, of the process content, 
structure and presentation. 

• A processes organization that allows for the creation of a process which can be 
the base for the generation of a standard process and whose definition can 
comply with certain models and norms, which are useful in certification 
programs. 

• A framework for Requirements Engineering and its use definition. 
• A systematic scheme of process database organization and access to search 

and selection. 

Our future work involves the development of case studies to validate the 
architecture. To exemplify the proposed architecture we are finishing a WEB tool. 
The tool will make possible that a collection of patterns be available for use.  We will 
start with process patterns, process standards and usual process for requirements 
engineering and will use a questionnaire driven method to measure the level of reuse 
that potential users of the tool may have achieved [41]. 
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Abstract. A Federated Information System requires that multiple (of-
ten heterogenous) information systems are integrated to an extent that
they can share data. This shared data often takes the form of a federated
schema, which is a global view of data taken from distributed sources.
One of the issues faced in the engineering of a federated schema is the
continuous need to extract metadata from cooperating systems. Where
cooperating systems employ an object-oriented common model to inter-
act with each other, this requirement can become a problem due to the
type and complexity of metadata queries. In this research, we specified
and implemented a metadata software layer in the form of a high-level
query interface for the ODMG schema repository, in order to simplify the
task of integration system engineers. Two clears benefits have emerged:
the reduced complexity of metadata queries during system integration
(and federated schema construction) and a reduced learning curve for
programmers who need to use the ODMG schema repository.

1 Introduction

Many database applications require a mechanism by which ‘generic’ applications
can determine a database’s structure at runtime, for functions such as graphical
browsers, dynamic queries and the specification of view schemata. This property,
often referred to in programming languages as reflection, has been a feature of
databases for many years, and the 2.0 specification of the ODMG metamodel [3]
has provided a standard API for metadata queries in object-oriented databases.
As part of our research into federated databases, we specified and implemented a
global view mechanism to facilitate the creation of views for ODMG databases,
and the subsequent integration of view schemata to form federated schemata.
Please refer to [6,10] for a complete background on federated databases. In this
paper we do not concentrate on the topic of federated databases but instead
focus on the construction of a metadata interface to ODMG information systems.
This paper is structured as follows: the remainder of this section provides a brief
overview of the nature of our research, the importance of metadata to our view
mechanism, and the motivation for this research; in Sect. 2 the main concepts in
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this form of research are discussed, together with an informal description of the
metadata layer; in Sect. 3 the pragmatics of the language are presented through
a series of examples; in Sect. 4 we present details of the implementation; and
finally in Sect. 5 we offer some conclusions.

In this paper we use the term view (or ODMG view) to refer to an ODMG
subschema which may contain multiple classes, and is defined on an ODMG
database, or on another view which has been defined on an ODMG database.

1.1 Background and Motivation

The main focus of our research was to extend the ODMG 2.0 model to provide
views in a federated database environment. This work yielded the specification
and implementation of a global view mechanism, using the ODMG model as
the common model for a federation of databases. The concept of a federation of
databases [10] is one where heterogeneous databases (or information systems)
can communicate with one another through an interface provided by a com-
mon data model. In our case, the common data model is the ODMG model,
the standard model for object-oriented databases since 1993 [3]. The most com-
mon architecture for these systems is as follows: data resides in many (generally
heterogeneous) information systems or databases; the schema of each Informa-
tion System (IS) is translated to an O-O format, and this new schema is called
the component schema; view schemata are defined as shareable subsets of the
component schema; the view schemata are exported to a global or federated
server where they are integrated to form many global or federated schemata.
Our focus was to extend the ODMG model so that it was possible to define the
view schemata on top of each component schema, and define integration oper-
ators which facilitated the construction of federated schemata. This extension
provided a layer of ODMG views on top of the component schema. However, it
was also necessary to provide a mapping language which could bind the compo-
nent schema to its local model representation. This facilitates the translation of
ODMG queries (to the their local IS equivalent), and enables data transfer to
the ODMG database when views are defined.

The classes which comprise the database schema are used to model the real
world entities which are stored in the database. Additionally, there is a set of
metaclass instances which are used to describe the database classes. Thus, we
can think of an ODMG database as having two distinct sets of classes: those
which reside in the database schema, and the abstract classes (metaclasses) which
reside in the schema repository. Whenever we process and store a view defini-
tion, a set of metaclass instances are stored in the database. Where a view
definition involves multiple classes, each with their own extents, this combina-
tion of meta-objects can become quite complex. Thus, the request to display
a view, or extract data from the local IS often requires powerful query facili-
ties in order to retrieve the required meta-information. In Fig. 1 the role of the
schema repository within a federated database environment is illustrated. Both
the Component Database and Federated Database Server are ODMG databases.
The schema repository contains a description of the database classes, hence the
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Fig. 1. Metadata architecture within ODMG information systems.

arrow towards the database schema. However, in this type of architecture, the
schema repository will contain a large amount of additional data required by
view definitions.

This research involved extending the ODMG metamodel in order to construct
view schemata. However, due to the complex nature of both the base metamodel
and extensions, many of the OQL queries which were required both to retrieve
base and view class metadata would necessitate long expressions. For this reason
we specified some language extensions to OQL for the specific purpose of easy
retrieval of metadata from the schema repository. The contribution of this work
is to provide a software metadata layer which facilitates the easier expression
of ODMG metadata queries. In fact all metadata queries can be expressed in a
single line. In addition, we believe it is possible to improve the performance of
metadata queries as some of our experiments (discussed briefly in Sect. 4) have
shown.

2 Metadata Objects and Queries

In this section we provide a description of the main concepts involved in this
research: the metadata objects and the queries used to manipulate metadata.
Metadata objects are used to describe both the structural elements of the par-
ticipating systems (base metadata objects), and the virtual elements which are
defined using a view language and are mapped to base metadata objects. Meta-
data queries are categorized into groups representing the type of metadata in-
formation required.
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d_Property d_Type d_Constant

d_Relationship d_Attribute d_Derived

d_Ref_Type d_Collection_type d_Primitive_Type

d_Scope d_Meta_Object

d_Inheritance d_Class

 

Fig. 2. The ODMG metamodel (subset).

2.1 Metadata Elements

In Fig. 2 a brief outline of the ODMG schema repository interface (or ODMG
C++ metamodel) is illustrated. For integration engineers the main points of in-
terest are classes and their properties, and issues such as scoping and inheritance.
The illustration attempts to show a hierarchy of metaclasses with the d Scope,
d Inheritance and d Meta Object metaclasses at the top of the hierarchy. Oth-
erwise, all metaclasses derive from d Meta Object (identified by arrows) and
multiple inheritance occurs where some metaclasses derive from d Scope. By
deriving from a d Scope object, meta-objects can place other meta-objects in-
side a (conceptual) container class. For example, a d Class object derives from
d Scope, and can use its properties to bind a set of d Attribute objects to it.
Specifics of the roles of each of the metaclasses is best described in [5].

In an ODMG database that contains a view mechanism, it is necessary to be
able to distinguish between base and virtual classes, and for virtual classes one
must be capable of obtaining the same information regarding structure as can be
obtained for base classes. The view mechanism, its specification language, and
implementation are described in [8][9]. This paper assumes that view definitions
have already been processed and stored, and a requirement exists to retrieve
meta-information in order to display views or process global queries. A view or
wrapper is represented by the meta-objects outlined below.

1. Subschema or Wrapper Construction. The definition of a virtual sub-
schema requires the construction of a v Subschema instance.

2. Class Construction.Where it is necessary to construct new virtual classes,
a v Class object is instantiated for each new virtual class.

3. Attribute and Relationship Construction. A v Attribute instance and
a v Primitive Type instance is constructed for each attribute property, and
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a v Relationship and v Ref Type instance is constructed for every rela-
tionship property.

4. Inheritance Construction. This type of meta-object connects classes
to subclasses.

5. Class Scope Update. When v Attribute and v Relationship instances
are constructed, it is necessary to associate these properties with a specific
(virtual) v Class instance. This is done by updating the v Scope object
which the v Class object inherits from.

6. Subschema Scope Update. When v Class instances are constructed, it
is necessary to associate these virtual classes with a specific v Subschema
instance.

2.2 Metadata Query Language

The Schema Repository Query Language (SRQL) is an extension to ODMG’s
Object Query Language, and has been implemented as a software layer which
resides between the client database application and the ODMG database. The
language comprises fifteen productions detailed in an appendix in [7]. In this
section we provide an informal description of the types and usage of query lan-
guage expressions. The language resembles OQL in the fact that it employs a
select expression. However, SRQL expressions employ a series of keywords, and
are always single line expressions. As shall be demonstrated in the next section,
this has practical advantages over using standard OQL to retrieve metadata
information.

– Subschema Expressions. This type of query is used to retrieve subschema
objects, which are container objects for all elements contained within a view
definition. The subschema keyword identifies this type of expression.

– Class Expressions. This type of query can be used to retrieve specified
base or virtual class objects, the entire set of base class objects, the entire
set of virtual class objects, or the set of virtual classes contained within a
specified schema. The class keyword identifies the type of expression, with
the qualifier virtual specified for virtual classes, and the qualifier in used
when retrieving virtual classes for a specific subschema (or view).

– Attribute Expressions. This type of query is used to retrieve single base
or virtual attribute objects, the entire set of base or virtual attribute ob-
jects, or all attributes for a specific base or virtual class, by specifying the
attribute keyword. The query can also be expressed as a shallow retrieval
(only those attributes for the named class) or a deep retrieval (attributes for
the named class and all derived classes). The qualifiers (virtual and in) are
used in attribute query expressions, and a further qualifier inherit is used
to determine between shallow and deep query expressions.

– Relationship Expressions. This type of query is semantically identical to
attribute queries. Syntactically, the attribute keyword is replaced with the
relationship keyword.
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– Link and Base Expressions. These queries return the meta-objects to
which virtual objects are mapped. In a view mechanism, each virtual element
which has been generated as a result of a view definition must map to an
equivalent base or virtual element. For example, a virtual attribute object
may map to another virtual attribute object, which in turn maps to a base
attribute object. The link query expression will return either a virtual class,
attribute or relationship object if the specified object is mapped to a virtual
element, or NULL, if it is mapped directly to a base element. The base query
expression will always return either a base class, attribute or relationship
object, nut never NULL as all virtual elements must eventually map to a
base element.

– MetaName and MetaCount Expressions. Both query expressions take
a single SRQL expression as an argument and return the names of the meta-
objects and the count of the meta-objects respectively.

– Type Expressions. This query is used to return the type of (base or virtual)
attribute or relationship meta-objects. Each ODMG attribute and relation-
ship type is taken from a predefined set of types.

3 Pragmatics of SRQL Usage

Although the ODMG model provides a specification for access to the schema
repository, it is quite complex and often not easy to formulate OQL metadata
queries as we shall later demonstrate. Since metadata queries can be regarded as
a small static group of queries, we have developed a query sub-language for the
ODMG schema repository. This query language is based on OQL but extends
the base language with a series of constructs which are specifically employed in
metadata querying. For this reason, we called this metadata sub-language, the
Schema Repository Query Language (SRQL).

3.1 Sample Metadata

In our previous work [9] we described how view schemata can be defined using
our subschema statement. The resulting view can have any number of base or
(newly derived) virtual classes, and some of these classes are connected using
inheritance or relationship links. Where a view contains both base and virtual
classes, it is not possible to connect classes from both sets. In this case, the
view contains disjoint schema subsets. A view definition is placed inside an Ob-
ject Definition Language file (ODL file), passed through the View Processor1,
and the result is the storage of the view definition as a set of meta-objects in
the database’s schema repository. It is these meta-objects which are queried by
system integrators as they seek to discover similarities and differences between
schemata which are due to be merged, as it is generally view schemata that are
merged, rather than the entire base schemata of participating systems. Most of

1 This is the same process as is used for defining the base schema.



Using a Metadata Software Layer in Information Systems Integration 305

Drug
DrugRef : string
Description : string
Default Dosage : string
Default Frequency : string
Class : string
Prescription : set [Prescription]

Diagnose

Code : string
Patient Number : Patient
Description : string
HIV Base Level : string
HIV stage : string
Episode Type : small int
Episode Status : string

Prescription
PatientRef : Patient
RefNo : string
DrugRef : set [Drug]

Patient
Patient Number : string
MRN : string
Marital Status : string
Occupation : string
Date of Birth : date
GP Name : string
Diagnosis : Diagnose
Prescribed : set [DRUGS]

Person

Fname : string
Lname : string
Sex : char
Addr1 : string
Addr2 : string
Addr3 : string
Town : string

 

Fig. 3. The v3 view of the PAS database.

our work has involved healthcare systems, and one of these systems is the Patient
Administration System (PAS) database at a hospital in Dublin. This database
contains a wide range of information including a patient’s demographic data,
treatment of each illness, consultant information, and details of prescribed med-
ication. For the purpose of the examples used later in this paper, assume that
the view illustrated in Fig. 3 as patients, details of a particular illness, and the
medication prescribed, is stored as v3 in the database. The types of meta-objects
constructed for this view were described in Sect. 2.1.

As it stands, the ODMG metamodel or its C++ API provides an ‘open’
standard for retrieving ODMG metadata, and a basis for developing a method to
insert data into the schema repository. This provides a powerful mechanism both
for creators of dynamic software applications (views and dynamic querying), and
federated database engineers, whose role it is to extract schema information from
participating systems. This work necessitates executing many metadata queries
during the course of the schema integration process.

3.2 Metadata Query Samples

In this section, we argue the requirement for the proposed language by illus-
trating a series of metadata queries using conventional OQL, and demonstrate
how these queries might be simplified using an extension to OQL. In addition to
using ‘pure’ OQL syntax which appears to treat all derived attributes as local to
each specialized class [3] (pp. 84), we have also opted to use the C++ bindings



306 Mark Roantree, Jessie B. Kennedy, and Peter J. Barclay

as provided by the Versant O-O database product [12]2. Our motivation is to
ensure that these OQL queries can actually be expressed in at least one vendor
product, and to demonstrate the mappings between ‘native’ OQL and a typical
O-O database vendor.

Example 3.1: Retrieve a base class object called ‘Person’.

This query is expressed by again querying its d Meta Object superclass, but
in this example, a set of references to d Class objects should be generated as
output.

Example 3.1(a): ODMG OQL
select C from d Class
where C.name = ‘Person’

Example 3.1(b): Vendor OQL
select oid from d Class
where d Meta Object::name = ‘Person’

The mapping between the ODMG specification and the C++ implementa-
tion is also clear as shown by the vendor OQL expression in 3.1(b). Its SRQL
equivalent is provided in 3.1(c) below.

Example 3.1(c): SRQL
select class Person

The result of this query will be the set of base class (d Class) instances
which have the name attribute value of Person. For base class instances, this will
always be a single object reference, but for virtual classes it is possible for many
to share the same name, providing they belong inside different subschemata. This
is explained in [9] where each subschema has its own scope and class hierarchy,
and thus class names can be repeated across different subschema definitions.

Example 3.2: Retrieve virtual class object called ‘Person’ from subschema v3.

Assume we now wish to retrieve a specific class Person from subschema v3.

Example 3.2(a): ODMG OQL
select C from v Class
where C.name = ‘Person’
and C.SchemaContainer =

(select S from v SubSchema where S.name = ‘v3’)
Example 3.2(b): Vendor OQL

s oid = ( select oid from v Subschema
where v Meta Object::name = ‘v3’ );
select oid from v Class
where v Meta Object::name = ‘Person’
and SchemaContainer = s oid;

2 With one small exception: we use the term oid instead of the vendor term SelfOid,
as we feel that oid is more generic. Before executing any of the queries in this section
the term oid should be replaced with SelfOid.
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Example 3.2(c): SRQL
select virtual class v3.Person

In this example, the SRQL makes the OQL query easier as we use a sub-
schema qualifier to specify the correct class. Although the query can be expressed
easily in OQL, it was necessary to break the vendor query into two segments
as it was not possible to pass object references from an inner query. With our
SRQL approach in Example 3.2(c), any implementation is hidden behind the
language extensions.

Example 3.3: Retrieve a virtual attribute ‘name’ from class ‘Person’ in sub-
schema v3.

In this example we again have the problem of first selecting the correct
v Class reference and then selecting the appropriate v Attribute object ref-
erence. Assume that the virtual class is from the same subschema (v3) as the
previous example.

Example 3.3(a): ODMG OQL
select A from v Attribute
where A.in class in
( select C from v Class
where C.name = ‘Person’
and C.SchemaContainer in

(select S from v SubSchema where S.name = ‘v3’) )
Example 3.3(b): Vendor OQL

s oid = ( select oid from v Subschema
where v Meta Object::name = ‘v3’ );
c oid = (select oid from v Class
where v Meta Object::name = ‘Person’
and SchemaContainer = s oid);
select oid from v Attribute
where v Meta Object::name = ‘name’
and in class = c oid);

In Example 3.3(a) the pure OQL version of the query is expressed by simply
adding another layer to the nested query. However, the vendor product in 3.3(b)
requires three separate queries, and thus, it will be necessary to embed the
OQL inside a programming language such as C++ or Java. Since this is the
most likely scenario for an O-O database program, it does not raise any major
problems, but it does demonstrate the unwieldy nature of using some of the
OQL implementations when building O-O database software. In Example 3.3(c)
the SRQL version of the query is a simple expression.

Example 3.3(c): SRQL
select virtual attribute v3.Person.name
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These examples demonstrate how a query language based on OQL could be
used to simplify querying operations against the schema repository. These types
of queries are crucial to schema integrators who require metadata information in
order to determine the structural makeup of a schema, before subsequently re-
structuring and merging different schemata. Initial queries when connecting to a
database for the first time will be: what are the names of export schemata? What
are the names of classes within a specific export schema? How many attributes
does a particular class contain? What is the type of attribute x? Previous queries
assumed that this type of data had already been acquired. In the following ex-
amples we will illustrate these types of queries, and will now express queries in
OQL and SRQL only as the problem regarding vendor-specific versions of OQL
has already been shown.

Example 3.4: Retrieve all classes within subschema v3

In Examples 3.4(a) and (b) the syntax for both expressions to retrieve all
references to v Class objects within the subschema v3 is illustrated. As these
queries are simpler than those in previous examples, the OQL expressions are
fairly straightforward.

Example 3.4(a): ODMG OQL
select C from v Class
where C.SchemaContainer.name = ‘v3’

Example 3.4(b): SRQL
select virtual class in v3

The keyword virtual is used to distinguish between base and virtual classes,
and similar to the select subschema expression, this predicate can be dropped
in circumstances where all instances are required. In Example 3.4(c) five possible
formats are illustrated. The semantics for the selection of base classes is clear:
in example (i) the complete set of d Class object references is returned, and
in example (ii) a single d Class reference is returned. For virtual classes, there
are three possibilities with examples (iii) and (v) similar to their base query
equivalents. However, example (iv) is different: all virtual classes called Person
are returned.

Example 3.4(c): class selection formats
(i) select class
(ii) select class Person
(iii) select virtual class
(iv) select virtual class Person
(v) select virtual class v3.Person

A subschema can comprise both base and virtual classes [9]. The in keyword
was used in the previous section to select classes within a specified subschema.
If base classes are required, the keyword virtual is dropped. Both formats are
illustrated in Example 3.4(d).
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Example 3.4(d): retrieve classes within a specified subschema
select class in v3
select virtual class in v3

Example 3.5: retrieve all relationships within Person within the v3 schema.

In this example we require a reference to all relationship objects inside the
Person class.

Example 3.5(a): ODMG OQL
select R from v Relationship
where R.defined in class in
( select C from v Class
where C.name = ‘Person’ and C.SchemaContainer =

(select S from v SubSchema where S.name = ‘v3’)
Example 3.5(b): SRQL
select virtual relationship in v3.Person

In Example 3.5(b) it is clear that the SRQL format is far easier to express
than the base OQL query. Additionally, queries regarding inheritance can be a
little unwieldy due to the complexity of the O-O model.

Example 3.6: Retrieve all attributes, including derived ones for the class e.

Suppose it were necessary to retrieve all attributes for class e, which is derived
from classes a,b,c, and d (in subschema v3). (Please refer to [5] for a description
on inheritance in the ODMG metamodel.)

Example 3.6(a): ODMG OQL
select A from v Attribute
where A.in class in
( select C from v Class
where C.name = ‘e’
and C.SchemaContainer in

(select S from v SubSchema where S.name = ‘v3’)
union
select A from v Attribute
where A.in class in
( select i.inherits to from v Inheritance
where i.inherits to.name = ‘e’
and i.inherits to.SchemaContainer in
(select S from v SubSchema where S.name = ‘v3’) )

In Example 3.6(a) the OQL query to return the required v Attribute ref-
erences for the class e is illustrated. In the first segment (before the union op-
erator is applied) it is necessary to provide nested queries to obtain the cor-
rect v Subschema instance, and then the correct v Class instance, before the
attributes for class e are retrieved. In the second segment, it is necessary to re-
trieve all v Class references which are superclasses of class e, and perform the
same operations on these classes.
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Example 3.6(b): SRQL
select virtual attribute in v3.Person inherit

Using the SRQL, the query expression is very simple: the keyword inherit
is applied to the end of the expression to include the additional v Attribute
objects in the result set.

The select attribute and select relationship expressions can take dif-
ferent forms as illustrated in Example 3.6(c). Only examples (iii) and (vii) will
definitely return a collection containing a single object reference3.

Example 3.6(c): attribute selection formats
(i) select attribute
(ii) select attribute age
(iii) select attribute Person.sex
(iv) select virtual attribute
(v) select virtual attribute age
(vi) select virtual attribute Person.sex
(vii) select virtual attribute v3.Person.sex

Finally, the area of query transformation and the resolution of mappings
between virtual and (other virtual objects and) base objects requires a different
form of metadata query expression. Suppose it is necessary to retrieve the base
attribute to which a particular virtual attribute is mapped.

Example 3.7: retrieve mapped attribute (without SRQL)

Assume that v3.Person.name is mapped to Person.Fullname in the base
schema. It is necessary to retrieve the mapped attribute name to assist in the
query transformation process. Assuming the query expressed in Example 3.3
returns an object reference R (the name attribute in Person class in v3), then
Example 3.7(a) can be used to retrieve its mapped base attribute.

Example 3.7(a): ODMG OQL (requires result set Q)
select A.VirtualConnector from v Attribute
where A in Q

Example 3.7(b): SRQL (full query expression)
select link attribute v3.Person.name

In Example 3.7(b) the entire query expression is illustrated. Whereas the
basic OQL expression requires three nested queries, the entire expression using
SRQL can be expressed in a single select link statement (identical syntax
to Example 3.7(b)). The resolution of mappings becomes even more complex
when there are a series of mappings from virtual entities to the base entity,
eg. where a number of subschema definitions are stacked on top of each other.
To retrieve the base attribute in this type of situation requires an unwieldy

3 or possibly NULL.
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v_Subschema v_Wrapper v_Property v_Type v_Constant

v_Relationship v_Attribute v_Derived

v_Ref_Type v_Collection_type v_Primitive_Type

v_Scope v_Meta_Object

v_Inheritance v_Class

 

Fig. 4. ODMG metamodel extensions (subset)

OQL expression, whereas a single select statement will suffice if we provide the
appropriate extensions to OQL.

In [7] we provide the production rules for the schema repository query lan-
guage. The same publication contains the syntax for further queries such as
the retrieval of subschema and wrapper objects, the retrieval of attribute and
relationship type data, and the retrieval of object names and object counts.

4 Implementation of Metadata Interface Layer

The extensions to the C++ metamodel make provision for virtual schemata,
any component virtual classes, and their properties and types. The ODMG 2.0
standard uses the ‘d ’ prefix to denote metaclasses and to avoid confusion with
standard metaclasses we employ a ‘v ’ prefix to denote virtual metaclasses. The
schema repository for ODMG databases was illustrated in Fig. 2. Two design
goals were identified before planning our extension to the ODMG metamodel:
virtual metaclasses need contain only mapping information to base (or virtual)
metaclasses; yet virtual subschemata must contain enough information for high-
level graphical tools to browse and display virtual types. This has been well-
documented in the past: for example [11] stating that modern database systems
require a richer means of querying data than that offered by simple ASCII-based
query editors.

In Fig. 4 the segment of metamodel extensions which contains the most useful
metaclasses is illustrated. For the purpose of clarity, the base metaclasses are not
shown but the top layer in the hierarchy (containing v Scope, v Inheritance
and v Meta Object metaclasses) is placed at the same level in the metaclass
hierarchy as their base metaclass equivalents. We deliberately chose to extend the
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metamodel by adding virtual classes rather than extending existing metaclasses,
in order to keep our base metamodel compatible with the ODMG standard. In
Fig. 4 a list of the metaclass types added to the set specified by the ODMG is
illustrated. Please refer to [9] for a description of virtual metaclasses and their
functions.

4.1 Metadata Software Layer

An object library was built using Visual C++ 6.0 for the Versant O-O database
running on NT platforms. It is assumed that client applications may be either
software modules or user interfaces that have a requirement for dynamic queries.
In Example 4.1 a query is required to return the names of all classes inside
a subschema named v3. The object library parses the expression, opens the
appropriate database, and generates the result set as a collection of objects of
type Any4, to which the program has access. The objects in each collection can
then be ‘repackaged’ as objects of a specific metaclass depending on the type of
query.

Example 4.1 Repository Query
database PAS
srql {
MetaName ( select virtual class in v3 ) ; };

Internally, the program accesses the metadata query layer by creating an
instance of type srql and passing the query string to the constructor. The same
srql instance provides access to the result set.

Ideally, all ODMG databases should provide a standard interface for func-
tions such as opening the database and accessing the schema repository. How-
ever, this is not the case, and it was necessary to develop an adaptor for the
Versant ODMG database for all I/O actions. A suitable adaptor will be neces-
sary for all ODMG implementations. However, we have isolated those functions
which are non-generic and placed them inside the srql class implementation.
Thus, to use the metadata software layer with other implementations of ODMG
databases, it is necessary to implement only those functions isolated within the
srql class. Specifically, these functions are opening and closing the database,
query execution, the construction of the result set, and the transfer of data from
database-specific (eg Versant) objects to C++ objects. The SRQL parser, and
the semantic actions for each production are all generic, and thus require no
modification.

When developing semantic actions (C++ program code) for each produc-
tion, it was possible to take one of two routes: map the SRQL expression to
the equivalent OQL expression (shown informally in Sect. 3), and then to the
vendor implementation of OQL (VQL for the Versant product in our case); or
4 Most databases and template software will use an Any (or similarly named) class

as an abstract class for all possible return types. In this object library, the small
number of possible return types keeps the type conversion simple.
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alternatively, use C++ to retrieve the objects from the database directly. Our
initial prototype used the former approach but this lead to problems as not all
SRQL (or OQL) queries could be expressed in the vendor implementation of
the language. For this reason we adopted the latter solution and bypassed the
ODMG OQL and vendor specific OQL query transformations. By doing so we
had more control over the performance of queries as we could take advantage
of the structure of the schema repository, and construct intermediate collections
and indices depending on the type of query expression. Space restrictions pre-
vent a further discussion on this subject here but can found in a forthcoming
technical report.

The parser component was developed using ANTLR [1] and the semantic
actions for each of the query expressions were written in C++. Thus many of
the federated services (such as querying and data extraction from local ISs) use
the SRQL for metadata retrieval. All of the SRQL examples in this paper were
tested using our prototype: the Versant O-O database was used to test vendor
OQL queries; and a research O-O database [4] (the closest implementation of
OQL to the ODMG specification) was used to test each of the native OQL
queries. All of this work is based on the ODMG 2.0 specification [3].

5 Conclusions

In this paper we described the construction of a metadata software layer for
ODMG databases. Due to the complex nature of the schema repository interface,
we defined simple constructs to facilitate the easy expression of metadata queries.
It was felt that these extensions provide a far simpler general purpose interface
to both the ODMG schema repository, and the extended repository used by
our view mechanism. In particular, these extensions can be used by integration
engineers who have a requirement to query metadata dynamically, the builders
of view (and wrapper) software, and researchers and developers of high-level
query and visualization tools for ODMG databases.

Although the ODMG group has not addressed the issue of O-O views, their
specification of the metamodel provides a standard interface for metadata storage
and retrieval, a necessary starting point for the design of a view mechanism.
Our work extended this metamodel to facilitate the storage of view definitions,
and provided simple query extensions to retrieve base and virtual metadata. A
cleaner approach would have been to re-engineer the schema repository interface
completely rather than implement a software layer to negotiate the complexity
problem, and this has been suggested by some ODMG commentators. Perhaps
this could be regarded as a weakness in our approach, but we chose to retain
the standard (now at version 3.0), and attempt to make its metadata interface
more usable. Standards are an obvious benefit to systems interoperability, but
quite often that standard can be improved.

The complex nature of the ODMG metamodel requires a substantial learning
curve for programmers and users who require access to metadata: we believe that
we have reduced this learning curve with our metadata language extensions. By
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implementing a prototype view system, we have also shown how this metadata
query service can be utilized by other services requiring meta-information.
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Abstract. With the flourishing development of E-Commerce and the exponen-
tial growth of information produced by businesses, organizations and individu-
als on the Internet, it becomes more and more difficult for a person to find in-
formation efficiently by only using one or a few search engine(s), due to the 
great diversity among heterogeneous sources. This paper proposes a method for 
building adaptive meta-search engines with which (1) users can express their 
information needs sufficiently and easily, and (2) those sources that may an-
swer user queries best can be selected, and the mapping between user queries 
and the query capabilities of target sources is performed more accurately. Ex-
periments show that this adaptive method for constructing a meta-search engine 
can achieve more precision than traditional ways. The method can be applied to 
all kinds of information integration systems on the Internet, as well as on cor-
porate Intranets. 

1   Introduction 

The revolution of the World Wide Web (WWW or Web for short) has set off the 
globalization of information access and publishing. Organizations, enterprises, and 
individuals produce and update data on the web everyday. With the explosive growth 
of information on the WWW, it becomes more and more difficult for users to accu-
rately find and completely retrieve what they want. Although there are thousands of 
general-purpose and specific-purpose search engines and search tools, such as Alta-
Vista , Yahoo! , etc., most users still find it hard to retrieve information precisely. 
Why? Here are some reasons: 

1. Users do not know which sources can best answer their information needs. 
Most users only use a few well-known generic search engines, but each 
search engine has limited coverage and is not sufficiently capable of coping 
with information in specific domains.  

2. Even though there are some users who collect the URLs (Uniform Resource 
Locator) of almost all relevant information sources in their bookmarks, still, 
considering that the user interfaces of these sources differ a lot, it is difficult 
to expect a user to be familiar enough with the user interfaces and function-
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alities of all sources to use them sufficiently. For this reason, users usually 
only use a few their favorite sources. 

3. The precision of some search engines is too low. A search engine may return 
thousands or even millions of hits for a user’s query. Therefore, picking out 
the wanted hits is time-consuming and a terrible chore. 

How can we overcome such difficulties? An adaptive meta-search engine will effec-
tively and efficiently help all kinds of users find what they want. Such a tool can do 
several things: 

1. It integrates any number of differing information sources (such as search en-
gines, online repositories, etc.). Based on the differences with respect to do-
main, functionalities, performances, etc., these integrated sources are classi-
fied into different groups. When users input a query, the meta-search engine 
will select those sources that may answer the user query best. 

2. It provides users with a uniform user interface to multiple internal and exter-
nal knowledge sources, thus making the great diversity of various sources 
transparent to users, improving search efficiency, and reducing the cost of 
managing information. In order to let users input specific queries and make 
these queries more close to the target sources, the adaptive mechanism is 
employed to dynamically construct the user interface. 

3. By means of this adaptive mechanism, it can translate user queries into se-
lected sources more accurately. Therefore, users can get more complete and 
precise results.   

In this paper we discuss how we designed such an adaptive meta-search engine. The 
remainder of this paper is organized as follows.  We start by briefly introducing some 
related work.  In section 3 we discuss the architecture of an adaptive meta-search 
engine and its major components.  In section 4, we introduce some experiments car-
ried out for testing the efficiency of a meta-search engine based on this architecture. 
Finally, section 5 concludes this paper. 

2   Related Work 

In the Internet there are a lot of meta-search engines such as SavvySearch1, Dogpile2,

ProFusion3, Ask Jeeves4, askOnce5, to name just a few.  Although they integrate a lot 
of WWW search engines, most of their user interfaces are too simple.  They only use 
a “Least-Common-Denominator” (LCD) user interface, discarding some of the rich 
functionalities of specific search engines.  It is difficult for users to input complicated 
queries and retrieve specific information. “From the users' perspective the integration 

                                                          
1http://www.savvysearch.com 
2http://www.dogpile.com
3http://www.profusion.com 
4http://www.askjeeves.com 
5The document company, Xerox. http://www.xerox.com 
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of different services is complete only if they are usable without losses of functionality 
compared to the single services and without handling difficulties when switching 

from one service to another”6.  In order to avoid losing important functions of search 
engines, both generality and particularity should be considered when designing a 
meta-search engine.  Some other meta-search engines display the searching controls 
of all search engines on one page or on several hierarchically organized pages, e.g. 

All-in-One7 displays many original query interfaces on a single page. Many efforts 
have been put into research on information integration, such as [1], [2], [3], [4], [5], 
[6], [7], [9], etc. However, they do not consider using the adaptive mechanism to 
construct information integration systems. Compared with previous work, our meta-
search engine model has several advantages: (1) the dynamically generated, adaptive 
user interface will benefit the progressively self-refining construction of users’ infor-
mation needs; (2) conflicts among heterogeneous sources can be coordinated effi-
ciently; (3) user queries will match the queries supported by target sources as much as 
possible. 

3   Constructing an Adaptive Meta-Search Engine 

In this section, we first discuss the diversity among Web information sources by in-
vestigating the user interfaces of some sources. Then we discuss the architecture of 
our meta-search engine prototype and its components. 

3.1   The Diversity of Sources  

At the beginning of this section, six concrete user interface examples are displayed to 
demonstrate the great diversity among heterogeneous information sources. Fig.1 

displays the user interface of the NCSTRL8 search engine. Fig.2 displays the user 

interface of the ACM-DL9. Although these two search engines are designed for 
searching computer science papers, we can see many differences between them. 
ACM-DL provides a more complicated user interface than NCSTRL, so users can 
input more specific queries by using ACM-DL. In the second CGI form of NCSTRL 
search engine, each input-box belongs to one specific bibliographic field (i.e., Author, 
Title, Abstract). While in ACM-DL, there are five check-boxes (each stands for a 
field, i.e. Title, Full-Text, Abstract, Reviews, and Index Terms.) and users can select 
one or some of them to limit the scope of the input terms in the input-box. These 
kinds of differences make query translation from a meta-search engine to a target 
source difficult.  

                                                          
6http://www.tu-darmstadt.de/iuk/global-info/sfm-7/ 
7http://www.allonesearch.com 
8 Networked Computer Science Technical Reference Library http://www.ncstrl.org
9 ACM Digital Library http://www.acm.org/dl/newsearch.html 
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Fig. 1. NCSTRL   Fig. 2. ACM-digital library 

Figures 3 and 4 show the user interfaces of two Internet sources for finding vehicles. 
Their interfaces are also quite different. Fig. 3 displays a rich-function query interface 
in which users can set many specific parameters for searching. Fig.4 displays three 
forms (for browsing, fast searching and advanced searching, respectively). Compared 
with figures 1 and 2, figures 3 and 4 are more difficult to integrate into a uniform 
interface because there are more differences between them. 

Fig. 3. Megawheels.com   Fig. 4. Carsearch.net 

Figures 5 and 6 display two sources for weather forecasting. These kinds of sources 
do not provide CGI-based query forms, meaning that users can only browse pages for 
information. However, these semi-structured pages can easily be queried with the 
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help of wrappers. In section 3.2, we will discuss the wrappers. Most pages on the 
Web are semi-structured or non-structured, such as product information, personnel 
information, etc., so that meta-search engine must integrate not only search engines, 
but also these other kinds of sources. 

Fig. 5. www.weather.com 

Fig. 6. http://www.cnn.com/WEATHER/ 

In addition, the diversity of heterogeneous information sources also exists in other 
aspects: 

1. Formats: For example, different search engines return their results using dif-
ferent date formats. Some systems use “September 8, 2000”, others use 
“09/08/00”, “08/09/00”, “Sep. 2000”, or “08092000”, etc. Some sources use 
standard names and some use abbreviations (e.g. “kilometer”, “km”). 

2. Naming: Different systems use different names for synonyms or homonyms. 
For examples, some systems use “all fields” to denote this field modifier, 
some use “anywhere”. In the Dublin Core metadata set, there is only one 
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element for authors: “Creator”. While in USMARC, there are two elements 
for authors: “Corporate author” or “Individual author”. 

3. Scaling: Different information retrieval systems have different ranking 
methods. For example, ACM-DL assigns the value 11 to an entry. While the 
Cora search engine assigns 0.9156 to another entry. How can you compare 
the relevance of these two entries? 

4. Capability: Different retrieval models and query languages. Some sources 
support Boolean-based queries, some support vector-space-based queries, 
some support natural language queries. Some sources automatically drop 
stop-words (e.g. and, with, etc.). Some sources support fuzzy expansion, 
stemming, right-/left- truncation, or wildcards, and so on. 

5. Interface designing: Some sources provide static HTML form user interface, 
some provide dynamical HTML form user interface, some provide HTML 
form user interface with JavaScript, and some provide java applet user inter-
face. Some sources provide customizing services for users to personalize 
their user profiles. Some sources can return all results for a user query, while 
some sources demand users to visit their web sites more than one time to get 
complete results. Some sources can let users refine their queries after results 
come.

From Figures 1-6, we know that there are many discrepancies among the user inter-
faces of heterogeneous sources and it makes integration difficult. However, all the 
controls available in user interfaces can be divided by function into three groups:  

(1) Classification Selection Controls, a classification selection control is a compo-
nent on the user interface to a search engine, by selecting one or more items of which, 
users can limit their information needs to certain domains, subjects, categories, etc. 
For example, in Fig. 2, there is a choice control for users to limit their searches to a 
certain publication (which proceeding or journal) or all publications. In Fig.3, there 
are some classification selection controls, such as “Maker”, “Model”, “Country”, 
“Transmission”, etc.;  
(2) Result Display Controls, A result display control can be used by users to control 
the formats, sizes or sorting methods of the query results. For example, in Fig. 1, 
there is a result sorting control by selecting which the retrieved results can be sorted 
by “author’s name”, “date” or “relevance”. In Fig. 4, the results can be sorted by 
“Date of entry”, “Location”, “Make”, “Mileage”, “Model”, “Price”, or “Year”. Some 
sources provide “Results grouping size” controls;  
(3) Query Input Controls, All terms, term modifiers and logical operators of a 
search engine constitute a query input controls group, through which users can ex-
press their information needs (queries). A term is the content keyed into an input box 
on the user interface. A term modifier is used to limit the scope, the quality or the 
form of a term (e.g. <Title>, <Full-Text>, <Keywords>, <Abstract>, <Author>, <Ex-
actly Like>, <Multiple Words>, <Using Stem Expansion>, etc.). A logical operator is 
used to logically combine two terms to perform a search, the results of which are then 
evaluated for relevance. For example, a logical operator can be <AND>, <OR> or 
<NOT>.



Distributed Information Search      321 

Fig. 7. Architecture of an adaptive meta-search engine 

3.2   The Architecture of an Adaptive Meta-Search Engine and Its Components  

Fig. 7 displays the architecture of our adaptive meta-search engine. It consists of three 
layers. The first one is the wrapping layer. Each wrapper describes the characteristics 
(such as input, output, domain, average response time, etc.) of a source and is respon-
sible for the communication between the meta-search engine and this source. The 
second one is the mediation layer, which acts as an agent between users and the 
wrappers. The third one is the UI (user interface) layer that dynamically constructs 
the query form for users to input information needs. In the following, we will discuss 
all components in this architecture. 

3.2.1 Wrappers – Mediator 

The “Mediator [8] - Wrapper” architecture has been used by many information inte-
gration systems.  The mediator manages the meta-data information on all wrappers 
and provides users with integrated access to multiple heterogeneous data sources, 
while each wrapper represents access to a specific data source.  Users formulate que-
ries in line with the mediator's global view, that is the combined schemas of all 
sources.  Mediators deliver user queries to some relevant wrappers.  Each selected 
wrapper translates user queries into source specific queries, accesses the data source, 
and translates the results of the data source into the format that can be understood by 
the mediator.  The mediator then merges all results and displays them to users. 

Due to the heterogeneity of Internet information sources, different kinds of wrappers 
should be employed for different kinds of sources, such as web search engines (e.g. 
Altavista), web databases (e.g. Lexis Nexis), online repositories (e.g. digital libraries), 
other meta-search engines (e.g. Ask Jeeves), semi-structured web documents (e.g. 
product lists), non-structured documents (e.g. Deja UseNet, e-mail installations), and 
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so on. Each wrapper records the features of an integrated source. Because the infor-
mation on the WWW constantly changes, this module will periodically check if the 
user interface of a search engine has been changed, and timely modify the informa-
tion that describes the query capability and user interface of the search engine. 

Fig. 8. An example Web page that can be queried by wrappers 

In Fig.8, a screenshot of Web page for sailing laptop computers is displayed. From 
this page, we can extract the information of producers (IBM, TOSHIBA, HP, 
COMPAQ, etc.), descriptions (CPU, Memory and Storage, Display and Graphics, 
Multimedia, Communications, etc.), Part#, Prices, etc; and then use wrappers to re-
cord such information. The meta-search engine can use an SQL-like query language 
(e.g. “SELECT * FROM ‘http://www.companyURL.com/…’ where producer = 
‘IBM’ and price < ‘$2000’ …”) to express the information needs of users and extract 
the relevant information from the pages. 

3.2.2 Constraints Rules - Source Mapping Table 

Due to the various conflicts existing among heterogeneous sources, a meta-search 
engine must coordinate these conflicts for the purpose of both constructing a harmo-
nious user interface, and making a more accurate query translation from the meta-
search engine to the sources. Constraints rules are employed to record the conflict 
information between the controls of a source or between different sources. For exam-
ple, a term belonging to the ‘Date’ field cannot be modified by the ‘Sound like’ quali-
fier, while a term belonging to the ‘Author’ field can be modified by this qualifier but 
not by ‘Before’ or ‘After’. When the meta-search engine dynamically constructs the 
user interface, these constraints rules will be considered in order to eliminate various 
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kinds of conflicts and to let users input their queries more easily and accurately. Fig. 
9 displays three screen shots of the meta-search engine using constraints rules to con-
struct its user interface. In Fig. 9(a), the ‘author’ field can only be modified by ‘Ex-
actly like’, ‘Sound like’ and ‘Spelled like’ qualifiers. While in Fig. 9(b), the ‘date’ 
field can only be modified by ‘Before’ and ‘After’ qualifiers and the search terms are 
two choice controls (one for month and another for year) instead of an input-box. 

Fig. 9. Three examples of applying constraints rules to UI construction 

A source mapping table is used to record the mapping situations between the items of 
a meta-search engine’s choice controls (e.g. category selection controls) and the inte-
grated search engines. For example, if users choose the item <Zoological Journal of 
the Linnean Society> from a ‘Journal’ choice control in the meta-search engine, then 
a car-oriented source will retrieve nothing. When a user has finished the query con-
struction and then submits it, the meta-search engine's mediator will judge which 
search engines should be used to answer the user's query.  If the number of relevant 
search engines is large, the running priority order will also be decided.   

3.2.3 User Profiles – Dynamic Status Transition Table – UI Generator 

Because the users of a meta-search engine come from all kinds of application areas, it 
is favorable for users to be able to personalize their user interfaces.  For example, 
some people have interests only in the field of computer science.  In this case, the 
meta-search engine has to provide users with functionality to customize the query 
interface, such as selecting relevant search engines and relevant category items of 
some general-purpose search engines. Users can also set up other parameters like 
sorting criteria, grouping size, quality of results (layout, file format, field selection, 
etc).  When a user customizes the interface to a certain extent, the resulting interface 
will be limited to some specific search engines. User profiles are employed to record 
the configuration that users set.
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A dynamic status transition table is used to record the information on user manipula-
tions and user interface status.  Depending on the control constraint rules, when a user 
finishes an action of clicking an item in a control, the system will check the status of 
all controls.  If one condition of a constraint rule can be satisfied, then the items in the 
right part of the rule are disabled or enabled. Why do we use such a “dynamic status 
transition table” to manage the information on user interface status and user manipu-
lations?  The reason is that various constraints among the controls of a search engine 
or several search engines need to be coordinated when the user interface of a meta-
search engine is being dynamically generated. If there is no such a table, the dynamic 
interface may be inconsistent with some control constraint rules or even in disorder 
when the user interface has been changed a lot. This dynamic status transition table 
can also be used to help users move back to a former status.  

Although a static user interface is easy to create and maintain, it lacks flexibility 
and the interactive nature of an information retrieval dialogue between users and the 
system.  The functionality offered to the users is also limited. During the information 
retrieval dialogue, the expression of the users' information needs is a self-refining 
process.  Therefore, it is necessary to design a flexible and progressive query inter-
face that is capable of supporting the iterative and self-refining nature of an interac-
tive information retrieval dialogue. 

For a progressive query interface, the starting page usually consists of some com-
mon controls just like the “Least-Common-Denominator” interface supported by 
most search engines.  During the user query process, the query pages change accord-
ing to users' needs until the query is finished.  Therefore, this kind of query interface 
has the advantages of both a simple and a sophisticated query interface.  Sometimes 
users only need a simple interface to input keyword(s) without any extra controls.  
But sometimes users want to input complicated queries and they will complain about 
the lack of input controls.  

The user interface of an adaptive meta-search engine changes in accordance with 
both the user manipulation and control constraint rules. When users gradually express 
their information needs by manipulating the controls in the user interface to a meta-
search engine, especially some choice controls, the number of search engines that can 
satisfy the information needs of users may decrease (according to the source mapping 
table). Suppose that only some of the integrated search engines may be relevant, then 
the system need not consider the irrelevant controls and items that cannot be sup-
ported by these search engines when dynamically constructing the next-step query 
page. Synthesizing an integrated interface will coordinate the conflicts arising from 
heterogeneous sources with differing query syntax. There are many differences be-
tween the user interfaces and query models of search engines for different domains.  
For example, it is difficult for a meta-search engine to provide a uniform interface 
that can be efficiently used by users searching for information on movies, news and 
architectural engineering.  Each time users execute a query, their information needs 
are on a certain domain or subject. In addition, search engines for similar domains 
have many similarities in their user interfaces, for example, figures 1 and 2 (they 
share fields such as ‘Author’, ‘Title’, ‘Abstract’, etc.), figures 3 and 4 (fields such as 
‘Makers’, ‘Models’, ‘Cylinders’, etc.), figures 5 and 6 (fields such as ‘Temperature’, 
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‘Relative humidity’, ‘Wind’, etc.). Therefore, based on the adaptive query model 
discussed before, an information integration system can facilitate the expression of 
both the query capabilities of information sources, and the information needs of users. 
Such an adaptive information system will have higher flexibility and better scalability 
than traditional ones.  

3.2.4 Query Translator – Merger 

A user query will be translated into the specific form that a search engine supports. 
This query translation will consider not only the syntax of the query expression, but 
also the constraints of term modifiers, logical operators and the order restrictions. 
This problem needs to be considered more elaborately; otherwise, fully exploiting the 
functions of heterogeneous search engines will be impossible. Therefore, we should 
try to make use of the functions of heterogeneous search engines as much as possible.  
Only thus can we improve the processing speed and achieve more accurate and com-
plete results.  This is exactly what meta-search engines should do. 

When translating the user query into the format supported by the target source. 
Sometimes, query subsuming and results post-processing are employed to compen-
sate for the functional discrepancies between a meta-search engine and sources. When 
the system translates the original query Qo into the target query Qt, one of the follow-
ing three cases will occur: 

1. In this case, Qo can be completely supported by Qt.
2. Some term modifiers or logical operators in Qo cannot be supported by Qt,

but after relaxing them (i.e. broadening the scope of the limitation and there-
fore enabling that more results may be retrieved), the newly-generated Qo

can be supported by Qt. In this case, the system dispatches the relaxed query, 
and when the results come, the results are post-processed according to the 
previous relaxing information. For the relaxed field modifiers, term qualifi-
ers and logical operators, the system uses some filters to record such infor-
mation and later use them to refine the results in order to compensate for the 
relaxing of constraints.  

3. In this case, Qo cannot be supported by Qt even after relaxing some modifiers 
or logical operators. The system will break Qo into several sub-queries, then 
translate and dispatch each sub-query separately. We use some special filters 
to record such decomposition information. When the corresponding results 
come, these “special filters” are employed to compose the results.  

The “Merger” module translates the results from a remote search engine into the 
uniform format and performs some post-processing:  (1) sorting and grouping all 
results according to certain criteria; (2) revisiting search engines (some search engines 
need to be accessed more than one time to get complete information); (3) dynamically 
reorganizing the displayed results when the results come from some slow-responding 
search engines; (4) processing the results according to the previous query decomposi-
tion; and so on.
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4   Experiments 

In order to test this applicability of the architecture for meta-search engines, three 
experiments on different kinds of user interfaces have been carried out.  The first 
experiment (EXPM1) adopted a “Least-Common-Denominator” user interface that 
contains only a simple input box without constraint controls. (See Fig. 10. There are 
no modifiers for each keyword, but users can use quotation marks “” to denote 
phrases.)  The second experiment (EXPM2) employed a static HTML user interface 
(See Fig. 11) containing major controls that may conflict with each other. Almost all 
current information integration systems employ one of these two kinds of user inter-
faces. The user interface of the third experiment (EXPM3) was a progressive, dy-
namically generated Java Applet user interface, in which almost all conflicts are 
automatically resolved using our approach. (See Fig. 12, which shows four snapshots 
of user interfaces in which a query has been input progressively. Fig. 12(a) is the 
initial interface and in Fig. 12(d), the query is completely input.)  

Fig. 10. User interface of the first experiment (EXPM1) 

Fig. 11. User interface of the second experiment (EXPM2) 

Now we briefly introduce the experimental environments: (1) Seven scientific pub-
lication oriented sources were chosen: ACM-DL, CORA, Elsevier, ERCIM, IDEAL, 
Kluwer, and NCSTRL. (2) Thirty papers were selected from the proceedings of the 
ACM Digital Libraries, SIGIR, SIGMOD, and VLDB annual conferences between 
1995 and 1999. From these 30 papers we chose 45 keywords (including 20 phrases 
and 25 single words) and 5 authors’ names. (3) Thirty-five queries were constructed 
from these 45 keywords and 5 authors’ names according to the actual situation of 
selected papers.  In these queries, most keywords were limited to certain fields. For 
example, ((Author is “Charlie Brown”) AND (((”Information Integration” in All 
fields) AND (Title contains “query”)) OR ((”Metadata”, “XML”) in Abstract))) in 
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the Computer Science category of digital libraries, published during the period of 
1995 to 1999, the results to be sorted by date. We judge that a hit is qualified if it is 
one of the 30 papers or relevant papers. 

Fig. 12. User Interface of the third experiment (EXPM3) 

Table 1. Experimental results 

Returned 
hits/query 

Relevant hits 
/query 

Precision (%) 

EXPM1 130.5 1.5 1.1 
EXPM2 5.9 1.3 22.0 
EXPM3 1.5 1.3 86.7 

Table 1 displays the results of the experimental results. The first experiment does not 
use any kind of constraint information, so it retrieves a lot of irrelevant information. 
The second experiment can use constraint controls, but it is not flexible enough for 
users to input queries that are closer to the formats understood by the sources. Be-
cause almost all conflicts between different sources or between the controls of the 
same source have been sufficiently coordinated, the third experiment achieves higher 
precision than the other two experiments.  Table 2 compares the pros and cons of the 
three kinds of information integration systems with differing user interfaces. 

5   Conclusions 

Our experiments show that an information integration system with an adaptive, dy-
namically generated user interface, coordinating the constraints among the heteroge-
neous sources, will greatly improve the effectiveness of integrated information 
searching, and will utilize the query capabilities of sources as much as possible. Now, 
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the adaptive meta-search engine architecture proposed in this paper has been applied 
to the information integration of scientific publications-oriented search engines.  It 
can also be applied to other generic or specific domains of information integration, 
such as integrating all kinds of (especially specific-purpose) WWW search engines 
(or search tools) and online repositories with quite different user interfaces and query 
models. With the help of source wrapping tools, they can also be used to integrate 
queryable information sources delivering semi-structured or non-structured data, such 
as product catalogues, weather reports, software directories, and so on.  

Table 2. Comparison of the three kinds of user interfaces for information integration 

“Least-Common-Denominator” user interface (Fig. 10) 
Pros 1. It can be supported by all integrated sources;  

2. It is simple for users to input information needs and for the sys-
tem to map queries; 

Cons 1. It will inevitably discard the rich functionality provided by spe-
cific information sources; 

2. It is difficult for users to input complicated queries and retrieve 
more specific information. 

Mixed user interface (Fig. 11) 
Pros 1. Users can express their information needs more accurately than 

in the “LCD” user interface; 
Cons 1.   It will increase the users’ cognitive load and make the system hard 

to use for novice users; 
2. The constraints between the user interfaces of heterogeneous 

sources may cause a user query to be inconsistent with a source 
and make the query mapping difficult; 

3. Considering the instability of information sources on the Internet, 
to maintain it becomes difficult; 

4. The static user interface lacks flexibility and makes the interac-
tion between users and system difficult. 

Adaptive, dynamically-generated user interface (Fig. 12) 
Pros 1. It has the advantages and avoids the disadvantages of both 

“LCD” and mixed user interfaces; 
2. It will benefit the progressively self-refining construction of us-

ers’ information needs; 
3. Conflicts among heterogeneous sources can be coordinated effi-

ciently; 
4. User queries will match the queries supported by target sources 

as much as possible;  
Cons 1. Its implementation is more difficult and time-consuming than the 

other two. 
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Such an adaptive meta-search engine can be used in the following spheres: 

1. In enterprises, it can help people who are working on market research, deci-
sion support and competitive intelligence. By using it, enterprise analysts can 
simply formulate a single query in a uniform user interface to locate the in-
formation they need, rather than accessing several different internal and ex-
ternal sources separately. Therefore, they can easily monitor all marketing 
and commercial information concerning their businesses worldwide and can 
answer and respond very quickly to questions on specific subjects.  

2. In organizations, researchers, librarians, and other information workers can 
profit from it. 

3. It can serve individuals as a personal web agent. 
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Abstract. XML is fast becoming the standard for information exchange
on the WWW. As such, information expressed in XML will need to be
integrated with existing information systems, which are mostly based
on structured data models such as relational, object-oriented or ob-
ject/relational data models. This paper shows how our previous frame-
work for integrating heterogeneous structured data sources can also be
used for integrating XML data sources with each other and/or with other
structured data sources. Our framework allows constructs from multiple
modelling languages to co-exist within the same intermediate schema,
and allows automatic translation of data, queries and updates between
semantically equivalent or overlapping heterogenous schemas.

1 Introduction

The presentation-oriented nature of HTML has been widely recognised as being
an impediment to building efficient search engines and query languages for infor-
mation available on the WWW. XML is a more effective means of describing the
semantic content of WWW documents, with presentational information being
specified using a separate language such as XSL. However, XML is still to some
extent presentation-oriented, since the structuring of the data for a particular
application is often made to suit the later presentation of that data. This is due
to XML’s hierarchical nature, with tags being nested inside each other, requiring
document designers to make an a priori choice as to the ordering of the nesting.
Whilst languages such as DTDs and XML Schema serve to structure XML
documents, it is still the case that an essentially hierarchical model is being used.
For example, consider an application where a bank has records of customers,

their accounts, and the bank site where the account is held. A site may have
accounts belong to different customers and a customer may have accounts at
several sites. Fig. 2(a) shows how one might list details of customers (called
cust) in XML, detailing under each customer the account (called acc) and the
site of the account. Alternatively, Fig. 2(b) shows how the same information
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Fig. 1. ER schema of the Bank database

could be listed by site, with details of accounts, and the customer holding the
account listed under each site.
The example appears to be that of a many-many relationship between cus-

tomers and sites. Such choices of ordering as made in Fig. 2(a) and (b) do not
arise in data models such as ER or UML, which are based on the classification
of entities into types or classes, with relationships between them. For example,
Fig. 1 shows an ER model for the same data as in Fig. 2(a) and (b). However, in
XML the order of data can be significant and there may be semantic information
embedded within XML documents which is assumed by applications but which
is not deducible from the document itself. Looking at Fig. 2(a) for example, it
might be the case that the first account listed for any customer is to be used for
charging any banking costs to e.g. charges for customer Jones will be made to
account 4411 and not to account 6676.
Apart from these variations in how the ER schema is navigated to produce

a hierarchical data structure, there is also a choice as to whether to use XML
elements or attributes. The examples given in Figures 2(a) and (b) use XML
elements to represent data (as is usually the case in most of the literature)
but for the ‘leaf’ nodes we could equally well use attributes. Fig. 2(c) takes
this approach for the same data as shown in Fig. 2(a). XML (with DTDs) also
supports a tuple-based representation of data as illustrated in Fig. 2(d) where
duplication of data is avoided.
These variations in XML as to how the hierarchy is built, the possibility that

ordering may or may not be significant, and the choice of using attributes or
elements, has led us to investigate how a semantic data model can be used as
the basis for integrating XML data sources with each other and/or with other
structured data sources, rather than using XML itself. Note that this approach
does not preclude the use of XML as the data transfer mechanism — it only
precludes its use as the data modelling language.
The approach that we present in this paper extends our previous work on

integrating structured data sources [16,12,11]. In this work, we have used as the
common data model a low-level hypergraph-based data model (HDM).
We will see later in the paper that the separation in the HDM of data sets and
constraints on data sets is useful for modelling XML data, since ordering of XML
elements can be represented by extra node and edge information, leaving any
other constraints on the data unchanged.
The remainder of the paper is structured as follows. In Section 2 we extend

our previous work to show how XML can be represented in the HDM. This leads
to the first contribution of the paper — providing a common underpinning for
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〈cust〉
〈cname〉Jones〈/cname〉
〈acc〉

〈number〉4411〈/number〉
〈site〉

〈scode〉32〈/scode〉
〈/site〉

〈/acc〉
〈acc〉

〈number〉6976〈/number〉
〈site〉

〈scode〉56〈/scode〉
〈function〉Business〈/function〉

〈/site〉
〈/acc〉

〈/cust〉
〈cust〉

〈cname〉Frazer〈/cname〉
〈acc〉

〈number〉8331〈/number〉
〈site〉

〈scode〉32〈/scode〉
〈/site〉

〈/acc〉
〈/cust〉

(a) by customer, elements preferred

〈site〉
〈scode〉32〈/scode〉
〈acc〉

〈number〉4411〈/number〉
〈cust〉

〈cname〉Jones〈/cname〉
〈/cust〉

〈/acc〉
〈acc〉

〈number〉8331〈/number〉
〈cust〉

〈cname〉Frazer〈/cname〉
〈/cust〉

〈/acc〉
〈/site〉
〈site〉

〈scode〉56〈/scode〉
〈function〉Business〈/function〉
〈acc〉

〈number〉6976〈/number〉
〈cust〉

〈cname〉Jones〈/cname〉
〈/cust〉

〈/acc〉
〈/site〉

(b) by site, elements preferred

〈cust cname=“Jones”〉
〈acc number=“4411”〉

〈site scode=“32”/〉
〈/acc〉
〈acc number=“6976”〉

〈site scode=“56”
function=“Business”/〉

〈/acc〉
〈/cust〉
〈cust cname=“Frazer”〉

〈acc number=“8331”〉
〈site scode=“32”/〉

〈/acc〉
〈/cust〉

(c) by customer, attributes preferred

〈cust cid=“c1” cname=“Jones”/〉
〈cust cid=“c2” cname=“Frazer”/〉
〈acc aid=“a1” number=“4411”

cid=“c1” sid=“s1”/〉
〈acc aid=“a2” number=“6976”

cid=“c1” sid=“s2”/〉
〈acc aid=“a3” number=“8331”

cid=“c2” sid=“s1”/〉
〈site sid=“s1” scode=“32”/〉
〈site sid=“s2” scode=“56”

function=“Business”/〉

(d) tuple-based

Fig. 2. Example XML data files for the Bank database
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structured data models and XML, and hence the possibility of transforming be-
tween them and integrating them. In Section 3 we discuss how XML documents
can be transformed into an ER representation, and from there into each other,
thus providing a framework in which XML data sources can be integrated and
queried in conjunction with each other and with other structured data sources.
This leads to the second contribution of the paper — providing a method for
transforming between ER and XML representations which allows complete con-
trol over whether the various elements of the XML representation have set or
list-based semantics. In Section 4 we discuss related work. We give our conclud-
ing remarks in Section 5

2 Representing XML in the HDM

In [12] we showed how the HDM can represent a number of higher-level, struc-
tured modelling languages such as the ER, relational and UML data models.
We also showed how it is possible to transform the constructs of one modelling
language into those of another during the process of integrating multiple hetero-
geneous schemas into a single global schema By extending our work to specify
how XML can be represented in the HDM, we are adding XML to the set of
modelling languages whose schemas can be transformed into each other and
integrated using our framework.
Structured data models typically have a set-based semantics i.e. there is no

ordering on the extents of the types and relationships comprising the database
schema, and no duplicate occurrences. XML’s semi-structured nature and the
fact that it is presentation-oriented means that lists need to be representable in
the HDM, as opposed to just sets which were sufficient for our previous work
on transforming and integrating structured data models. In particular, lists are
needed because the order in which elements appear within an XML document
may be significant to applications and this information should not be lost when
transforming and integrating XML documents.
Thus we extend the notions of nodes and edges in HDM schemas (which

respectively correspond to types and relationships in higher-level modelling lan-
guages) so that the extent of a node or edge may be either a set or a list. For
reasons of space we refer the reader to our earlier work [16,12,11] for a full def-
inition of the HDM. Here we give a simplified summary of it together with the
extensions needed for representing XML:
A schema in the HDM is a triple (Nodes,Edges,Constraints). Nodes and

edges are identified by their schemes, delimited by double chevrons 〈〈 ... 〉〉. The
scheme of a node n consists of just the node itself, 〈〈n〉〉. The scheme of an edge
labelled l between nodes n1, . . . , nm is 〈〈l,n1,. . . ,nm〉〉. Edges can also link other
edges, so more generally the scheme of an edge is 〈〈l,s1,. . . ,sm〉〉 for some schemes
s1, . . . , sm. Two primitive transformations are available for adding a node or an
edge to an HDM schema, S, to yield a new schema:

addNode(s, q, i, c)
addEdge(s, q, i, c)
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Here, s is the scheme of the node or edge being added and q is a query on S which
defines the extent of s in terms of the extents of the existing schema constructs
(so adding s does not change the information content of S)1. i is one of set or list,
indicating the collection type of the extent of s, and c is a boolean condition on
instances of S which must hold for the transformation to be applicable for that
particular instance. Optionally, list may take an argument which determines the
ordering of instances of s.
Often the argument c will simply be true, indicating that the transformation

applies for all instances of S, and in our previous work i has always been set. In
[11] we allowed q to take the special value void, meaning that s can not be derived
from the other constructs of S. This is needed when a transformation pathway is
being set up between non-equivalent schemas e.g. between a component schema
and a global schema. For convenience, we use addNode(s,q,i) as a shorthand for
addNode(s,q,i,true), addNode(s,q) for addNode(s,q,set,true), and expandNode(s)
for addNode(s,void,set,true). We use similar abbreviations for adding edges.
There are also two primitive transformations for deleting a node or an edge

from an HDM schema S, delNode(s, q, i, c) and delEdge(s, q, i, c), where s is the
scheme of the node or edge being deleted and q is a query which defines how
the extent of s can be reconstructed from the extents of the remaining con-
structs (so deleting s does not change the information content of S), and i the
collection type of s. c is again a boolean condition on instances of S which
must hold for the transformation to be applicable for that particular instance.
Similar shorthands as for the add transformations are used. There are similarly
two primitive transformations for adding/deleting a constraint from an HDM
schema, addConstraint(s, constraint) and delConstraint(s, constraint).
Supporting a list collection type does not actually require the HDM to be

extended and the above primitive transformations on the HDM can be viewed as
‘syntactic sugar’ for the primitive transformations we used in previous work. In
particular, lists can be supported by introducing a reserved node order, the extent
of which is the set of natural numbers. For any scheme s whose extent needs to
be viewed as a list, an extra unlabelled edge 〈〈 ,s,order〉〉 is used whose instances
assign an ordinality to each instance of s. The instances of 〈〈 ,s,order〉〉 do not
necessarily need to be numbered consecutively, and the ordering of instances of
s can be relative to the ordering of instances other schemes.

2.1 Specifying XML in Terms of the HDM

Table 1 summarises how the methodology we described in [12] can be used to
build an HDM representation of an XML document. In particular:

1. An XML element may exist by itself and is not dependent on the existence
of any other information. Thus, each XML element e is what we term a

1 We first developed our definitions of schema equivalence, schema subsumption and
schema transformation in the context of an ER common data model [9,10] and then
applied them to the more general setting of the HDM [16]. A comparison with other
approaches to schema equivalence and schema transformation can be found in [10].
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Table 1. Specifying XML constructs in the HDM

Higher Level Construct Equivalent HDM Representation
Construct element (Elem)
Class nodal, set
Scheme 〈〈e〉〉

Node 〈〈xml:e〉〉

Construct attribute (Att)
Class nodal-linking,

constraint, list
Scheme 〈〈e, a〉〉

Node 〈〈xml:e:a〉〉
Edge 〈〈 , xml:e, xml:e:a〉〉
Links 〈〈xml:e〉〉
Cons makeCard(〈〈 , xml:e, xml:e:a〉〉, 0:1, 1:N)

Construct nest-list (List)
Class linking,

constraint, list
Scheme 〈〈e, es〉〉

Edge 〈〈 , xml:e, xml:es〉〉, 〈〈 , 〈〈 , xml:e, xml:es〉〉, order〉〉
Links 〈〈xml:e〉〉, 〈〈xml:es〉〉
Cons makeCard(〈〈 , 〈〈 , xml:e, xml:es〉〉, order〉〉, 1:1, 0:N)

Construct nest-set (Set)
Class linking, set
Scheme 〈〈e, es〉〉

Edge 〈〈 , xml:e, xml:es〉〉
Links 〈〈xml:e〉〉, 〈〈xml:es〉〉

nodal construct [12] and is represented by a node 〈〈xml:e〉〉 in the HDM2.
Each instance of e in an XML document corresponds to an instance of the
HDM node 〈〈xml:e〉〉.

2. An XML attribute a of an XML element e may only exist in the context of
e, and hence a is what we term a nodal-linking construct. It is represented
by a node xml:e:a in the HDM, together with an associated unlabelled edge
〈〈 ,xml:e,xml:e:a〉〉 connecting the HDM node representing the attribute a to
the HDM node representing the element e. A constraint states that each
instance of the attribute is related to at least one instance of the element
(we use a shorthand notation for expressing cardinality constraints using the
function makeCard).

3. XML allows any number of elements e1, . . . , en to be nested within an ele-
ment e. This nesting of e1, . . . , en is represented by a set of edges 〈〈 ,xml:e,
xml:e1〉〉, . . . , 〈〈 ,xml:e,xml:en〉〉. Each such edge is an individual linking con-
struct, with scheme 〈〈 ,xml:e,xml:es〉〉.
Each such edge may have list or set semantics. For list semantics, there is
an extra edge between the edge 〈〈 ,xml:e,xml:es〉〉 and the node order, and a
cardinality constraint which states that each instance of 〈〈 ,xml:e,xml:es〉〉 is
related to precisely one instance of order.

4. XML allows plain text to be placed within a pair of element tags. If a DTD
is present, then this text is denoted as PCDATA. We thus assume there is an
HDM node called pcdata whose extent consists of plain text instances. An
element e can then be associated with a fragment of plain text by means of
an edge 〈〈 ,e,pcdata〉〉.

2 Because it is possible to have present within the same HDM schema constructs
from schemas expressed in different higher-level modelling notations, higher-level
constructs are distinguished at the HDM level by adding a prefix to their name.
This prefix is xml for XML constructs and er for ER constructs.
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Fig. 3. HDM schemas for the XML Documents (a)-(d)

To illustrate this representation of XML documents in the HDM, we show
in Fig. 3 the HDM schemas corresponding to the XML documents of Fig. 2
(we have not shown the constraints and the links that each edge has to the order
node). In the HDM schema (d), the common child node cid between site and cust,
and aid between site and acc, arise if we assume the presence of a DTD in XML
document (d) with ID attributes cid and aid on cust and acc, and corresponding
IDREF attributes on site.
In general, elements within an XML document may be repeated, with identi-

cal attributes and nested elements within them. Hence elements and attributes
are uniquely identified by their position within the document. In representing
an XML document as an instance of an HDM schema, we thus assume that
all nodes are assigned unique identifiers which are generated in some way from
their position within the document. For example, the XML elements cust, cname
and acc of Fig. 2(a) can be represented by the following instance of the schemes
〈〈root〉〉, 〈〈cust〉〉, 〈〈cname〉〉, 〈〈pcdata〉〉, and 〈〈acc〉〉 of the HDM schema in Fig. 3(a),
where r1, c1, c2, cn1, cn2, a1, a2, a3 are unique identifiers:

〈〈root〉〉={r1}
〈〈cust〉〉={c1,c2}
〈〈cname〉〉={cn1, cn2}
〈〈pcdata〉〉={Jones, Frazer}
〈〈acc〉〉={a1,a2,a3}
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〈site〉
〈scode〉32〈/scode〉
〈acc〉

〈number〉4411〈/number〉
〈cust〉

〈cname〉Jones〈/cname〉
〈/cust〉

〈/acc〉
〈/site〉

〈site〉
〈scode〉32〈/scode〉
〈acc〉

〈number〉8331〈/number〉
〈cust〉

〈cname〉Frazer〈/cname〉
〈/cust〉

〈/acc〉
〈/site〉

〈site〉
〈scode〉56〈/scode〉
〈function〉Business〈/function〉
〈acc〉

〈number〉6976〈/number〉
〈cust〉

〈cname〉Jones〈/cname〉
〈/cust〉

〈/acc〉
〈/site〉

Fig. 4. Transformed XML

The nesting relationships between the XML elements cust, cname and acc are
represented by the schemes 〈〈 ,root,cust〉〉, 〈〈 ,〈〈 ,root,cust〉〉,order〉〉, 〈〈 ,cust,cname〉〉,
〈〈 , 〈〈 ,cust, cname〉〉,order〉〉, 〈〈 ,cname,pcdata〉〉, 〈〈 , 〈〈 ,cname,pcdata〉〉,order〉〉, 〈〈 ,
cust, acc〉〉, and 〈〈 , 〈〈 , cust,acc〉〉,order〉〉. The instances of these schemes are shown
below. Note that the one root r1 of the XML document contains two ordered
customers c1 and c2, that c1 contains, in order, one cname cn1 and two accounts
a1 and a2, and that c2 contains, in order, one cname cn2 and one account a3:

〈〈 ,root,cust〉〉= {〈r1,c1〉, 〈r1,c2〉}
〈〈 ,〈〈 ,root,cust〉〉,order〉〉={〈〈r1,c1〉,1〉, 〈〈r1,c2〉,2〉}
〈〈 ,cust,cname〉〉={〈c1,cn1〉, 〈c2,cn2〉}
〈〈 ,〈〈 ,cust,cname〉〉,order〉〉={〈〈c1,cn1〉,1〉, 〈〈c2,cn2〉,1〉}
〈〈 ,cname,pcdata〉〉={〈cn1,Jones〉, 〈cn2,Frazer〉}
〈〈 ,〈〈 ,cname,pcdata〉〉,order〉〉={〈〈cn1,Jones〉,1〉, 〈〈cn2,Frazer〉,1〉}
〈〈 ,cust,acc〉〉={〈c1,a1〉, 〈c1,a2〉, 〈c2,a3〉}
〈〈 ,〈〈 ,cust,acc〉〉,order〉〉={〈〈c1,a1〉,2〉, 〈〈c1,a2〉,3〉, 〈〈c2,a3〉,2〉}

An HDM representation which assumed set-based semantics for element con-
tainment would simply omit the schemes linking edges to 〈〈order〉〉.

2.2 Primitive Transformations on XML

In [12] we describe how, once the constructs of some higher-level modelling lan-
guage have been defined in terms of the HDM constructs, this definition can
be used to automatically derive the necessary set of primitive transformations
on schemas expressed in that language. Thus, from the specification of XML
given in Table 1 and described in the previous section, the primitive transfor-
mations shown in Table 2 can be automatically derived. The left-hand column
of this table gives the names and arguments of the XML transformations and
the right-hand column gives their implementation as sequences of the primitive
transformations on the underlying HDM representation.
To illustrate the use of these primitive transformations on XML, we give

below a sequence of primitive transformations that transform the document in
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Table 2. Derived transformations on XML

Transformation on XML Equivalent Transformation on HDM
renameElemxml(e,e

′) renameNode(〈〈xml:e〉〉,〈〈xml:e′〉〉)
addElemxml(e,q) addNode(〈〈xml:e〉〉,q)
delElemxml(e,q) delNode(〈〈xml:e〉〉,q)
renameAttxml(a,a

′) renameNode(〈〈xml:e:a〉〉,〈〈xml:e:a′〉〉)
addAttxml(e,a,qatt,qassoc) addNode(〈〈xml:e:a〉〉,qatt); addEdge(〈〈 ,xml:e,xml:e:a〉〉,qassoc);

addConstraint(x ∈ 〈〈xml:e:a〉〉 → 〈 , x〉 ∈ 〈〈 , xml:e, xml:e:a〉〉)
delAttxml(e,a,qatt,qassoc) delConstraint(x ∈ 〈〈xml:e:a〉〉 → 〈 , x〉 ∈ 〈〈 , xml:e, xml:e:a〉〉;)

delEdge(〈〈 ,xml:e,xml:e:a〉〉,qassoc); delNode(〈〈xml:e:a〉〉,qatt)

addListxml(〈〈e, es〉〉,q,p) addEdge(〈〈 ,xml:e,xml:es〉〉,q,list(p))
delListxml(〈〈e, es〉〉,q,p) delEdge(〈〈 ,xml:e,xml:es〉〉,q,list(p))
addSetxml(〈〈e, es〉〉,q) addEdge(〈〈 ,xml:e,xml:es〉〉,q)
delSetxml(〈〈e, es〉〉,q) delEdge(〈〈 ,xml:e,xml:es〉〉,q)

Fig. 2(a) to that in Fig. 4. The HDM schema representation of the former is
shown in Fig. 3(a) and of the latter in Fig. 3(b).

addListxml(〈〈root,site〉〉,{〈r1, x〉 | 〈x〉 ∈ 〈〈site〉〉}, after(〈〈root,cust〉〉))
addListxml(〈〈site,acc〉〉,{〈x, y〉 | 〈y, x〉 ∈ 〈〈acc,site〉〉}, after(〈〈site,function〉〉))
addListxml(〈〈acc,cust〉〉,{〈x, y〉 | 〈y, x〉 ∈ 〈〈cust,acc〉〉}, after(〈〈acc,number〉〉))
delListxml(〈〈acc,site〉〉,{〈x, y〉 | 〈y, x〉 ∈ 〈〈site, acc〉〉}, after(〈〈acc,cust〉〉))
delListxml(〈〈cust,acc〉〉,{〈x, y〉 | 〈y, x〉 ∈ 〈〈acc, cust〉〉}, after(〈〈cust,cname〉〉))
delListxml(〈〈root,cust〉〉,{〈r1, x〉 | 〈x〉 ∈ 〈〈cust〉〉}, before(〈〈root,site〉〉))

Notice that the above transformation consists of a ‘growing phase’ where
new constructs are added to the XML model, followed by a ‘shrinking phase’
where the constructs now rendered redundant are removed. This is a general
characteristic of schema transformations expressed within our framework.
The availability of a transformation pathway from one schema to another

allows queries expressed on one schema to be automatically translated onto the
other. For example, the following query on Fig. 3(a) finds the names of customers
with accounts at site 323:

{n | 〈r, c〉 ∈ 〈〈root, cust〉〉 ∧ 〈c, n〉 ∈ 〈〈cust, name〉〉 ∧ 〈c, a〉 ∈ 〈〈cust, acc〉〉 ∧
〈a, s〉 ∈ 〈〈acc, site〉〉 ∧ 〈s, sc〉 ∈ 〈〈site, scode〉〉 ∧ sc = 32}

By substituting deleted constructs appearing in this query by their restoring
query i.e. by the 3rd argument of the delListxml() transformations above, it is
possible to translate the query into the following equivalent query on Fig. 3(b)
(see [11] for a general discussion of query/update/data translation in our frame-
work):

3 We do not consider here the issue of translating between different query languages,
and assume a ‘neutral’ intermediate query notation, namely set comprehensions, into
which queries submitted to local or global schemas can be translated as a first step.
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{n | 〈r, c〉 ∈ {〈r1, x〉 | 〈x〉 ∈ 〈〈cust〉〉} ∧ 〈c, n〉 ∈ 〈〈cust, name〉〉 ∧
〈c, a〉 ∈ {〈x, y〉 | 〈y, x〉 ∈ 〈〈acc, cust〉〉} ∧
〈a, s〉 ∈ {〈x, y〉 | 〈y, x〉 ∈ 〈〈site, acc〉〉} ∧ 〈s, sc〉 ∈ 〈〈site, scode〉〉 ∧ sc = 32}
Any sequence of primitive transformations t1; . . . ; tn is automatically re-

versible by the sequence t−1
n ; . . . ; t

−1
1 , where the inverse of an add transformation

is a del transformation with the same arguments, and vice versa. Thus, the re-
verse transformation from Fig. 3(b) to Fig. 3(a) can be automatically derived to
be:

addListxml(〈〈root,cust〉〉,{〈r1, x〉 | 〈x〉 ∈ 〈〈cust〉〉}, before(〈〈root,site〉〉))
addListxml(〈〈cust,acc〉〉,{〈x, y〉 | 〈y, x〉 ∈ 〈〈acc, cust〉〉}, after(〈〈cust,cname〉〉))
addListxml(〈〈acc,site〉〉,{〈x, y〉 | 〈y, x〉 ∈ 〈〈site, acc〉〉}, after(〈〈acc,cust〉〉))
delListxml(〈〈acc,cust〉〉,{〈x, y〉 | 〈y, x〉 ∈ 〈〈cust,acc〉〉}, after(〈〈acc,number〉〉))
delListxml(〈〈site,acc〉〉,{〈x, y〉 | 〈y, x〉 ∈ 〈〈acc,site〉〉}, after(〈〈site,function〉〉))
delListxml(〈〈root,site〉〉,{〈r1, x〉 | 〈x〉 ∈ 〈〈site〉〉}, after(〈〈root,cust〉〉))
This reverse transformation can now be used to translate queries on Fig. 3(b)

to queries on Fig. 3(a).
We finally observe the similarity of Fig. 4 to the document in Fig. 2(b), which

in fact has the same schema, Fig. 3(b). It is not possible to capture the non-
duplication of site 32 in Fig. 2(b) using the above XML-to-XML transformation.
It is however possible to transform Fig. 2(a) to Fig. 2(b) going via the ER model
of Fig. 1, and we discuss how in Section 3 below.

3 Transforming between ER and XML

In [12] we showed how ER schemas can be represented in the HDM, and we
refer the reader to that paper for details. Here we recall that ER entity classes
are nodal constructs represented by HDM nodes, ER relationships are linking
constructs represented by an HDM edge and a cardinality constraint, and ER
attributes are nodal-linking constructs represented by a node, an edge linking
this node to the node representing the attribute’s entity class, and a cardinality
constraint. The primitive transformations on ER schemas consist of the opera-
tions add, del, expand, contract and rename on the constructs Entity, Attribute or
Relationship.

3.1 Automated Generation of a Canonical ER Schema from XML

Using the sets of primitive transformations on XML and ER schemas, an XML
document or set of documents can be automatically transformed into a ‘canoni-
cal’ ER schema by applying the rules given below. For ease of reading, we have
specified these rules at the level of the HDM, and the primitive transformations
on the HDM, rather than at the higher level of the XML and ER constructs. As
with the example in Section 2.2 above, the transformation consists of a ‘growing
phase’ where new ER constructs are added to the schema, followed by a ‘shrink-
ing phase’ where the XML constructs now rendered redundant are removed:
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1. Each node representing an XML element (i.e. is named xml:e for some e and
is not order or pcdata) generates an ER entity class of the same name e, with
a key attribute also named e (this explicit key attribute is needed because
there is no implicit notion of unique object identifiers in the ER model):

addNode(〈〈er:e〉〉,〈〈xml:e〉〉)
addNode(〈〈er:e:e〉〉,〈〈xml:e〉〉)
addEdge(〈〈 ,er:e,er:e:e〉〉, {〈x, x〉 | x ∈ 〈〈xml:e〉〉})
addConstraint(makeCard(〈〈 ,er:e,er:e:e〉〉,1:1,1:1))

Note that for the purposes of this rule, the root of the document should
also be considered as a node, so there will always be a root entity in the
ER model. Each instance of the root entity will represent a distinct XML
document.

2. Each node representing an XML attribute (i.e. is named xml:e:a for some e
and a) generates an attribute of the ER entity class e4:

addNode(〈〈er:e:a〉〉,〈〈xml:e:a〉〉)
addEdge(〈〈 ,er:e,er:e:a〉〉, 〈〈 ,xml:e,xml:e:a〉〉)
addConstraint(copyCard(〈〈 ,xml:e,xml:e:a〉〉, 〈〈 ,er:e,er:e:a〉〉))

3. Each node linked by an edge to 〈〈pcdata〉〉 has an attribute added called
pcdata whose extent will consist of the instances of 〈〈pcdata〉〉 with which
instances of the node are associated:

addNode(〈〈er:e:pcdata〉〉, {x | 〈 , x〉 ∈ 〈〈 , xml:e, xml:e:pcdata〉〉})
addEdge(〈〈 ,er:e,er:e:pcdata〉〉, 〈〈 ,xml:e,xml:e:pcdata〉〉)
addConstraint(copyCard(〈〈 ,xml:e,xml:e:pcdata〉〉, 〈〈 ,er:e,er:e:pcdata〉〉))

4. Each nesting edge between two XML elements generates an edge between
the two corresponding ER entity classes representing a relationship between
them:

addEdge(〈〈 ,er:e,er:es〉〉, 〈〈 ,xml:e,xml:es〉〉)

For list-based nestings, each instance of the XML nesting edge will be linked
to the order node. This information can be represented as an attribute order
of the new ER relationship:

addEdge(〈〈 ,〈〈 ,er:e,er:es〉〉,order〉〉, 〈〈 ,〈〈 ,xml:e,xml:es〉〉,order〉〉)

Any constraint on the XML nesting edge should also be copied over onto the
new ER relationship.

5. As a result of the above add transformations, all the XML constructs are
rendered semantically redundant and can finally be progressively removed
from the schema by applying a sequence of del transformations.
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Fig. 5. Canonical ER representations of the XML documents (a)-(d)
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The result of applying the above rules to the four HDM schemas representing
the XML documents of Fig. 2 is shown in Fig. 5. We observe that each differs to
a greater or lesser extent from the ER schema of Fig. 1 which we assumed was
used to generate the original XML documents. We now study how to derive the
original ER schema.

3.2 Manual Refinement of Canonical ER Schemas

Comparing Fig. 5(a) and (b) with Fig. 1, we notice the following characteristics
of using XML to represent ER data, and hence possible refinements that may
be made to the canonical ER schemas automatically generated by the method
described in the previous subsection:

1. It is often the case that the ordering of elements in XML is not semantically
significant, in which case the order attribute in the ER schema can be ignored.
For example, if the order of site and number within acc is not significant in
Fig. 2(a), then the order attribute in Fig. 5(a) can be removed from the
relationship between acc and number, and from that between acc and site,
as follows:

contractAttributeer(〈〈〈〈 ,acc,number〉〉,order〉〉)
contractAttributeer(〈〈〈〈 ,acc,site〉〉,order〉〉)
In contrast if, as discussed in the introduction, the order of accounts within
customers was significant, then the order attribute must remain on 〈〈 ,cust,
acc〉〉.

2. Using XML elements to represent attributes in the original ER schema has
resulted in entity classes being created in the new ER schema.
For both Fig. 5(a) and (b) we see that function, number, cname and scode all
have this property. The reason that this has occurred is because XML doc-
uments contain additional information regarding the position of constructs
within the document, which is reflected by the order information being stored
in the corresponding ER edges and the generation of a unique identifier for
each XML element. If this ordering information need not be preserved in the
ER schema (i.e. rule (1) above has been applied), these entity classes can
be transformed into attributes, using a standard pattern of transformations
which we give below for the case of the scode entity class:

addAttributeer(〈〈site,scode〉〉, {〈x, z〉 | 〈x, y〉 ∈ 〈〈 , site, scode〉〉 ∧
〈y, z〉 ∈ 〈〈scode, pcdata〉〉}, copyCard(〈〈 ,site,scode〉〉,〈〈site,scode〉〉))

contractAttributeer(〈〈scode,pcdata〉〉)
contractAttributeer(〈〈scode,scode〉〉)
contractRelationshiper(〈〈 ,site,scode〉〉)
contractEntityer(〈〈scode〉〉)

4 Here, the function copyCard() translates the constraint on an XML edge to the same
constraint on an ER edge.
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The result of applying these transformations to function, number, cname and
scode entities in Fig. 5(a) results in the ER schema shown in Fig. 5(c) i.e. the
ER schema generated from the XML document of Fig. 2(c).

3. The order in which elements are nested within each other in an XML docu-
ment effects the cardinality of the relationships between the corresponding
ER entity classes.
For example, in Fig. 5(a) sites are repeated for each customer, and thus each
site entity is associated with only one acc (there will be two sites with scode
32 in our example, each with one account). This can be corrected by changing
the key of site from the automatically generated, position-related, key to be
scode instead. This involves renaming the site entity to site’, creating a new
site entity with the new scode key, copying the attributes and relationships
across from site’ to site, and finally removing site’:

renameEntityer(〈〈site〉〉,〈〈site’〉〉)
addEntityer(〈〈site〉〉,{x | 〈 , x〉 ∈ 〈〈site′, scode〉〉})
addAttributeer(〈〈site,scode〉〉,{〈x, x〉 | 〈x〉 ∈ 〈〈site′, scode〉〉},1 : 1,1 : 1)
addAttributeer(〈〈site,function〉〉,

{〈x, y〉 | 〈z, x〉 ∈ 〈〈site′, scode〉〉 ∧ 〈z, y〉 ∈ 〈〈site′, function〉〉},
copyCard(〈〈site’,function〉〉,〈〈site,function〉〉))

addRelationshiper(〈〈 ,site,acc〉〉,
{〈x, y〉 | 〈z, x〉 ∈ 〈〈site′, scode〉〉 ∧ 〈z, , y〉 ∈ 〈〈 , site′, acc〉〉},
copyCard(〈〈 ,site’,acc〉〉,〈〈 ,site,acc〉〉))

contractAttributeer(〈〈site’,function〉〉)
contractAttributeer(〈〈site’,scode〉〉)
contractAttributeer(〈〈site’,site〉〉)
contractRelationshiper(〈〈 ,site’,acc〉〉)
contractEntityer(〈〈site’〉〉)

As already discussed, Fig. 5(c) is an intermediate stage of the transforma-
tions applied to Fig. 5(a) and only changing the key of entity classes from the
automatically generated position-related key to another attribute remains to be
done.
Finally, the ‘flat’ representation of information in the XML document of

Fig. 2(d) results in the ER schema of Fig. 5(d). This is the closest to Fig. 1,
with both the same attributes present and the same cardinality constraints. If
they are not required for applications, we can simply drop the id nodes using
contractAttributeer(〈〈site,id〉〉). We can also apply the key transformation rules to
change the key from the position-related key to another attribute.
In summary, we have shown in this section how four XML documents d1 to d4

can be automatically transformed into ER schemas er1 to er4 which may then
be manually transformed into a single ER schema er. To transform an XML
document di to another XML document dj the forward transformation di →
eri → er can be applied, followed by the reverse transformation er → erj → dj .
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4 Related Work

There has been much work on translation (a) between XML and structured data
models, and (b) between different XML formats. Considering first (a), a common
approach is to use some XML query language to build a new XML document
as a view of another XML document. In common with other approaches to
representing XML or semi-structured data, e.g. [15,2,1,3,17,5], we use a graph-
based data model which supports unique identifiers for XML elements. One
difference with our approach is how ordering is represented. Our use of the order
node in the HDM graph allows list semantics to be preserved with the data
if desired. Alternatively, the links to order can be ignored for a set semantics.
Generally, the provenance of the HDM as a common data model for structured
data gives it a rather different flavour to models with an XML or semi-structured
data provenance. For example, (1) there are constraints in an HDM schema,
and (2) nodal, linking and nodal-linking constructs are used to represent XML
documents as opposed to just nodes and edges.
Considering the issue of translating between structured data models and

XML, this has also received considerable attention [4,7,8,18,1,14,3]. In contrast
to this previous work, what we have proposed here is a general method for
translating between structured and XML representations of data, not tied to
any specific structured data model. Specifying XML in the HDM has allowed
the set of primitive transformations on XML to be automatically derived in
terms of sequences of primitive transformations on the HDM. Both high and low-
level transformations are automatically reversible because they require the spec-
ification of a constructing/restoring query for add/del transformations. These
two-way transformation pathways between schemas can be used to auomati-
cally translate data, queries and updates in either direction. Work in schema
translation and matching [1,14,3] can be utilised to enhance our framework by
automatically or semi-automatically deriving the constructing/restoring query
in add/del transformations where possible.

5 Concluding Remarks

We have developed our previous work which supports the integration of struc-
tured data sources to also handle XML documents. We have demonstrated how
XML documents can be automatically transformed into ER schemas, and have
discussed how to further transform such schemas so that they are semantically
closer to the original source database schema that the XML documents may
have been generated from. This restructuring is based on the application of
well-understood schema transformation rules.
The process of restructuring the ER schema would be a more complex task

for data sources where the information has never been held in a structured form
i.e. ‘really’ semi-structured data. In [19] techniques are presented for discovering
structured associations from such data, and we are studying how our framework
can be adapted to use such techniques.



A Semantic Approach to Integrating XML and Structured Data Sources 345

In a longer version of this paper [13] we show how to represent in the HDM
the additional information available in an XML DTD, if present. We are also
studying how the approach proposed in this paper may be adapted to use XML
Schema definitions [6] in place of DTDs, which will enable some of the restruc-
turing rules for ER models to be automatically inferred.
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Abstract. With the tremendous growth of the Web, a broad spectrum of 
tourism information is already distributed over various Web sites. To fulfill the 
tourists request for an extensive data collection it is inevitable to make 
accumulated data from different sources accessible. In a first step towards a 
comprehensive integration of tourism data the official Austrian destination 
information and booking system TIScover is extended with a flexible data 
interchange adapter which allows interchange of structured data with other 
tourism information systems.  
Beside the problem of distributed data sources tourists are also confronted with 
differences concerning information presentation on various Web sites. To cope 
with this problem our approach extensively uses maps for data presentation and 
federation of multiple structured and semi-structured tourism information 
sources on the Web. For this purpose touristic maps are generated dynamically 
including data resulting from database queries. This concept allows a clear and 
meaningful representation of up-to-date tourism information embedded in a 
geographical context.  

Key words: geographic information systems (GIS), tourism information 
systems (TIS), information integration, electronic data interchange (EDI), meta 
data, extensible markup language (XML), scalable vector graphics (SVG). 

1   Introduction 

The aim of the official Austrian tourism information system TIScover [1], [2], [3] is 
twofold: First, tourists should be supplied with comprehensive, accurate and up-to-
date tourism information on countries, regions, villages and all destination facilities 
they offer like hotels, museums or other places worth seeing. Second, it aims to attract 
tourists to buy certain tourism products either offline or even more important to allow 
tourists to buy them online. 

The functionality provided by TIScover can roughly be categorized into three 
different components, the public Internet component, the Extranet and the Intranet.
The public Internet component comprises that functionality of the system that is 
accessible to the public, the most important modules are Atlas and Booking. The 
Extranet provided by TIScover allows authorized tourism information providers, 
regardless whether it is a small guesthouse or a large local tourist office to update and 
extend their tourism information and products directly. Finally, the Intranet
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component of TIScover which is accessible at the system provider's side only allows 
to configure the whole system in various ways. For example, it is possible to extend 
the geographical hierarchy, to specify expiration dates for reports and to define the 
default language for all system components. 

Currently, TIScover manages a database of about two gigabyte of data, more than 
500.000 Web pages (composed of more than one million files) covering among others 
2.000 towns and villages and over 40.000 accommodations. The system has to handle 
up to 21 million page views as well as up to 90.000 information and booking requests 
per month. 

Although, these figures illustrate that TIScover manages a fairly huge amount of 
tourism information, it is of course far from being complete. To be able to satisfy also 
requests for certain information which is not part of the TIScover database, but 
already available at other information systems, the IST project XML-KM (eXtensible 
Markup Language-based Mediator for Knowledge Extraction and Brokering) [4], [5], 
[6] was intended to provide a proper technical basis. 

Resulting of many years of project experience in the field of tourism information 
systems, we identify the following requirements having great impact on the quality of 
a tourism information system focusing the accessibility to the users (tourists): 

• integration of geographical data with tourism data and 
• integration of distributed data sources. 

It is obvious, that in the actual situation to search for and to locate interesting tourism 
information distributed over various Web sites takes a great effort, is time consuming 
and burdens tourists. The situation gets even worse since Web sites usually differ very 
much especially concerning information presentation and information access. For a 
satisfying result the user needs a fast and straightforward access to tourism 
information with a reliable and clear data representation. Typically, if tourists search 
for objects they are interested in, they often have to deal with large result sets 
characterized by complex tabular lists where it is difficult to obtain an objective view. 
In the case of integrating tourism data with a geographic information system (GIS), 
maps offer a unique possibility to combine geographical data with plain tourism data 
at the visualization level. Maps are a proper medium to support the human perception 
in a convenient way and use people’s inherent cognitive abilities to identify spatial 
patterns and provide visual assistance concerning geographic objects and their 
locations. 

Today most graphics on the Web are still in raster format. The new XML-based 
graphic specification language scalable vector graphics (SVG) [7] allows the 
presentation of dynamic and interactive vector graphics in the Web. SVG offers 
substantial advantages for tourism information systems because maps change from 
static raster graphics to interactive graphical representations allowing the presentation 
of the most extensive information possible thus satisfying the demands of the users. 

To fulfill the tourists request for an extensive data collection it is inevitable to 
make data from distributed data sources accessible. In a first step towards a 
comprehensive integration of tourism data TIScover is extended with a flexible data 
interchange adapter which allows interchange of structured data with other tourism 
information systems. Information about data interchange formats and data structures 
is transformed into a meta data structure represented by XML (extensible markup 
language) [8], [9], [15] document type definitions (DTDs). This concept allows a 
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flexible administration and maintenance of several data interfaces to other tourism 
information systems. 

The contribution of the presented approach is twofold: First, to provide an 
extensive data collection to a tourist, distributed and heterogeneous tourism 
information is accumulated and integrated. Thus, flexible data interchange 
mechanisms are introduced. Second, tourism information is combined with 
geographical information to achieve efficient visualization of tourism data. This 
purpose is enabled by the new SVG format, which allows to generate interactive 
tourist maps dynamically. 

The paper is organized as follows: Section 2 illustrates the new possibilities 
yielding from the integration of tourism data with geographic information systems. 
The basic concepts of XML and meta data based tourism information integration are 
presented in Section 3 including an overview about the objectives of the XML-KM 
project. Section 4 concludes the paper by discussing further improvements and 
pointing to future work. 

2   XML-Based Integration of GIS and Tourism Data 

Geographic information systems (GIS) is a rapidly expanding field enabling the 
development of applications that manage and use geographic information in 
combination with other media. Among others, this technology offers great 
opportunities to develop modern tourism applications using maps to present 
information to the user, thus exploiting the two dimensional capabilities of human 
vision and present the information in a compact and easy to read way [10]. 

GIS technology has broadened our view of a map. In contrast to paper-based maps, 
they are now dynamic representations of geographic data with the ability to visualize 
data according to the user's demands. The integrated GIS system generates maps 
based on data returned from databases. As a consequence changes of the GIS data and 
tourism data are automatically considered and valid after the generation of a new 
map.

Actual geographic information systems work with two fundamentally different 
types of geographic models - the raster model and the vector model. With the raster 
model objects are represented as a matrix of cells in continuous space. A point is one 
cell, a line is a continuous concatenation of cells and an area is represented as a field 
of contiguous cells. Today most of existing Web-based information systems use raster 
graphics for the representation of maps. In this case a satisfying user interaction (e.g., 
zooming) is not possible. In contrast to raster maps vector based graphics use x, y 
coordinates to define the position of graphical objects. This allows graphic 
transformations, like zooming, at the client without losses of quality or makes textual 
search mechanisms available. In addition a dynamic generation of maps is possible, 
which enables the presentation of up-to-date information to tourists. 

Until now, there have been several initiatives to establish a vector standard [11], 
e.g., SVF (simple vector format) [12], which was the first attempt for vector 
representation in the World Wide Web, or Flash [13] which is the most common 
vector format, but it has never been admitted to be an official standard. Furthermore, 
Microsoft specified his own proprietary vector format VML (vector markup 
language) [14], which was an appropriate attempt but limited to Microsoft platforms. 
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VML was one of the basics to define the more generalized and advanced vector 
format SVG. 

The SVG grammar comprises, generalizes and advances the preceding attempts to 
build an open standard recommended and developed from the World Wide Web 
Consortium [7] to describe two-dimensional vector graphics in XML. SVG enables 
the integration of three types of graphic objects: vector graphic shapes, text and 
images. Graphical objects can be grouped, styled, transformed and combined with 
other SVG objects. SVG offers the features of embedded interactivity (vector zoom, 
move operation, , etc.), animation, embedded fonts, XML, CSS and supports scripting 
languages with access to the DOM (document object model) to obtain full HTML 
(hypertext markup language) compatibility. 

Even though SVG is an upcoming standard, there already exist several SVG tools 
like editors, viewers, converters and generators. But until now Web browsers do not 
have an embedded support for SVG, which is promised for the next generation of 
Web browser. In the meantime Adobe's SVG plug-in [16] allows to process SVG-
based graphics within Web browsers. 

Buildings - layer

Road - layer

Watercourses -
layer

Railways -
layer, etc.

Vegetation -
layer

Hotel - layer

Infrastructure -
layers, etc.

Restaurant - layer

Sights -
layer

Event locations -
layer

Touristic map

Fig. 1. Integration of themed layers. 

The integration of geographical data, tourism information, textual data, images, 
and links are supported by SVG. Using vector graphics allows to interact, analyze, 
and to use screen-related functions, such as zooming and panning. It is easy to select 
features to be displayed, while ignoring unwanted data. Each kind of information 
within the map is located on a themed layer, which can be anything that contains 
similar features like roads, buildings, watercourses, hotels or sights. According to 
their needs users turn these layers on or off. To integrate GIS data and tourism data 
the traditional layer model (roads, buildings, vegetation, watercourses, railways, etc.) 
is enriched with additional tourism layers like hotels, restaurants, sights, event 
locations and further infrastructure layers (Figure 1). 
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SVG supports themed layers and the generation of user individual maps. In 
addition it is possible to integrate the following types of information and graphical 
symbols: 

• object symbols representing the type of a touristic object, 
• alphanumerical object descriptions (e.g., name and category of a hotel), 
• colors, e.g.,  to visualize the availability of an hotel 
• links to a homepage represented by a graphical object (e.g., a hotel's homepage). 

In this approach tourism data stored in a tourism database still remains separated 
from GIS data stored in a GIS database. The XML-based integration of data takes 
place at the information visualization level. For the visualization of touristic objects it 
is necessary to add its geographical coordinates (latitude and longitude) which are 
then stored within the GIS database. The determination of the geographical 
coordinates of touristic objects is part of the administration expenses within the 
TIScover Extranet. 

There are two different ways to determine object coordinates: 

• Manual positioning. Authorized tourism information providers (e.g., hotel 
manager, tourist association) are responsible for the administration of geographical 
coordinates of those objects which are under their responsibility. The localization 
is done by marking the position of the object on the map. The corresponding 
geographic coordinates will be calculated and stored in the GIS database. 

• Automatic positioning. Based on the postal address of touristic objects the 
geographic coordinates are calculated automatically [18]. 

Both approaches have advantages and disadvantages. The automatic approach will be 
faster, but it is less accurate and error prone because it is a prerequisite that the postal 
address of the touristic object is complete and that the address data within the GIS 
system matches to the data of the tourism system to enable accurate mapping. The 
manual approach is more precise because it is an WYSIWYG (what you see is what 
you get) approach since the administration as well as the map generation is based on 
the same map data. The problem of this alternative is a great administration effort. 

After the geographic coordinates of touristic objects are determined, the objects 
can be visualized on touristic maps. Additionally, the geographic information system 
offers an advanced geographic search feature which allows to combine touristic 
search attributes like, object type, object name, category of hotels, etc. with 
geographic criterions like nearness, distance, location (city or province) or objects 
located inside a marked rectangular map region. Figure 2 describes the workflow of 
the data integration process. 

The user starts a request, which is transmitted to the integrated GIS system. The 
GIS system submits the query to the spatial database to get the map data and to create 
a list of objects which are located in the queried area. Each object returned will be 
completed with tourism data like object name, URL of the object's homepage, 
category of the hotel, availability of hotel rooms, etc. Afterwards the transformation 
module converts the characteristics (layer extent, coordinate reference, shape, points, 
etc.) into SVG representations (polygon, line, path, etc.) and integrates the GIS data 
with the tourism data, identifies the layers, and defines the representation of the 
touristic objects (symbols, visualization of layers, object linking etc.). The data of the 
SVG map is provided in standard XML format and fulfills a DTD, which means that 
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it is well-formed. Finally the touristic map is delivered to the client. On the client only 
queried layers are turned visible, but the users can turn layers on or off according to 
their needs. 

query

List of
objects

query

add tourism
data

Tourism
data

GIS data

create
object list

return
map data

User
request

Touristic map
Transformation
& integration

module

Query module

Integrated GIS

Web

Fig. 2. GIS data integration workflow. 

The results of the integration of GIS data and tourism data are touristic maps 
including the information where touristic objects are, how they can be reached, and 
which objects are located nearby. If the map representation of a touristic object is 
linked with the homepage of this object users acquire more detailed information about 
the object and / or in case of hotels features like online booking are provided. 

A first prototype of the SVG based data integration and map representation is 
already implemented. 

3.   XML and Meta Data Based Information Integration 

To fulfill the tourists request for an extensive data collection it is inevitable to make 
data from different sources accessible. In a first step towards a comprehensive 
integration of tourism data TIScover is extended with a flexible data interchange 
adapter which allows interchange of structured data with other tourism information 
systems (Figure 3). 

Beside the main purpose of a global information integration this approach also 
focuses on data interchange (e.g., invoice data, order data, personal tourist data) 
between tourism information providers and other business partners without involving 
the TIScover system. For these data interchange requirements the existing functions 
of the TIScover Extranet are not sufficient or not adequate (Figure 4). 

Especially the second data interchange scenario requires data interchange facilities 
which cope with the following demands: 

• support of data interchange with a large number of business partners, 
• high flexibility, 
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• lean administration and 
• low costs. 

In general, there are two contrary strategies to implement data interchange 
applications: 

• Implementation of one data interface per EDI (electronic data interchange) 
communication partner. In the worst case n EDI partners require n different 
interfaces. 

• Definition of a common standard which covers nearly all possible data interchange 
scenarios. 

In the first case the implementation and maintenance of the whole set of interfaces is 
very time and cost intensive. In the second case a common standard results in a 
complex interface specification with a more or less large overhead. The question is: 
Why put up with the whole overhead if, for example, only a very simple data structure 
has to be transferred? 

TIScover

tourism information
system A

tourism information
system B

data interchange
adapter

Fig. 3. Global information integration. 
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Fig. 4. Information interchange with other business partners. 

The approach presented in this paper supports both strategies in order to combine 
the advantages of each of them. Knowledge about data structures and data formats is 
separated from the process of generation of destination files and electronic 
transmission. This separation achieves the purpose to make the data interchange 
application configurable. If any changes or extensions of the data interchange 
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specification are necessary, it is sufficient to update the knowledge base. The 
implementation of the data interchange application remains unchanged. The required 
knowledge base is realized as a meta data structure. 

3.1   Architecture of the Data Interchange Adapter 

The general architecture of the data interchange adapter consists of three components 
(Figure 5): 

• A Knowledge base (meta data) about data structures and data formats, represented 
by XML DTDs stored within a central database. 

• The mapping knowledge editor is necessary for the administration of meta data 
information which is the representation of an individual data interface to an EDI 
communication partner. 

• The data interchange processor in the first step receives input data which has to be 
transformed into the required destination format. In the next step the processor 
scans the meta data information corresponding to the required destination format. 
Based on this meta data the destination data file is generated dynamically. Data 
interchange is possible in both directions to and from a TIS application. 

data interchange adapter

EDI partner 1

EDI partner n

EDITIS application

data interchange
processor

meta data
(KB)

mapping knowledge
editor

Fig. 5. General architecture of the data interchange adapter. 

Beside several other key characteristics XML is a new and flexible concept for the 
specification of an EDI message. In contrast to HTML (hyperText markup language) 
which aims at the presentation of information XML focuses on structuring of 
information which is also the most important process of an EDI application. Hence, 
for example, it is possible to model existing EDIFACT message types [17] as XML 
messages. 

Taking these considerations into account the latest implementation of the 
introduced data interchange adapter is based on XML DTDs (Figure 6). Within the 
XML based architecture source and destination files are in ASCII- (due to high 
compatibility) or XML-format. Meta data information for the specification of the 
transformation of a data source into its destination format is represented by XML 
DTDs.
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Fig. 6. XML based architecture. 
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Fig. 7. Business object mapping. 

A DTD also describes the mapping between the source model and the destination 
model each representing the data structures of the corresponding source/destination 
file. A model itself consists of business objects and references the corresponding 
source or destination file (Figure 7). Business objects are representations of the data 
structures within the source or the destination file. A business object is designed as a 
tree structure and therefore may itself consist of business objects and/or simple 
attributes (Figure 7). Each attribute of a source model knows its corresponding data 
field within the source file and each attribute of a destination model references the 
corresponding destination file, data field and data type. 
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The maintenance of the meta data information is done by using a mapping 
knowledge editor which allows to specify or update DTDs for source and destination 
models as well as the mapping between the represented data structures. Due to the 
central database system changes of the transformation specifications (meta data) are 
immediately valid for each interacting software system. 

A further key aspect of the XML based architecture is the possibility to specify 
layout information of an XML document separated from the XML document itself. 
Hence, it is possible to generate different outputs of one XML document using 
different layout styles which are defined with XSL (XML stylesheet language) [8]. In 
this case it does not take great effort to provide different outputs of the same EDI 
process for different EDI partners. 

3.2   The XML-KM Approach 

The main advantages of XML based EDI are high flexibility and low implementation 
costs. In combination with XSL XML is important for structuring information and for 
its presentation.  

A prototype of the XML and meta data based data interchange adapter is already 
finished. Towards a global and comprehensive integration of tourism information the 
introduced data interchange adapter is a first step, which makes flexible data 
interchange possible. Currently, XML is confined to syntactic exchange and thus can 
be regarded only as promising basis of semantically useful shared knowledge 
management [19], [20]. 

object-relational
database system

XML-KM
repository

tourism information
system A

TIScover

tourism information
system B

Fig. 8. Integration of tourism data in the XML-KM repository. 

The main technical innovative points of the XML-KM project overcome some of 
these limitations. First, by adopting a semantic approach to the deployment of XML, 
combined with techniques to extract knowledge and to create conceptual views. 
Second, by developing concepts for the collection, fusion and dissemination of 
irregular, evolving information sources as opposed to the bilateral exchange. XML-
KM extends XML DTDs with means to relate element-definitions and data types in 
ontologies using modeling means which will be harmonized with the efforts of the 
W3C working group on XML schemas [15]. This provides the basic framework to 
meaningfully collect information from diverse sources, integrate it into unified, 
domain-dependent schemas and to disseminate it according to the individual needs of 
diverse user groups or information systems. 
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Various data sources are integrated in the XML-KM repository (Figure 8), which 
provides facilities for querying integrated views of remote data and updating the 
repository. The XML-KM repository is built on top of an object-relational database 
system (Oracle 8). 

The data to be integrated in the XML-KM repository can be structured or 
unstructured and can be managed by use of different technologies (databases, HTML 
pages, XML pages and text files). 

Beside integration of tourism data in the XML-KM repository and integration of 
geographical data with tourism data the touristic part of the XML-KM project also 
focuses 

• location based services in WAP (wireless application protocol) and 
• dissemination of user obtained tourism newsletters on predefined schedules. 

4   Conclusions 

Due to the tremendous growth of the Web to search for and to locate interesting 
information distributed over various Web sites takes a great effort and is time 
consuming. This is especially true for tourism information systems. To fulfill the 
tourists request for an extensive data collection it is inevitable to make accumulated 
data from different sources accessible. 

As discussed in Section 1 the following requirements have great impact on the 
quality of a tourism information system focusing the accessibility to the users: 

• integration of geographical data with tourism data and 
• integration of distributed data sources. 

Actual tourism information systems are still characterized by a lack of integrated GIS 
data. The approach described in this paper integrates tourism and GIS data by using 
SVG the XML-based standard for vector and mixed raster-vector graphics for the 
generation of touristic maps. Dynamically generated vector maps based on SVG offer 
a wide spectrum of powerful functionalities like high performance zooming and 
printing as well as a flexible and open representation of interactive touristic maps in 
combination with the possibility to integrate other XML-related technologies. This 
kind of touristic maps gives tourist information providers the opportunity to present 
their tourism information to potential tourists in a clear, fast and powerful way. The 
flexibility of the presented concept and its implied technologies significantly improve 
the integration of tourism and GIS data to build dynamic interactive touristic maps. 

Beside the integration of GIS data federation of tourism information sources is a 
primary goal. Thus, flexible and powerful data interchange mechanisms are required. 
TIScover is extended with a data interchange adapter which allows interchange of 
structured data with other tourism information systems. In contrast to many existing 
systems the presented approach separates knowledge about data structures and data 
formats from the process of generation of destination files and electronic 
transmission. This knowledge is transformed into a meta data structure represented by 
XML DTDs. The main advantage of this concept is that if changes of the data 
interchange specification to other tourism information systems are necessary, it is 
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sufficient to update the corresponding meta data information within the XML DTDs. 
The implementation of the data interchange adapter remains unchanged. 

Further work will be done primarily in the course of the IST project XML-KM. 
The goal of XML-KM which is strongly based on XML is to improve the data 
integration process in order to be able to collect and disseminate knowledge instead of 
just data. Through a rule-based XML-wrapper, information from corporate databases, 
HTML pages and office applications will be collected in the XML-KM repository. 
Through XML-based query tools, users will be able to receive personalized 
information in an appropriate format on various devices including computers, mobile 
phones based on WAP services and faxes. 
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Abstract. A major requirement in Software Engineering is to reduce the time to
market. This requirement along with a demand for product sophistication and
better quality has led to larger teams which in turn dramatically increases the pres-
sure for more concurrent work in a distributed context.

This paper, based on our experience in Software Configuration Management for
large software systems, shows why object management in such a context requires
specific facilities for the consistent management of objects in multiple copies,
different locations and formats, accessed and changed simultaneously by many
engineers.

We present the solutions we have developed with our partner Dassault Systèmes,
for the definition and enforcement of consistent concurrent engineering work,
including a number of measures showing that scalability and efficiency are really
tough issues.

We argue that the scalability and efficiency constraints found in SCM can only be
met by a new architecture of SCM systems and by the development of a middle-
ware layer that should be common to all SCM tools, and also usable by other
applications sharing the same concerns.

Keywords: Software configuration management, Version control, concurrent
engineering, distribution, architecture.

1 Introduction

The strongest driving force in industry is the reduction of the time to market. In software
engineering, the life cycle (the delay between two releases of a software product), has
tended to decrease from 18 months to 4 months. Simultaneously, the size and
complexity of the developed product substantially increase, as well as the required
quality for these products.

Coping with these conflicting characteristics requires an increase in the number of
persons involved in the teams, and an increase in the degree of concurrency. Today, one
of the major CAE issues is concurrent engineering control. As will be shown, concur-
rency engineering control requires different characteristics from the underlying infra-
structure, not available today.
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The work presented here has been carried out in the area of software engineering, and
more specifically in Software Configuration Management (SCM), but we believe that
most, if not all, of our findings apply to all of CAE.

We will exemplify both the problem and the solution we propose with the experience
we gained in addressing configuration management issues with our industrial partner
Dassault Systèmes (DS). DS is the world wide leader in CAD/CAM/PDMII with its
main software product CATIA. The fact that CATIA has over 4 millions lines and that
it is developed simultaneously by 800 engineers with a 4 month life cycle, makes DS
one of the world's major software producers. The numbers provided in this paper are
measurements made on the real DS software.

Chapter 3 presents the issues, along with some illustrating measures, and shows that
current technology does not satisfy our requirements. Chapter 4 presents our layered
architecture; chapters 5, 6, 7 present each layer: Basic workspace manager, Synchroni-
zation manager and Concurrent Engineering manager

2 Object Management in Concurrent Engineering

The experience shows that we are a long way from the time when an engineer "owned"
all the required objects, for the whole duration of an activity. Instead, at DS, each soft-
ware engineer has direct access to all the needed objects; but due to the high degree of
concurrency, each object is used by 50 to 100 different engineers simultaneously. Of
course, changed objects must be kept private for the work duration. If N engineers
change the same file concurrently, that file will have N+1 different values (also called
cooperative versions ). At DS, N = 3 in average1 ; values for N greater than 6 are not
uncommon, with maximum around 30.

A high degree of concurrency requires two or more persons to access AND change the
same piece of information in a concurrent way. The database community addressed and
solved that issue long ago, using the transaction concept. Unfortunately, the typical data-
base transaction lasts a fraction of a second and involves few objects, while in design,
the time span of a change is the task that leads to that change i.e. from a few hours to a
few weeks or more; and the scope of a change can be huge (thousands of objects). As a
consequence, the database serializability approach (changes are performed in sequence)
cannot be used here. Concurrent engineering requires engineers to work and change
different copies of the objects of interest.

As engineering is predominantly human-driven, the intellectual atom of change is the
task (or activity), i.e. a significant body of changes/creations leading to a new
"consistent" state of the product. In the meantime, the state of the object is "incon-
sistent", and the engineer requires his/ her job to be isolated from the other changes.
Each engineer needs private copies of the objects. Conversely, the engineer knows that

1 Averages are between 1 and 2 for kernel files, and around 3 for application modules
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other changes are concurrently performed on the same objects, and asks for these
changes to be incorporated when relevant.

In CAE, activities are performed using tools. These tools have been designed to work
on "objects" (often files) in a predefined format and organization. Depending on the
activity, the same object may need to be found in a different format and location.

Apparently files not to be changed can be shared, at least on a LAN; experience shows
this is not realistic for three reasons:

• Efficiency. At DS, with 1500 machines, average sharing of 30 and high per-
formance demand (compilations), only local copies of all files can provide
enough efficiency.

• Name and directory. The same file can be located under different names and
directories depending on the platform (NT or Unix) or product version (re-
structuring).

• Internal format. Some files need to be translated from a format to another de-
pending on the tool and activity which use it.

These reasons means that each file, even when not changed, has to be physically copied
to the machine and workspace where it is used. At DS, at any point in time, each atomic
object (e.g. a source file) has between 10 and 100 physical copies; in each case with
potential read and write privileges.

Altogether the DS software amounts close to one million files, each averaging 30 copies
(thus about 30 millions files) not necessarily all identical. In addition complexity, relia-
bility (source code cannot be lost) and efficiency are really critical issues. Object
management in such a context raises many difficult issues.

Altogether, CAE requires objects to be:

• in multiples copies, locations and formats,
• resynchronised when found relevant, with
• high efficiency, reliability and availability.

Providing a solution to the first point can be simple; the challenge is to provide also
ways to solve the last two points.

The issue for an SCM or a SE platform designer is to find a technology upon which the
environment can be built. In practice we need database for storing the information and
middleware to handle distribution.

3 Architecture

All SCMs to date are built following the same architecture: a central database contains
all the objects and their versions, using the same schema (definition). All workspaces (a
file tree in a file system) share the same database. The structure and content of a
(complex) object in a WS is always the same (see Fig 1)
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The first lesson learned in managing large software projects is that no central database
can afford the needed efficiency and availability, even in the context of a LAN. For
exemple, DS has an average of 2000 files per workspace. Synchronization operations
involve on average a few hundred files i.e. a few MegaByte of information to transfer,
merge, compress, format and so on. Consistency requires such heavy operations to be
performed in transaction, but such transactions last several minutes during which
objects are locked, and the server busy.

With an average of about 800 workspaces at any point in time, and such heavy transac-
tions occurring on average 4 times a day per workspace (and most of them executed at
about the same time i.e. on arriving at and leaving work), no DB can afford the required
efficiency. Moreover, the measurements we took have shown that, even using a 100MB
LAN, a transaction takes twice as long if the database and the WS are on different
machines. Finally, availability requires that the whole company will not be stopped if a
disk, a machine or the network crashes.

A major objective of this work was to find a truly distributed architecture, in which no
repository is the main one, no one owns objects; each only contains object values. The
satisfaction of the requirements also implies that we should be able to use different kind
of repositories simultaneously (file systems and databases), with different schemas and
on different kind of platforms (heterogeneity).

Availability, flexibility and efficiency all push us to consider as atomic (and often on the
same machine): a WS, its manager and its associated repository. The architecture
(Figure ) we propose has as its basic element a workspace manager, organized in three
layers. The first one is the basic Work Space manager (shaded). It deals with the problem
of providing to each user (and his/her tools) the needed objects at the current location
and in the right format. The second layer provides basic functions for transferring /
synchronizing objects between any two workspaces. The third layer provides concepts
for the consistency of concurrent activities, for structuring the workspaces, and for
defining and enforcing cooperative work policies which satisfy some consistency
requirements (see Fig 2). A fourth layer, not presented here, deals with general process
support; see [1][5][6][19][20].

S o f t w a r e C o n f i g u r a t i o n M a n a g e r

X , Y X , Y

C e n t r a l r e p o s i t o r y

W o r k S p a c e s

A p p l i c a t i o n s

Fig. 1. Usual SCM Architecture
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An object is an instance of a class in which the content and the behavior of each instance
is defined. An object contains attributes. Attribute domains can be literals (i.e. strings,
integers, file), or another object type; in the latter case we say the attribute is a compo-
sition attribute, and the object a complex or composed object.

This usual definition makes the identity: 1 object == 1 instance. This definition was
extended by the concept of revision: an instance containing the snapshot of an object at
a given point in time2. This is not sufficent; in our case, at each point in time, an object
may have many copies (different instances) that may have different values simultane-
ously, and even different definitions. We need to refine these definitions.

A Workspace (WS) is a sub-set of a public repository3 in which (part of) the objects of
interest are stored.

A working object value is an object instance found in a WS. A object may simultane-
ously have different working values; one in each WS which contains it; but a WS can
have one working value for a given object at the most.

2 The concept of revision is more complex; many aspects are not discussed here. Some
attributes in a revision are immutable (like files), others are common to a set of revision,
others are mutable; still other attributes trigger the creation of a new revision on the
attempt to change them and so on. A few more details are presented later

3 A repository is a system which can store persistent information. It can be a file system or
any kind of DB. It is public if access is performed by tools and users using the native repos-
itory functions without any need to be wrapped. It does not prohibit the control of these
accesses, nor prevent undesired access, as long as this is done in a transparent way.

Projection Manager

Synchro Manager

Files Objects

Conc. Eng. Manager

Projection Manager

Synchro Manager

Files Objects

Conc. Eng. Manager

X, Y X, Z

Repository and
Representation for
Application 2
Application 3

Repository and
Representation for
Application 1

Fig. 2. Proposed Architecture
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We call representation the format of an object instance at a given location. An object
may have many different representations. A revision is a snapshot of a working value,
in the WS manager specific representation, or a copy of another revision.

Revisions represent snapshots of an object's value both at a different point in time and
in different places (workspaces).

An abstract object, or simply an object, is the sum of all its instances i.e. all its revisions
plus its working values.

As defined in [10], three levels of versioning apply to each object: Historical versioning
which is represented by a sequence of revisions in a WS (often called a branch). Coop-
erative versioning represented by the different branches of an object (one by WS) and
logical versioning, represented by variants which are different objects sharing some
logical or historical properties.

This paper discusses the different issues raised by the management of cooperatives
versions of an object.

4 Basic WS Manager

The fundamental goal of the basic WS manager is to provide the objects in the represen-
tation required by the tools working in this WS, irrespective of the other possible repre-
sentations, and let applications change the object in that specific format, (apparently)
irrespectively of the changes made by other applications on other working values of that
object.

A WS manager manages two areas. The first one is the public WS i.e. a part of a public
repository containing the working values; the other one is the private WS area
containing revisions. The private WS area is intended to contain the information
required for the management of the public WS.

A WS type is defined by:

• Object type definitions, for objects allowed to be contained in this WS.
• Repository type (Unix FS, NTFS, Oracle, etc).
• Projection functions. They define the relationship between the working val-

ue and revisions of an object

For each type of object, the following projection functions must be provided:

• Projection: A function defining the mapping from a revision to a working
value. In general it is a partial function; some attributes may not be mapped,
others can be added. Example: attribute souceCode of object foo of type c,
is mapped to file foo.c; attribute owner is mapped as the owner of the file,
attribute protection is added.

• Reverse projection: A function defining the mapping from a working value
to a revision. If the public repository data model is weaker than the private
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one, this function requires conventions or additional information. Example:
File foo.c is attribute sourceCode of object foo. But how are we to know that
foo is a component of object X?.

• Change mapper: A function defining the mapping from a working value
change to a revision change. If the public repository data model is weaker
than the private one, this function, in theory, cannot exist. This function usu-
ally requires conventions and heuristics or changes to be performed through
a specific interface. Example: If file foo.c is renamed or moved into another
directory, what does that mean for object foo?

This contrasts with all approaches we know, including SCM systems, where the repre-
sentation is unique. Existing SCM systems support a single WS type where these func-
tions are predefined. Either there is no object model at all, thus the private model is the
public repository model, or conventions are simple enough to compute the functions
trivially. For example name identity (object foo of type c maps to file foo.c); a single
composition relationship mapped into the relationship between directory and file (e.g.
if foo.c is under directory X then object foo is a component of object X). The direct
consequence is that (1) the object models are poor, and (2) WS type is unique[11].

In our system, WS types are formally defined, and projection functions are part of the
type definition of each object type. For example, WS types proposed by SCM vendors
can be defined easily which allows any product managed under "any" current SCM
system to be integrated. It also provides for linking the work done on a product under
an SCM system with the work done on the same product, under another representation,
by another SCM system. This way we aim to address the virtual enterprise problem.

This approach is in complete opposition with current work in SCM (as well as our own
previous work [9][11] ) on at least the following:

• There is no longer any central repository. Experience has shown that no cen-
tralized approach can scale to very large projects (like the Dassault Systèmes
one).

• There is no generic WS manager, because there is no generic projection
function, and because efficiency requires the WS manager to be tailored to
benefit from current company conventions.

• Basic WS managers are indeed low-cost simple SCM systems. They can be
compatible with current habits and simple revision control tools like RCS or
CVS.

Basic WS managers can be simple, but unlike RCS or CVS, our solution is scalable
toward high functionality levels, huge software products and very large distributed
teams. This is the topic of the next chapters.
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5 Synchronization Manager

The synchronization manager defines how an object instance can be transferred and
"synchronized" between two workspaces. Concurrent changes imply there is a way to
reconcile different values of an attribute. We call that function the merge function. If we
denote A1,... Ai the different values of attribute A, and Ai = Ci(A0) the value of A after
change Ci is performed on A0, then a merge function M for A is such that M(Ai, Aj) =
Ci(Cj(A0)) = Cj(Ci(A0)) = M(Aj, Ai).

This means the result of the merge is the same as if changes Ci and Cj were performed
in sequence on A0, irrespective of the order. If an exact merge function existed for each
attribute, concurrent engineering would always lead to consistent results! Unfortunately,
for a given attribute, such a merge function either (1) exists, (2) is an approximation, or
(3) does not exist at all. In our example, the components attribute has an exact merge,
sourceFile merge is an approximate function, owner has no merge[15][16].

This approach contrasts with current work in SCM, at least with respect to the following
aspects:

• Each WS manager ignores the formats and models used by the other WS
managers; SCM system heterogeneity is possible.

• Only the relevant information is transferred, which is critical in distributed
work (at DS, some complex objects total several Gigabytes!).

• We provide object merge instead of only file merge. Our customers are
unanimous in saying that object merge is a major enhancement (the compo-
sition relationship merge is an exact merge).

6 Concurrent Engineering Manager

So far, nothing prevents us from to performing changes on any objects in each WS. Thus
at a given point in time, each attribute of each object may have a different value in each
WS in which it is present (at DS, each attribute would have 30 different values on
average)!

Concurrent engineering control means ensuring that work performed collectively is
"consistent". Unfortunately, for concurrent access to information, there is a single real
consistency criteria: serializability (ACID transactions as found in databases) but is this
case, concurrent changes are prohibited.

To which extent concurrent changes to an object are a relevant issue? A few measure-
ments taken at DS answer the question. At DS, the average number of different values
for a given file under work is around 3, with a maximum around 30.

Merges occur frequently, depending on the policy (see below) and kind of software. The
average for an application file is 2 merges a year, for a kernel file 0.4 a year. These
numbers may seem low, but averages are meaningless because most files are not
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changed or merged at all. Conversely, files under work are subject to many changes and
merges. We have records of more than 200 merges a year for the same file, which means
about 1 merge per work day. Globally, about one thousand merges occur each day at DS.
Concurrent change control is a real critical issue.

These values apply only to files whereas, in this work and at DS, we deal with objects
(files are atomic attributes in our object model). Our experience shows that concurrent
changes to the same attribute (like file or composition) as well as changes to different
attributes of the same object (like responsible, state, name, namefile, protection etc.) are
very common. Merging must address both cases. For example, restructuring, renaming
and changing files are common, independent activities. Raising the granularity from file
to object makes appear new kinds of concurrent changes, which may produce new kinds
of merges (typically composition changes). It is our claim that object concurrent change
control subsumes traditional file control and provides homogeneous and elegant solu-
tions to many difficulties which currently hamper concurrent software engineering.

6.1 The Group Approach

We call a group, a set of Work Spaces the goal of which is to make an object evolve in
a "consistent" way. Each group contains a WS playing the role of reference repository
for the group called the integration WS.

For consistency to be enforced in a group, the integration WS must behave as if ACID
transactions are applied to it, with each WS playing the role of a local transaction cache.

In Fig 3, both transactions T1 and T2 started with a copy of I/A0. Transaction T1
executed on I/A0 yields value W1/A1, while transaction T2 also performed on I/A0
yields value W2/A1. Changes T1 and T2 are consistent only if it is possible to compute
the value I/A2 as the result of applying T2 changes to I/A1 instead of I/A0.

If this is possible, the group G = (I, W1, W2) behaves as if all changes (T1, T2...) are
applied in sequence on I in any order; while they are really performed concurrently on
the different WSs of that group.

A 0 A 0

A ’

A 1

A 1

A 2

A ’

A 1

A 2

A 1

T 2

T 1 T 1

T 2

Fig. 3. Consistent Concurrent Changes
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Let us call Wi/O and Wi/O.A the working values of object O and attribute A of O in WS
Wi. We have defined the following atomic functions:

Propose. P(Wi/O) informs that the current value for O in Wi is available to become the
current value of the group.

Integrate. I(Wi/O) performs I/O = M (I/O, Wi/O).

Synchronize. S(O), when performed by Wi does Wi/O = M (Wi/O, I/O).

Reserve and free. R(O.A) and f(O.A). R(O.A) sets a lock on O.A for the whole group
and f(O.A) releases that lock. Together they define a critical section for attribute O.A.
At any point in time, a single WS of the group can be in the critical section for attribute
A.

Free (O), releases all pending locks on attributes of O in that group.

6.2 Basic Policies in a Group

A basic concurrent engineering policy means defining and enforcing

• who has the right to perform a change on what (not anyone on anything at
any time),

• what is to be merged and when,
• who has to merge.

Experience shows that merge control (including merge prohibition) is a central point
when the merge function is missing or approximate. More specifically, file merge is an
approximation which requires, potentially, manual work (for conflicts) and validatation
if the result is consistent.

This becomes even more critical as soon as, in a group, the integration task is performed
by a dedicated person. That person, the integrator, does not necessarily know the
changes performed and would not be able to solve merge problems, nor it is his/her duty
to fix the bugs that can result from the merge. At DS currently, each group has a inte-
grator, and 15 integrators are working full time.

We claim that basic concurrent engineering policies can be defined as the valid
sequences of operations performed on objects and attributes in a group. A definition of
a few of the most useful policies follows.

Notations. In the following, let us denote by letter P, I, S, R and F commands Propose,
Integrate, Synchronize Reserve and Free. C(O.A) denotes one or more change of
attribute A; A,B the fact action B does not necessarily follow immediately A, (A1,A2 ...
R) the repetition of the sequence in parenthesis if the R operation fails.

Finaly, letters in Roman caracters are executed by users in a WS, while in italic, they are
executed by the integrator (i.e. from the integration WS).

Exclusion. O.A: (SR),C,PIF.

This sequence states the policy to be applied to attribute O.A in a group of WSs. It means
that before changing A (C), a WS must first synchronize (S) then reserve (R) A. If the

368 Jacky Estublier



reserve fails, the couple SR must be repeated at a later time. After the changes, the WS
executes proposes (P), integrates (I) and frees (F) on the object.

This policy implements an ACID transaction4 by a two phase locking protocol. S copies
the latest official value of the object to the local cache (WS), R sets a lock on the
attribute before changing it and thus Integrate simply replaces in the reference reposi-
tory (Integration WS) the old value by the new one (no merge), and F releases all locks.
In practice any attribute for which no merge function exists should be managed in this
way.

Delayed reserve: O.A: C,(R)SPIF.

This sequence states that changes on attribute A can be done before reserving it. As a
consequence the synchronize operation (S) may require a merge (because meanwhile, a
change on A may have been integrated). But since S is performed in the critical section
(i.e. between R and F), operation I (integrate) will never require a merge (because since
the reserve, only that WS can integrate a change on A). That policy has the property to
never produce any merge in the integration WS. This is a consequence of any sequence
in which S is before I in a critical section.

Delayed reserve and integration. O.A: C,RSP,I,F.

This sequence is similar to Delayed reserve, but I and F are performed by the integrator,
at integrator convenience. Defered Integration deferred means the integrator is free to
select which proposed change to integrate, when and in which order. Since the Free
operation can also be delayed, it means the integrator has the opportunity, for example,
to run test suites before validating the changes (F). With respect to the previous policy,
flexibility is provided to integrators, not to developers.

Note that no merges are ever needed in the Integration WS. In other words, multiple
concurrent changes are allowed but their integration is sequentialized and merges are
performed in the WS which performed the changes, never in the integration WS. Inte-
grators select the right change to integrate, and users can only synchronize on validated
changes (F). This is a flexible but still pretty well controled evolution strategy.

Remember that a policy is defined on an attribute basis. For example, at DS, the
management of source code objects in development groups is to use Exclusion for the
filename attribute, Delayed reservation and integration for sourceCode attribute and
default (no control) for the components attribute.

This approach contrasts with all other SCM cooperation strategies in the following
ways:

• A policy can be defined independently for each attribute (default means no

4 In our implementation, a WS is a (complex) object. Activities performed in a WS can be
considered to be a transaction if the S,P,I operations involve the object WS instead of
objects it contains. The rollback operation requires creating a revision (deep revision
because of the transitive components relationship) of the WS before starting a transaction.
This is why, in DS, some WSs have more than 2000 revisions
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control). For instance, in a DS development group, it is possible, for the same
object, to have three WS changing the file (sourceCode) another one chang-
ing that file name (fileName) and a third one changing which complex object
it pertains to (components). Subsequent synchronization will consistently
merge all these changes.

• A policy is declared on a group type basis i.e. all WSs in a group share the
same policies; but each group can have different policies over the same ob-
jects. Typically, the development groups have more relaxed policies than the
release group.

• A policy is formally defined (as the valid sequence of commands), and some
"classic" policies have been studied so that their properties have been proved
and used to optimize the implementation.

The integration WS plays the role of the coordinator for the whole group, it knows the
policies and thus enforces and optimizes the controls, based on the properties of each
policy.

6.3 Company Concurrent Work Policies

The integration WS behaves as the representative of the whole group, and can thus be a
component of another higher level group (potentially of another type). In this way, the
whole company can be organized in a hierarchy of WSs. At DS, three types of WS are
defined, the depth of the WS tree ranges from 2 to 6, the number of concurrent WSs
amounts to several hundred at any point in time. Traditionally, the WSs close to the root
are the most stable (release WSs), while the leaf WSs are the most evolutive (Develop-
ment WSs). Of course different policies apply.

It can be proven that the properties identified inside a single group hold for any sub-hier-
archy with the single condition that reserving an attribute in a WS is considered as
reserving that attribute in the integration WS of that group. It makes the reserve
command transitive between groups which include the reserve command for that
attribute in their policy.

The strict application of the previous strategy leads to a tree of groups, with data flow
following the edges. Experience have shown this strategy supports the majority of the
data flow, but is too limited. Data flow between siblings is needed, as well as data flow
between almost any arbitrary group (as long as it is accepted by the process in place).
Typical exemples are urgent fix procedures, where a fix "jumps" directly from a low
level group to the top of hierarchy; or when a dependent group requires another sibling
to make a bloking change.. In both cases the standard procedure would take days, which
is sometimes not acceptable.

A major difficulty in SE is that almost any policy sometimes needs to be violated, for
"good" reasons. This requires two features: first, the basic mechanisms must be able to
perform un- standard operations, and second, these unusual procedures must be care-
fully defined and closely controlled; this is the goal of general process support, not
presented in this paper.
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We have demonstrated that synchronization between siblings is possible, still satisfying
the coordination properties, provided some constraints, but at the cost of more expen-
sive algorithms (many optimizations are no longer valid); demonstration is outside the
scope of this paper.

Non sibling synchronization is also possible but breaks the coordination properties; for
that reason, the underlying mechanisms keeps track of "abnormal" object synchroniza-
tion (any synchronization that does not follow the tree); because it invalidates the
assumptions used for optimization, it is required for performing subsequent merges (e.g.
relationship merges require to store information), and is used for history, tracking and
debugging.

These "simple" enhancements, as well as the facility allowing to "undo" complex oper-
ations like synchronize or integrate are responsible for significantly increasing the
complexity of the whole system (remember that these commands can involve very
complex objects, often the whole WS, which amounts to thousands of files).

7 Related Work

Object management, concurrent Engineering and distributions are hot topics. Neverthe-
less, it is a surprise to see that not much work have addressed seriously the issues of
managing consistently copies of the "same" object having different values, different
locations, different definitions and different format.

Databases have addressed the issue of consistency using the transaction concept, and
different definitions (schema) with the multi-database and multi-view approaches.
Some work has defined sub-databases, which look similar to SCM work spaces, [2][3].
But still there is a single (logical) version and a single consistency approach: serializa-
bility.

Middleware deal with object and distribution, but often objects do not move (CORBA
1 & 2) and in any case objects have a single (logical) value at any point in time. Service
on top of Corba propose different coordination (flexible transaction features) and life
cycle strategies; nevertheless there is not multiple version management and synchroni-
zation facility (yet).

The Web protocols, like HTTP also address some issues, but with different goals : a
copy is sent with the assumption it will not be modified. WebDAV is proposing HTTP
extensions for "distributed authoring" which includes attributes on objects, complex
objects and locks [22][23] . Current proposed extensions to WebDAV [4] include
versioning, workspace and configuration support . It is no surprise to note that these
extensions are proposed by ClearCase, the leading SCM product [17][18]. Pushing this
initiative further could lead to propositions similar to those contained in this paper[8].

Without surprise, SCM systems are those products coming closer to our reauirements.
[6][14][13][11][21] but SCM systems, generally, manage files rather than objects, they
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know a single representation (the file) and evolution constraints are missing or unclearly
stated[7][12].

8 Conclusion

Object management in SCM sets a number of very hard constraints. Our experience
shows that the architecture followed by all vendors does not scale enough, does not
provide sufficient efficiency, reliability and availability, and does not provide suffi-
ciently high level services for concurrent engineering control. The dramatic increase in
product size, concurrency factor and distribution will soon require a complete redesign
of these systems.

We advocate for autonomous, heterogeneous and simple WS managers. They provide
for the required availability, autonomy and efficiency. Heterogeneity affords for
different format and projection conventions, and allows to reuse "standard" tools,
preserving habits and investments. It also makes possible the incremental adoption of
SCM strategies and policies, as well as scalability capabilities. All this is missing in
today's SCM tools.

We claim that concurrent engineering requires the formalization of high level and flex-
ible policies. We have proposed the group concept, and policy definition based on the
valid sequence of 5 basic operations. This proposal contributes the idea that a policy is
defined on a group basis, for each attribute individually, and may have properties that
can be proved, and on which the system relies for performing substantial optimisations.
Most policies of interest are available in standard (and recognized for optimisation) and
any other can be user defined on the same basis.

Most of the complexity of the system comes from the fact that any policy may need to
be violated. We believe it to be of critical importance (1) to define and control the proc-
esses where these violations are allowed to occur, and (2) propose a system where this
is possible, even at the cost of performance degradation.

We think these propositions really contribute to build system, scalable both in term of
amount of managed data, geographical location and level of services provided.
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Abstract.  Information System Engineering has become under increasing pres-
sure to come up with software solutions that endow systems with the agility 
that is required to evolve in a continually changing business and technological 
environment.  In this paper, we suggest that Software Engineering has a contri-
bution to make in terms of concepts and techniques that have been recently de-
veloped for Parallel Program Design and Software Architectures, which we 
have named Coordination Technologies.  We show how such mechanisms can 
be encapsulated in a new modelling primitive – coordination contract – that can 
be used for extending Component Based Development approaches in order to 
manage such levels of change. 

1 Introduction 

More and more, companies live in a very volatile and turbulent environment in which 
both business rules and supporting technology change very quickly.  In order to re-
main competitive, companies need their information systems to be easily adaptable to 
such changes, most of the time in a way that does not imply interruptions to critical 
services.  Through the advent of the Internet and Wireless Applications, the New 
Economy is only fuelling this need even further: "… the ability to change is now 
more important than the ability to create e-commerce systems in the first place.  
Change becomes a first-class design goal and requires business and technology archi-
tecture whose components can be added, modified, replaced and reconfigured"  [15]. 

Component-Based Development (CBD) [28] has been often proclaimed to be the 
ultimate approach for providing software solutions with the agility required to cope 
with such turbulence in business and technological environments.  As put in [21], 
"Software developers have long held the belief that complex systems can be built 
from smaller components, bound together by software that creates the unique behav-
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iour and forms of the system.  Ideally, a new system can be built using mostly prede-
fined parts, with only a small number of new components required… In a well de-
signed system, the changes will be localised, and the changes can be made to the 
system with little or no effect on the remaining components".    

However, it is also widely recognised that the promises brought in by CBD are not 
without several caveats.  Our own experience in developing applications in one of the 
most volatile business areas – banking – indicates that interactions and architectures
are at the core of the problems that still need to be addressed before CBD can deliver 
the goods.  Many of the changes required on a system do not concern the computa-
tions performed by its components but the way they interact.  Indeed, we often forget 
that the global behaviour of a system emerges both from the local behaviour of its 
components and the way they are interconnected.  In dynamic business areas, the 
most frequent changes are likely to occur not at the level of the core entities of the 
domain (say, the notion of a bank account) but at the level of the business rules that 
determine how these core entities interact (say, how customers interact with their 
accounts).  The old-fashioned technique of coding interactions in the components that 
implement the core services (say, reflecting policies on cash withdrawals directly on 
the withdrawal operation of an account) leads to systems that are very difficult to 
evolve because any change on the business rules triggers changes on the core compo-
nents that it involves, their clients, possibly their client's clients, and so on.   

Notice that object-oriented methods are very old-fashioned in this respect: interac-
tions between objects are usually coded in the way messages are passed, features are 
called, and objects are composed, leading to intricate spaghetti-like structures that are 
difficult to understand, let alone change.   Hence, new methodological concepts and 
supporting technology are needed that promote interactions to first-class entities, 
leading to systems that are "exoskeletal" in the sense that they exhibit their configura-
tion structure explicitly [23].  Such an externalisation of the interconnections should 
allow for systems to be reconfigured, in a compositional, non-intrusive way, by acting 
directly on the entities that capture the interactions between components, leading to 
an evolution process that follows the architecture  of the system [11,26].  

Whereas interactions relate two or more components, the technology that is re-
quired for externalising them is also meaningful when applied to the evolution of 
single components.  Indeed, another class of changes often required on a system con-
cerns the adaptation of individual components  [9], either existing ones (as in legacy 
systems) or newly acquired ones (as from third-party suppliers).  In both cases, the 
implementation of the components is often not available and new ones cannot be 
brought in to replace them.  A solution is to connect each component that needs to be 
evolved to an adapter such that the behaviour that emerges from the interaction be-
tween component and adapter fulfils the changes that were required initially.  The 
advantage of making this interconnection explicit is that the adapter can be evolved 
independently of the component that it regulates, thus adding flexibility with respect 
to future changes. 

In order to cope with the complexity of system evolution, we need more than 
mechanisms for managing change: we need to be able to determine what needs to be 
changed.  Because change is most easily perceived and understood at the level of the 
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application domain, the component model must be abstract enough to accommodate 
these changes without bringing in implementation details.  This requires that the more 
traditional low-level notion of software component, and the design techniques used 
for its development  (e.g., design patterns [17]), be "upgraded" to account for entities 
that are meaningful at the level of the application domain.   This reflects the principle 
of "business centricity" upheld in [20] according to which software should be archi-
tected such that it reflects the way business organisations, policies and processes are 
defined by their own people.  The ultimate goal of this approach is "100% mainte-
nance" by which the authors mean "continuous quick evolution performed directly by 
the user rather than by the producer of the system". 

This "isomorphism" between business component and software component archi-
tecture requires that changes perceived at the level of the business domain be mapped 
to the implementation levels in a compositional, non-intrusive way by keeping them 
local to the implementations of the higher-level parts that need to be changed.  In 
summary, the architectural structure of the system – its gross decomposition in terms 
of high-level components and the interconnections that bind them together – should 
reflect the structure of the business domain, and mechanisms should be provided that 
enable evolution to be compositional over this structure. 

In this paper, we assert that the entities that provide interconnections between 
components and the adapters of single components, all of which are called coordina-
tion contracts in the rest of the paper, should be seen as coordination mechanisms 
that one may superpose, in a non-intrusive way, on existing systems, supporting 
"plug-and-play" in system construction and evolution.  The terms "coordination" and 
"superposition" in the previous sentence have a precise technical meaning and they 
constitute the kernel of the contribution that we think Software Engineering can make 
to enhancing the agility of information systems.   

Through "coordination" we mean principles and techniques that have been recently 
developed for separating what in systems accounts for the computations that are per-
formed and the interactions that are maintained [18].  Our belief is that CBD needs to 
be enhanced with primitives that provide for the explicit representation of the coordi-
nation mechanisms that regulate the way components behave and interact, and enable 
systems to evolve through the reconfiguration of the coordination mechanisms in 
place, without having to interfere with the way the computations performed by the 
individual components are programmed. 

The term "superposition" refers to a mechanism, also called "superimposition" by 
some authors, that has been developed and applied in Parallel Program Design for 
extending systems while preserving their properties  [7,10,16,22].  Our belief is that 
this basic mechanism is lacking in object-oriented development approaches and fills 
the gap that we have identified in OO development for supporting the externalisation 
of interactions and their evolution. 

These are the two sides of the coin that we call Coordination Technologies [5] and 
with which we want to contribute to the debate that has been launched for identifying 
synergies between Software and Information System Engineering.  In section 2, we 
provide further motivation on what these Coordination Technologies are and how 
they can contribute to increased levels of agility in the next generations of informa-
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tion systems.  In section 3, we discuss an extension that we proposed in [4] for the 
UML in terms of a new semantic primitive that encapsulates Coordination Technol-
ogy – coordination contracts or, simply, contracts.  In section 4, we discuss the se-
mantics and deployment of contracts.  We conclude with an overview of what is 
available on contracts and what we are planning to make available in the near future. 

2 Motivation 

In order to motivate the principles and techniques that we wish to put forward 
through Coordination Technologies, consider the familiar world of bank accounts and 
clients who can make deposits, withdrawals, transfers, and so on.  The notation that 
we will use in the examples is a shortened version of the Oblog language 
[www.oblog.com] that we have been developing for object-oriented modelling [3].  
An example of a class specification is given below for bank accounts. 

class Account 
operations

class
  Create(client:Customer,iAmount:Integer) 

object
  Deposit(amount:Integer); 
  Withdrawal(amount:Integer); 
  Balance() : Integer; 
  Transfer(amount:Integer, target:Account); 
body

attributes
  number : Integer; 
  balance : Integer := 0

methods
  Deposit  
   is set Balance := Balance+amount 
  Withdrawal [enabling Balance amount]
   is set Balance := Balance-amount 
  Transfer 
   is { call target.Deposit(amount); 
     call self.Withdrawal(amount) } 
end class

In Oblog, a class specification includes a section in which the interface operations are 
declared.  We distinguish between class and object operations: the former are used for 
managing the population of the class as a whole and the latter apply to each specific 
instance.  Each operation is declared with a list of input and output parameters and a 
specification of its required behaviour in terms of pre/post conditions (omitted in the 
example for simplicity).  In the case of the bank account, the operations that were 
chosen are self-explanatory. 

The body section of a class specification identifies the attributes that define the 
state of the instances as well as the implementations of the operations (called meth-
ods).  Methods can be guarded with state-conditions like in Dijkstra's guarded com-
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mands.  This is the case of withdrawal that is being restricted to occur in states in 
which the amount to be withdrawn can be covered by the balance.  

This restriction on the availability of withdrawals is a good example of the limita-
tions of object-oriented methods for supporting the flexibility that is required for 
managing change.  Indeed, the enabling condition Balance amount derives more 
from the specification of a business requirement than an intrinsic constraint on the 
functionality of a basic business entity like Account.  The circumstances under 
which a withdrawal can be accepted is likely to change as competition dictates banks 
to come up with new ways for customers to interact with their accounts.  Different 
financial packages are concocted every now and then that provide different policies 
on withdrawals, making it impossible to predict how accounts will be accessed over 
their lifetime.  Nevertheless, there are basic functional properties that should remain 
much more stable, reflecting the core "semantics" of the operation as a business trans-
action, like the fact that the amount is actually deducted from the balance. 

One could argue that, through inheritance, this guard could be changed in order to 
model these different situations and future ones that may arise as a consequence of 
changes on business policies.  However, there are two main problems with the use of 
inheritance for this purpose.  Firstly, inheritance views objects as white boxes in the 
sense that adaptations like changes to guards are performed on the internal structure 
of the object.  From the point of view of evolution, this is not desirable.  This is be-
cause, on the one hand, changes on the internal structure are often difficult to locate 
and localise because they may trigger changes to the interface of the component as 
well and, thus, initiate a cascade of changes throughout the chain of clientship.  On 
the other hand, inheritance may not be applicable when the component structure is 
simply not available, as in the case of legacy systems or third-party components.   

Secondly, from the business point of view, the adaptations that make sense may be 
required on classes other than the ones in which the restrictions were implemented.  
In the example above, this is the case when it is the type of client, and not the type of 
account, that determines the nature of the guard that applies to withdrawals.   The 
reason the restriction ended up coded as a guard on withdrawals results already from 
the bias that the OO mechanism of clientship introduces in the modelling of interac-
tions.  Typically, restrictions of this sort are coded up on the server-side, which is 
where the operation is usually implemented, even if they are meant to reflect access 
modes that result from different categories of clients. 

Hence, it makes more sense for business requirements of this sort to be modelled 
explicitly outside the classes that model the basic business entities.  Our proposal is 
that guards like the one discussed above should be modelled as coordination con-
tracts that can be established between bank customers and accounts, but outside the 
specifications of these two classes as explicit representations of the business rules 
from which they derive.  In fact, we provide mechanisms for such contracts to be 
superposed on existing implementations of clients and accounts, considered as black 
boxes, so that contracts can be added and deleted in a non-intrusive way (plug and 
play), reflecting the evolution of the business domain. 
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3 Coordination Contracts 

From a static point of view, a coordination contract defines an association class in the 
sense of the UML (i.e. an association that has all the attributes of a class).  However, 
the way interaction is established between the partners is more powerful: it provides a 
coordination role that is closer to what is available for configurable distributed sys-
tems in general, namely through the use of architectural connectors [2].  A contract 
consists of a collection of role classes (the partners in the contract) and the prescrip-
tion of the coordination effects (the glue in the terminology of software architectures) 
that will be superposed on the partners.  In Oblog, contracts are defined as follows: 

contract <name>
 partners <list-of-partners>
 invariant <the relation between the partners> 
 constants 
 attributes 
 operations 
 coordination <behaviour superposed by the contract>  

behaviour < local behaviour of the contract>
end contract

The instances of the partners that can actually become coordinated by instances of the 
contract are determined through a set of conditions specified as invariants.  The typi-
cal case is for instances to be required to belong to some association between the 
partners. 

The behaviour that is required to be superposed over that of the partners is identi-
fied under "coordination" as trigger/reaction clauses of the form 

<name> : when <condition>
 do <set of actions>
 with <condition>

Each coordination clause has a name that can be used for managing the interference 
between all the clauses and the contract's own actions, e.g. in terms of precedence 
relations.  This is similar to what happens in parallel program design languages like 
Interacting Processes [16].  The condition under "when" establishes the trigger of the 
clause.  Typical triggers are the occurrence of actions or state changes in the partners.  
Under "do" we identify the reactions to be performed, usually in terms of actions of 
the partners and some of the contract's own actions, which constitute what we call the 
synchronisation set associated with the trigger.  Finally, under "with", we can put 
further constraints on the actions involved in the synchronisation set, typically further 
preconditions.  The intuitive semantics (to be further discussed in the following sec-
tion) is that, through the "when" condition, the contract intercepts calls to the partners 
or detects events in the partners to which it has to react.  It then checks the "with" 
conditions to determine whether the interaction can proceed and, if so, coordinates the 
execution of the synchronisation set.  All this is done atomically, in a transactional 
mode, in the sense that either all the actions in the set are executed or none is. 

An example can be given through the account packages already discussed.  The 
traditional package, by which withdrawals require that the balance be greater than the 
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amount being withdrawn, can be specified as follows, where by Account we mean 
the class specification discussed in the previous section but without the enabling re-
striction on withdrawals:

contract Traditional package 
 partners x : Account; y : Customer;

invariants ?owns(x,y)=TRUE;
coordination

  tp: when y.calls(x.Withdrawal(z))
    do x.Withdrawal(z)
    with x.Balance()  z;
end contract 

Notice that, as specified by the invariant, this contract is based on an ownership as-
sociation that must have been previously defined.  This contract involves only one 
interaction.  It relates calls placed by the customer for withdrawals with the actual 
withdrawal operation of the corresponding account.   The customer is the trigger of 
the interaction: the interaction requires every call of the customer to synchronise with 
the withdrawal operation of the account but enables other withdrawals to occur out-
side the interactions, e.g. by other joint owners of the same account.  The constraint 
imposed through the with-clause is the guard already discussed in the previous sec-
tion, which is now externalised as part of the contract.  Hence, it regulates only a 
specific class of interactions between customers and accounts: those that have sub-
scribed to the particular contract  Traditional package.  In particular, each instance of 
the contract and, hence, the constraint, applies only to an identified pair of customer 
and account, meaning that other owners of the same account may subscribe to differ-
ent contracts. 

The notation involving the interaction in this example is somewhat redundant be-
cause the fact that the trigger is a call from the customer to an operation of the ac-
count immediately identifies the reaction to be performed.  In situations like this, 
Oblog allows for abbreviated syntactical forms.  However, in the paper, we will con-
sistently present the full syntax to make explicit the various aspects involved in an 
interaction.  In particular, the full syntax makes it explicit that the call put by the 
client is intercepted by the contract, and the reaction, which includes the call to the 
supplier, is coordinated by the contract.  Again, we stress that the interactions estab-
lished through contracts are atomic, i.e. the synchronisation set determined by each 
coordination entry of the contract is executed as a single transaction – either all the 
actions in the set are performed or none is.  In particular, the client will not know 
what kind of coordination is being superposed.  From the point of view of the client, 
it is the supplier that is being called.  

As already explained, the purpose of contracts is to externalise interactions be-
tween objects, making them explicit in the conceptual models, thus reflecting the 
business rules that apply in the current state.  Hence, contracts may change as the 
business rules change, making system evolution compositional with respect to the 
evolution of the application domain.  For instance, new account packages may be 
introduced that relax the conditions under which accounts may be overdrawn: 
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contract VIP package 
 partners x : Account; y : Customer;
 constants CONST_VIP_BALANCE: Integer;
 attributes Credit : Integer;

invariants
?owns(x,y)=TRUE;

  x.AverageBalance() >= CONST_VIP_BALANCE;
coordination

  vp: when y.calls(x.Withdrawal(z))
    do  x.Withdrawal(z)
    with x.Balance() + Credit()  z;
end contract

Notice that, on the one hand, we have strengthened the invariant of the contract, 
meaning that only a restricted subset of the population can become under the coordi-
nation of this new business rule, namely the customers that qualify as VIPs.  On the 
other hand, the contract weakens the guard imposed on withdrawals, meaning that 
there are now more situations in which customers can withdraw money from their 
accounts: this is the added benefit of the more restricted class of customers. 

In general, we allow for contracts to have features of their own.  This is the case of 
the contract above for which an attribute and a constant were declared to model the 
credit facility.  It is important to stress that such features (including any additional 
operations) are all private to the contract: they fulfil a local purpose in establishing 
the coordination that is required between the partners and are not available for inter-
action with other objects.  Indeed, the contract does not define a public class and its 
instances are not considered as ordinary components of the system.  This is one of the 
reasons why association classes, as available in the UML, are not expressive enough 
to model the coordination mechanisms of contracts.  Although contracts allow for 
interactions to be made explicit in conceptual models, they should not be accessed in 
the same way as the classes that model the core business entities.  Contracts do not 
provide services: they coordinate the services made available by the core entities.  
Contracts are the subject of a different level of management of the business compo-
nent system: that of the definition and evolution of its configuration. 

Another shortcoming of association classes is that they do not enforce the syn-
chronisation and atomicity requirements of the proposed coordination mechanisms.  
As an example, consider one of the latest products to appear in banking – "the flexi-
ble package".  This is a mechanism via which automatic transfers are made between a 
checking account and a savings account of the same client: from savings to checking 
when the balance is not enough to satisfy a withdrawal, and from checking to savings 
when the balance goes above a certain threshold.   

Like before, the application of traditional object-oriented techniques for adding 
this new feature to the system would probably raise a number of problems.  The first 
one concerns the decision on where to place the code that is going to perform the 
transfers: the probable choice would be the checking account because that is where 
the balance is kept.  Hence, the implementation of account would have to be changed.  
The "natural" solution would be to assign the code to a new association class between 
the two accounts but, again, current techniques for implementing association classes 
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require the implementations of the participating classes to be changed because the 
associations are implemented via attributes.   

Another problem is concerned with the handling of the synchronisation of the 
transfers.  If the transfers are not coded in the methods of the accounts, there is no 
way in which the whole process can be dealt with atomically as a single transaction.  
Again, what is required is a mechanism via which we can superpose a layer of coor-
dination that is separate from the computations that are performed locally in the ob-
jects and enforces the required interactions, including the synchronisation constraints.  
This is exactly the level of coordination that contracts provide. 

contract Flexible package 
 partners c, s : Account;
 attributes max, min : Integer;

invariants c.owner=s.owner;
coordination

  putfunds:  
   when calls(c.Deposit(z)) 
   do { c.Deposit(z); 
     if c.Balance()+z > max then 
      c.Transfer(c.Balance()-max,s)};
  getfunds:  
   when calls(c.Withdrawal(z))
   do { if c.Balance()-z < min then
      s.Transfer(min-c.Balance(),c);  
     c.Withdrawal(z)};
end contract

Transfers between two accounts are superposed on the operations of the partners as 
part of the coordination activity.  Notice that, in both cases, the actions that trigger the 
interactions are executed as part of the synchronisation sets that define the reactions.  
Obviously, the execution of these actions as part of the synchronisation sets does not 
trigger the contract again!  It may, however, trigger other contracts that the compo-
nents have subscribed.  For instance, the savings account may be under the coordina-
tion of a VIP-contract as well, in which case the withdrawals that are triggered by a 
transfer coordinated by getfunds will be handled by vp as well. 

4 Semantical Aspects 

The intuitive semantics of contracts can be summarised as follows: 
• Contracts are added to systems by identifying the instances of the partner classes 

to which they apply.  These instances may belong to subclasses of the partners; 
for instance, in the case of the flexible package, both partners were identified as 
being of type account but, normally, they will be applied to two subclasses of ac-
count: a checking account and a savings account.  The actual mechanism of iden-
tifying the instances that will instantiate the partners and superposing the contract 
is outside the scope of the paper.  In Oblog, this can be achieved directly as in 
languages for reconfigurable distributed systems [24], or implicitly by declaring 
the conditions that define the set of those instances. 
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• Contracts are superposed on the partners taken as black-boxes: the partners in the 
contract are not even aware that they are being coordinated by a third party.  In a 
client-supplier mode of interaction, instead of interacting with a mediator that 
then delegates execution on the supplier, the client calls directly the supplier; 
however, the contract "intercepts" the call and superposes whatever forms of be-
haviour are prescribed; this means that it is not possible to bypass the coordina-
tion being imposed through the contract because the calls are intercepted; 

• The same transparency applies to all other clients of the same supplier: no 
changes are required on the other interactions that involve either partner in the 
contract.  Hence, contracts may be added, modified or deleted without any need 
for the partners, or their clients, to be modified as a consequence; 

• The interaction clauses in a contract identify points of rendez-vous in which ac-
tions of the partners and of the contract itself are synchronised; the resulting syn-
chronisation set is guarded by the conjunction of the guards of the actions in the 
set and the condition indicated in the with-clause.  The execution of the synchro-
nisation set requires the execution of all the actions in the set. 

• The implementation of the synchronisation sets that are determined by the con-
tracts can either be obtained through the primitives available in the transaction 
language (e.g. calls to the actions participating in the synchronisation set can be 
made by the regulator), or a completely new implementation can be superposed 
by the contract body as an alternative to the implementations available in the part-
ners.  In the latter case, the properties of the interfaces have to be preserved, 
namely any pre/post conditions and invariants specified through contracts in the 
sense of Meyer [25].  This is a useful way of bypassing legacy code as pointed 
out in [9].  Its implementation requires, however, that the contract body (the regu-
lator) be awarded some sort of priority over the roles at the execution level. 

• The effect of superposing a contract is cumulative: more than one contract may 
be active at a given state of the system.  Because the superposition of a contract 
consists, essentially, of synchronous interactions, the different active contracts 
will superpose their coordinating behaviour, achieving a cumulative effect in the 
sense that the synchronisation set to be executed is the union of all the synchroni-
sation sets of the active contracts and its guard is given by the conjunction of all 
the guards and “with” clauses associated with the active contracts.  For instance, 
in the example of the flexible package, the transfers can also be subject to con-
tracts that regulate the discipline of withdrawals for the particular account and 
client. 

• In the paper, we will not address the issue of managing which contracts are active 
at which states.  This aspect is being addressed as part of the configuration lan-
guage that is being developed for assisting in the process of controlling or pro-
gramming the evolution of systems.  This will include logical mechanisms for 
reasoning about possible interactions between contracts.  Preliminary work in this 
direction is reported in [31]. 

For simplicity, the examples are based on binary relationships.  However, contracts 
may involve more than two partners.  In this case, the invariant and coordination 
clauses may refer to all partners.  In fact, contracts may be seen to correspond to syn-



384      Luís Filipe Andrade and José Luiz Fiadeiro

chronisation agents, as presented in the Actors model [1], that coordinate the rules of 
engagement of various objects participating simultaneously in the same task. 

Partner2

Synchronisation
Agent (X)

Coordinated
activity

Partner1

Partnern

Notice that contracts in the sense of Meyer [25] fulfil a different, but complemen-
tary, role to the coordination contracts that we have described: their purpose is to 
support the development of object methods in the context of client-supplier relation-
ships between objects.  Therefore, they apply, essentially, to the "in-the-small" con-
struction of systems rather than the "in-the-large" dimension, concerned with archi-
tecture and evolution, that is our target.  In fact, in what concerns evolution, the use of 
Meyer's contracts in a non-architectural approach leads to some of the problems that 
we discussed in the introduction: by adopting clientship as the basic discipline for 
object interconnection, a bias is introduced in the way business rules get coded up, 
assigning to the supplier side the responsibility for accommodating changes that, from 
the point of view of the business rules, belong to the client.  This was the case of the 
flexible withdrawals for VIP customers: by placing the contract on the supplier side 
(the account), the new rules are more easily modelled as specialisations of account 
whereas, in the application domain, they reflect specialisations of the client. 

The intuitive semantics that we outlined above has been given both a mathematical 
and an implementational counterpart.  The mathematical semantics draws on previous 
work on the categorical semantics of architectural and coordination principles.  The 
presentation of this semantics is outside the scope of this paper.  Please consult [12] 
for the formalisation of different kinds of superposition that lead to the identification 
of different kinds of contracts (regulators, monitors, etc); [13] for a formalisation of 
architectural connectors based on the previous formalisation of superposition, which 
includes the semantics of instantiation of the partners (roles); [14] for the coordina-
tion aspects as related to superposition and the application to software architectures; 
and [29,30,31] for the application to dynamic reconfiguration, including the defini-
tion of algebraic operations on architectural connectors that are directly applicable to 
contracts. 

The fact that a mathematical semantics exists for justifying our principle of sup-
porting evolution through the superposition of contracts does not mean that it can be 
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put into practice directly over the technology that is available today.  In [4,19] we 
have shown that, even if none of the standards for component-based software devel-
opment that have emerged in the last few years (e.g. CORBA, EJB and COM) can 
provide a convenient and abstract way of supporting the proposed coordination prin-
ciples as first-class mechanisms, an implementation can be given that is based on a 
design pattern that exploits some widely available properties of object-oriented pro-
gramming languages such as polymorphism and subtyping.  The relationship between 
this design pattern and the mathematical semantics is discussed in [6]. 

5 Concluding Remarks 

In this paper, we have suggested that Information System Engineering can be signifi-
cantly enhanced by adopting Coordination Technologies through which systems can 
be made more agile in responding to the turbulence that characterises current business 
and technological environments.  More specifically, we described how a new seman-
tic primitive – coordination contracts – can be added to current object-oriented ap-
proaches to fulfil some of the promises of Component Based Development in terms 
of supporting a new approach to business and technology architecture in which com-
ponents can be dynamically added, modified, replaced and reconfigured 
[15,20,21,28].

Contracts draw from several mechanisms that have been available for sometime in 
Software Engineering: 
• Contract-based development is based on the idea of separating computation from 

coordination, i.e. of making clear what components in a system provide the func-
tionalities on which services are based, and what mechanisms are responsible for 
coordinating the activities of those components so that the desired behaviour 
emerges from the interactions that are established.  This idea has been promoted 
by researchers in the area of Programming Languages who have coined the term 
"Coordination Languages and Models" [e.g. 18]. 

• The importance of having these coordination mechanisms available as first-class 
entities and as units of structure in system models and designs was inspired by the 
role played by connectors in software architectures [2,27].  This is why we pro-
posed contracts as a semantic primitive enriching the notion of association class. 

• The ability for objects to be treated as black-box components and, hence, for 
contracts to be dynamically added or removed from a system without having to 
recompile the partners, is achieved through the mechanism of superposition (or 
superimposition) developed in the area of Parallel Program Design [7,10,16,22].  

An effective use of the proposed coordination mechanisms further requires language 
and tool support for the actual run-time superposition of contracts, either in reaction 
to customer demands or for the enforcement of business policies.  Such policies have 
to be understood as "invariants" that apply to "evolution time" and not "computation 
time".  That is, they constrain the way systems can be evolved in terms of their con-
figuration.  Naturally, they will also have an impact on the computations that are 
performed in the system because, as we have seen, the configuration determines the 
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interactions from which the global computational behaviour of the system emerges. 
What is important to emphasise is that decisions on which contracts can be subscribed 
by which classes of partners and in which states of the system are an integral part of 
the modelling activity.  This is the direction in which we are currently working. 
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Abstract. The quality of object oriented information systems (OOIS) depends 
greatly on the decisions taken at early phases of their development. As an early 
available artifact the quality of the class diagram is crucial to the success of 
system development. Class diagrams lay the foundation for all later design 
work. So, their quality heavily affects the product that will be ultimately 
implemented. Even though the appearance of the Unified Modeling Language 
(UML) as a standard of modelling OOIS has contributed greatly towards 
building quality OOIS, it is not enough. Early availability of metrics is a key 
factor in the successful management of OOIS development. The aim of this 
paper is to present a set of metrics for measuring the structural complexity of 
UML class diagrams and to use them for predicting their maintainability that 
will heavily be correlated with OOIS maintainability.  

Keywords. object oriented information systems maintainability, object oriented 
metrics, class diagrams complexity, UML, fuzzy deformable prototypes, 
prediction models 

1 Introduction 

A widely accepted principle in software engineering is that the quality of a software 
product should be assured in the early phases of its life cycle. In a typical OOIS 
design at the early phases, a class diagram is first built. The class diagram is not 
merely the basis of modelling the persistent system data. In OO modelling, where data 
and process are closely linked, class diagrams provide the solid foundation for the 
design and implementation of OOIS.

As an early available, key analysis artifact the quality of the class diagram is 
crtucial to the success of system development. Generally, problems in the artifacts 
produced in the initial phases of system development propagate to the artifacts 
produced in later stages, where they are much more costly to identify and correct [2]. 
As a result, improving the quality of class diagrams, will therefore be a major step 
towards the quality improvement of the OOIS development.  The appearance of UML 
[20], as standard OO modelling language, should contribute to this. Despite this, we 
have to be aware that a standard modelling language can only give us syntax and 
semantics to work with, but it cannot tell us whether a “good” model has been 
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produced. Naturally, even when language is mastered, there is no guarantee that the 
models produced will be good. Therefore, it is necessary to assess their quality. 

The definition of the different characteristics that compose the concept of “quality”
is not enough on its own in order to ensure quality in practice, as people will generally 
make different interpretations of the same concept. Software measurement plays an 
important role in this sense because metrics provide a valuable and objective insight 
into specific ways of enhancing each of the software quality characteristics. 
Measurement data can be gathered and analysed to assess current product quality, to 
predict future quality, and to drive quality improvement initiatives [27]. 

Quality is a multidimensional concept, composed of different characteristics such 
as functionality, reliability, usability, efficiency, maintainability and portability [15]. 
This paper focuses on UML class diagram maintainability, because maintainability 
has been and continues to be one of the pressing challenges facing any software 
development department. For our purpose we  distinguish the following 
maintainability sub-characteristics: 

– UNDERSTANDABILITY. The ease with which the class diagram can be understood. 
– ANALYSABILITY. The capability of the class diagram to be diagnosed for 

deficiencies or to identify  parts to be modified. 
– MODIFIABILITY. The capability of the class diagram to enable a specified 

modification to be implemented. 

But these maintainability sub-characteristics are  external quality attributes that can 
only be measured late in the OOIS life cycle. Therefore it is necessary to find early 
indicators of such qualities based, for example, on the structural properties of class 
diagrams [4].  

The availability of significant measures in the early phases of the software
development life-cycle allows for better management of the later phases, and more
effective quality assessment when quality can be more easily affected by corrective
actions [3]. They allow IS designers:

1. a quantitative comparison of design alternatives, and therefore and objective 
selection among  several class diagram alternatives with equivalent semantic 
content. 

2. a prediction of external quality characteristics, like maintainability in the initial 
phases of the IS life cycle and a better resource allocation based on these 
predictions. 

After performing a thorough review of several OO metric proposals 
[9],[18],[7],19], specially focusing in those that can be  applied to class diagrams at a 
high level design stage we have proposed new ones [14] related to the structural 
complexity of class diagrams due to the usage of relationships (associations, 
dependencies, generalisations, aggregations). But proposing metrics it is not enough 
to assure that they really are  fruitful in practice. Empirical validation is a crucial task 
for the success of software measurement [17],[13],[26],[1].  

Our main motivation is to present metrics [14] for measuring UML class diagram 
structural complexity (internal quality attribute) and secondly demonstrate through 
experimentation that it can be used to predict UML class diagram maintainability 
(external quality attribute), which will strongly influence OOIS maintainability. 

This paper is organised in the following way:  In section 2 we will present a set of 
metrics for measuring UML class diagram structural complexity. In section 3 we 
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describe a controlled experiment, carried out  in order to build fuzzy deformable 
prototypes, using a new approach to Knowledge Discovery [21],[22], that characterise 
UML class diagram maintainability from the metric values. In section 4 we will use 
this prototypes to predict UML class diagram maintainability. Lastly, section 5 
summarises the paper, draws our conclusions, and presents future trends in metrics for 
object modelling using UML. 

2. A Proposal of Metrics for UML Class Diagrams 

We only present here the metrics [14] that can be applied to the class diagram as a
whole . They were called “Class Diagram-Scope metrics”. Also we consider
traditional ones like, the number of classes, the number of attributes, etc... We classify
them in two categories: open-ended metrics, whose values are not bounded in an
interval, and close-ended metrics whose values are bounded, in our case in the
interval [0,1].

2.1 Open-Ended Metrics 

– NUMBER OF CLASSES. (NC) is the total number of classes within a class diagram. 
– NUMBER OF ATTRIBUTES. (NA) is the total number of attributes within a class 

diagram. 
– NUMBER OF METHODS. (NM) is the total number of methods within a class 

diagram. 
– NUMBER OF ASSOCIATIONS. (NAssoc) is defined as the total number of 

associations within a class diagram.  
– NUMBER OF AGGREGATION. (NAgg) is defined as the total number of aggregation 

relationships within a class diagram (each whole-part pair in an aggregation 
relationship). 

– NUMBER OF DEPENDENCIES. (NDep) is defined as the total number of 
dependencies relationship within a class diagram. 

– NUMBER OF GENERALISATIONS. (NGen) is defined as the total number of 
generalisation relationships within a class diagram (each parent-child pair in a 
generalisation relationship). 

– NUMBER OF GENERALISATIONS HIERARCHIES. (NGenH) is defined as the total 
number of generalisations hierarchies in a class diagram 

– MAXIMUM DIT. The Maximum DIT in a class diagram is the maximum between 
the DIT value obtained for each class of the class diagram. The DIT value for a 
class within a generalisation hierarchy is the longest path from the class to the 
root of the hierarchy. 

2.2 Close-Ended Metrics 

– NUMBER OF ASSOCIATIONS VS. CLASSES. (NAssocVC) is defined as the ratio 
between the number of associations in a class diagram (NAssoc) divided by the 
total number of classes in the class diagram (NC). 
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– NUMBER OF DEPENDENCIES VS. CLASSES. (NDepVC) is defined as the ratio 
between the number of dependencies in a class diagram (NDep) divided by the 
total number of classes in the class diagram (NC). 

– NUMBER OF AGGREGATIONS VS. CLASSES. (NAggVC) is defined as the ratio 
between the number of aggregations in a class diagram (NAgg) divided by the 
total number of classes in the class diagram (NC). 

– NUMBER OF GENERALISATIONS VS. CLASSES. (NGenVC) is defined as the ratio 
between the number of generalisations in a class diagram (NGen) divided by the 
total number of classes in the class diagram (NC). 

3. A Comprehensive Controlled Experiment to Build  
  a Prediction Model for UML Class Diagram Maintainability 

Taking into account some suggestions provided in [4],[5] about how to do empirical 
studies in software engineering, we carried out a controlled experiment with the goal 
of predicting UML class diagrams maintainability from metric values obtained at the 
early phases of OOIS life cycle. 

3.1 Subjects 

The experimental subjects used in this study were: 7 professors and 10 students 
enrolled in the final-year of Computer Science in  the Department of Computer 
Science at the University of Castilla-La Mancha in Spain. All of the professors belong 
to the Software Engineering area and they have enough experience in the design and 
development of OO software. By the time the experiment was done all of the students 
had had two courses on Software Engineering, in which they learnt in depth how to 
build OO software using UML. Moreover, subjects were given an intensive training 
session before the experiment took place. 

3.2 Experimental Materials and Tasks 

The subjects were given twenty eight UML class diagrams of the same universe of 
discourse, related to Bank Information Systems.  Each diagram has a test enclosed 
which includes the description of maintainability sub-characteristics, such as: 
understandability, analysability, modifiability. Each subject has to rate each sub-
characteristic using a scale consisting of seven linguistic labels. For example for 
understandability we proposed the following linguistic labels: 

Extremely 
difficult to 
understand

Very 
difficult to 
understand 

A bit 
difficult to 
understand

Neither 
difficult 

nor easy to 
understand

Quite easy 
to

understand

Very easy 
to

understand

Extremely 
easy to 

understand



392      Marcela Genero et al. 

We allowed one week to do the experiment, i.e., each subject had carry out the test 
alone, and could use unlimited time to solve it. 

After completion of the tasks subjects were asked to complete a debriefing 
questionnaire. This questionnaire included (i) personal details and experience, (ii) 
opinions on the influence of different components of UML Diagrams, such as: 
classes, attributes, associations, generalisations, etc... on their maintainability. 

3.3 Experimental Design and Data Collection 

The INDEPENDENT VARIABLES are those metrics proposed in sections 2.1 and 2.2. 
The DEPENDENT VARIABLES are three of the maintainability sub-characteristics: 

understandability, analysability and modifiability measured according to subject’s
rating.  

We decided to give our subjects as much time as they needed to finish the test they 
had to carry out. All tests were considered valid because all of the subjects have at 
least medium experience in building UML class diagrams and developing OOIS (this 
fact was corroborated analysing the responses of the debriefing questionnaire). 

3.4 Construction of Fuzzy Deformable Prototypes  
      to Characterise UML Class Diagram Maintainability 

We have used an extension of the traditional Knowledge Discovery in Databases 
(KDD) [12]: the Fuzzy Prototypical Knowledge Discovery (FPKD) that consists of 
the search for fuzzy prototypes [28] that characterise the maintainability of an UML 
class diagram. 

In the rest of this section we will explain each of the steps we have followed in the 
FPKD (see figure 1). 

Selection of the Target Data.  We have taken as a start set a relational database that 
contains 476 records (with 16 fields,13 represent metrics values, 3 represent 
maintainability sub-characteristics) obtained from the calculation of the metric values 
(for each class diagram) and the responses of the experiment given by the subjects. 

Preprocessing. The Data-Cleaning was not necessary because we didn´t find any 
errors. 

Transformation. This step was performed doing different tasks: 

– SUMMARISING  SUBJECT RESPONSES. We built a unique table with 28 records (one 
record for each class diagram) and 17 fields (13 metrics and 3 maintainability 
sub-characteristics).  This table is shown in Appendix A). The metric values were 
calculated measuring each diagram, and the values for each maintainability sub-
characteristics were obtained aggregating subjects´s rating using the mean of 
them. 
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– CLUSTERING BY REPERTORY GRIDS. In order to detect the relationships between the 
class diagrams, for obtaining those which are easy, medium or difficult to 
maintain (based on subject rates of each maintainability sub-characteristics), we 
have carried out a hierarchical clustering process by Repertory Grids. The set of 
elements is constituted by the 28 class diagrams, the constructions are the 
intervals of values of the subjects´rating. To accomplish an analysis of clusters on 
elements, we have built a proximity matrix that represents the different 
similarities of the elements, a matrix of 28 x 28 elements (the diagrams) that 
above the diagonal represents the distances between the different cycles. 
Converting these values to percentages, a new table is created and the application 
of Repertory Grids Analysis Algorithm returns a graphic as a final result (see 
figure 1). 

0%

94%

100%
0 A 5 6 14 B C F 24 26 16 D E 19

88%

82%

75%

57%

25%

E M D

Fig. 1. Clustering results (E: Easy to maintain, M: Medium to maintain, D: Difficult to maintain) 

(*) We have grouped some class diagrams assigning them one letter because they have  100% 
of similarity (see appendix A) 

– DATA MINING. The selected algorithm for data mining process was summarise 
functions. Table 1 shows the parametric definition of the prototypes. These 
parameters will be modified taking into account the degree of affinity of a new 
class diagram with the prototypes. With the new modified prototype we will be 
able to predict the maintainability of a new class diagram.  

– FORMAL REPRESENTATION OF CONCEPTUAL PROTOTYPES. The prototypes have 
been represented as fuzzy numbers, which are going to allow us to obtain a 
degree of membership in the concept. For the sake of simplicity in the model, 
they have been represented by triangular fuzzy numbers. Therefore, in order to 
construct the prototypes (triangular fuzzy numbers) we only need to know their 
centerpoints (“center of the prototype”), which are obtained by normalising and 
aggregating the metric values corresponding to the class diagrams of each of the 
prototypes (see figure 2). 

Diagram  
number (*) 

Similarity  
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Table 1. Prototypes “Easy, medium and difficult to manitain”

Understandbility Analisability Modifiability 

Difficult       

Average 6 6 6 

Max. 6 6 7 

Min. 6 5 6 

Medium

Average 5 5 5 

Max. 5 6 5 

Min. 4 4 4 

Easy 

Average 2 2 3 

Max. 3 3 3 

Min. 2 2 2 

Fig. 2. Representation of the prototypes 

– FORMAL REPRESENTATION OF CONCEPTUAL PROTOTYPES. The prototypes have 
been represented as fuzzy numbers, which are going to allow us to obtain a 
degree of membership in the concept. For the sake of simplicity in the model, 
they have been represented by triangular fuzzy numbers. Therefore, in order to 
construct the prototypes (triangular fuzzy numbers) we only need to know their 
centerpoints (“center of the prototype”), which are obtained by normalising and 
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aggregating the metric values corresponding to the class diagrams of each of the 
prototypes (see figure 2). 

3.5 Threats to Validity 

Following several empirical studies [10],[5],[6] we will discuss the empirical study’s
various threats to validity and the way we attempted to alleviate them. 
− CONSTRUCT VALIDITY.  The degree to which the independent and the dependent 

variables accurately measure the concepts they purport to measure. 
− INTERNAL VALIDITY. The degree to which conclusions can be drawn about the 

causal effect of independent variables on the dependent variables. 
− EXTERNAL VALIDITY. The degree to which the results of the research can be 

generalised to the population under study and other research setting. 

Threats to Construct Validity. The dependent variables we used are maintainability 
sub-characteristics: understandability, analysability and modifiability. We propose 
subjective metrics for them (using linguistic variables), based on the judgement of the 
subjects (see section 3.3). As the subjects involved in this experiment have medium 
experience in OOIS design and implementation we think their ratings could be 
considered significant. For construct validity of  the independent variables, we have to 
address the question to which degree the metrics used in this study measure the 
concept they purport to measure. Our idea is to use metrics presented in section 2.1 
and 2.2 to measure the structural complexity of an UML class diagram. From a 
system theory point of view, a system is called complex if it is composed of many 
(different types of elements), with many (different types of) (dynamically changing) 
relationships between them [25]. According to this, we think that the construct 
validity of our independent variables can thus be considered satisfactory. In spite of 
this, we consider that more experiments must be done, in order to draw a final 
conclusion to assure construct validity. 

Threats to Internal Validity. The following issues have been dealt with: 

– DIFFERENCES AMONG SUBJECTS. Using a within-subjects design, error variance 
due to differences among subjects is reduced. As Briand remarks in [5] in 
software engineering experiments when dealing with small samples, variations in 
participant skills are a major concern that is difficult to fully address by 
randomisation or blocking. In this experiment, professors and students had the 
same degree of experience in modelling with UML. 

– KNOWLEDGE OF THE UNIVERSE OF DISCOURSE AMONG CLASS DIAGRAMS. Class 
diagrams were designed for the same universe of discourse, only varying the 
number of attributes, classes, associations, i.e. their constitutents parts. So that, 
the knowledge of the domain doesn’t attempt to the internal validity. 

– ACCURACY OF SUBJECT RESPONSES. Subjects assumed the responsibility for rating 
each maintainability sub-characteristics. As they have medium experience in OO 
software design and implementation, we think their responses could be 
considered valid. However we are aware that not all of them have exactly the 
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same degree of experience, and if the subjects have more experience minor 
inaccuracies could be introduced by subjects. 

– LEARNING EFFECTS. All the tests in each experiment were put in a different order, 
to avoid learning effects. Subjects were required and controlled to answer in the 
order in which test appeared. 

– FATIGUE EFFECTS. On average the experiment lasted for less than one hour, so 
fatigue was not very relevant. Also, the different order in the tests helped to avoid 
these effects. 

– PERSISTENCE EFFECTS. In order to avoid persistence effects, the experiment was 
run with  subjects  who had never done a similar experiment. 

– SUBJECT MOTIVATION. All the professors who were involved in this experiment 
have participated voluntarily, in order to help us in our research. We motivated 
students to participate in the experiment, explaining to them that similar tasks to 
the experimental ones could be done in exams or practice by students, so they 
wanted to take the most of the experiment. 

– OTHER FACTORS. Plagiarism and influence between students really could not be 
controlled. Students were told that taking with each other was forbidden, but they 
did the experiment alone without any control, so we had to trust them as far as 
that was concerned.

Seeing the results of the experiment we can conclude that empirical evidence of the 
existing  relationship between the independent and the dependent variables exists.  
But only by replicating controlled experiments, where the measures would be varied 
in a controlled manner and all the other factors would be kept constant, could really 
demonstrate causality.  

Threats to External Validity. The greater the external validity, the more the results 
of an empirical study can be generalised to actual software engineering practice. Two 
threat of validity have been identified which limit the ability to apply any such 
generalisation: 

– MATERIALS AND TASKS USED. In the experiment we tried to use class diagrams 
and tasks which can be representative of real cases, but more empirical studies 
taking “real cases” from software companies must be done. 

– SUBJECTS. To solve the difficulty of obtaining professional subjects, we used 
professors and advanced students from software engineering courses. We are 
aware that more experiments with practitioners and professionals must be carried 
out in order to be able to generalise these results. However, in this case, the tasks 
to be performed do not require high levels of industrial experience, so, 
experiments with students could be appropriate [1]. 

In general in order to extract a final conclusion we need to replicate this 
experiment with a greater number of subjects, including practitioners. After doing 
replication we will have a cumulative body of knowledge; which will lead us to 
confirm if the presented metrics could really be used as early quality indicators, and 
could be used to predict UML class diagrams maintainability. 
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4  Prediction of UML Class Diagram Maintainability 

Using Fuzzy Deformable Prototypes [21],[22], we can deform the most similar 
prototype to a new class diagram, and define the factors for a new situation, using a 
linear combination with the degrees of membership as coefficients. We will show an 
example of how to deform the fuzzy prototypes found in section 3.5. Given the 
normalised values corresponding to a new class diagram: 
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The final average is 0.64. The affinity with the prototypes is shown in figure 3.

Fig. 3. Affinity of the real case with the prototypes 

The most similar prototype for this new class diagram  is “Difficult to maintain”,
with a degree of membership of 0.98. Then, the prediction is: 

 Understandability Analisability Modifiability 

Average 6 6 6 

Maximum 6 6 7 

Minimum 6 5 6 

We want to highlight that this a first approach to predict UML class diagram 
maintainability, we need “real data” about UML class diagram maintainability efforts, 
like time spent in maintenance tasks in order to predict data that can be highly useful 
to software designers and developers.  

Degree of 
membership 
of the new 
diagram 

Most 
similar 

prototype 
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5  Conclusions and Future Work 

Due to the growing complexity of OOIS, continuous attention to and assessment of 
class diagrams is necessary to produce quality information systems. The fact that 
UML has emerged is a great step forward in object modelling. However this does not 
guarantee the quality of the models produced through the IS life cycle. Therefore, it is 
necessary to have metrics in order to evaluate their quality from the early phases in 
the OOIS development process.  

In this paper we have presented a set of metrics for assessing the structural 
complexity of UML class diagrams, obtained at early phases of the OOIS life cycle.  

We have also carried out a controlled experiment, with the objective of predicting 
UML class diagram maintainability based on the metrics values and the expert’s
rating of each of the maintainability sub-characteristics. The prediction model is an 
extension of the traditional KDD called FPKD and a novel technique which can be 
used for prediction based on Fuzzy Deformable Prototypes [21],[22]. This model have 
been used for different kinds of real problems, such as forest fire prediction, financial 
analysis or medical diagnosis, with very good results. 

Nevertheless, despite of the encouraging obtained results we are aware that we 
need to do more metric validation, both empirical and theoretical in order to assess if 
the presented metrics could be really used as early quality indicators. Also could be 
useful “real data” about UML class diagram maintainability efforts, like time spent in 
maintenance tasks in order to predict data that can be highly fruitful to software 
designers and developers. But the scarce of such data continues to be a great problem 
we must tackle to validate metrics. In [8] suggested the necessity of a public 
repository of measurements experiences, which we think that could be a good step 
towards the success of all the work done about software measurement.  

It will possible to that when more “real data” on systems developed using UML 
will be available, which is the challenge of most of the researchers in this area.  

In future work, we will focus our research on measuring other quality factors like 
those proposed in the ISO 9126 (1999), which not only tackle class diagrams, but also 
evaluate other UML diagrams, such as use-case diagrams, state diagrams, etc. To our 
knowledge, little work has been done towards measuring dynamic and functional 
models [11],[23],[24]. As is quoted in [8] this is an area which lacks in depth 
investigation.  
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Appendix A 

The following table shows in each row the number of the class diagrams used in the 
experiment described in section 3, and in each column their metric values. Attached to 
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some diagrams appear one letter. The diagrams which have the same letter mean that 
they have 100% of  similarity. 
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D0 2 4 8 1 0.5 0 0 0 0 0 0 0 0 1 1 1 

D1 (A) 3 6 12 1 0.33 1 0.33 1 0 0 0 0 0 2 2 2 

D2 (A) 4 9 15 1 0.25 2 0.5 1 0 0 0 0 0 2 2 2 

D3 (A) 3 7 12 3 1 0 0 0 0 0 0 0 0 2 2 2 

D4 (A) 5 14 21 1 0.2 3 0.6 2 0 0 0 0 0 2 2 2 

D5  3 6 12 2 0.66 0 0 0 0 0 0 0 0 2 2 2 

D6 4 8 12 3 0.75 0 0 0 1 0.25 0 0 0 2 3 3 

D7 (B) 6 10 14 2 0.33 2 0.33 1 0 0 2 1 1 3 3 3 

D8 (A) 3 9 12 1 0.33 0 0 0 1 0.33 0 0 0 2 2 2 

D9 (B) 7 14 20 2 0.28 3 0.42 1 0 0 2 1 1 3 3 3 

D10 (B) 9 18 26 2 0.22 3 0.33 1 0 0 4 2 1 3 3 3 

D11 (B) 7 18 37 3 0.42 3 0.42 1 0 0 2 1 1 3 3 3 

D12 (B) 8 22 35 3 0.37 2 0.25 1 1 0.12 2 1 1 3 3 3 

D13 (A) 5 9 26 0 0 0 0 0 0 0 4 1 2 2 2 2 

D14 8 12 30 0 0 0 0 0 0 0 10 1 3 2 3 3 

D15 (C) 11 17 38 0 0 0 0 0 0 0 18 1 4 4 4 4 

D16 20 42 76 10 0.5 6 0.3 2 2 0.1 10 3 2 6 6 6 

D17 (D) 23 41 88 10 0.43 6 0.23 2 2 0.06 16 3 3 6 6 6 

D18 (E) 21 45 94 6 0.28 6 0.28 2 1 0.04 20 2 4 6 5 6 

D19 29 56 98 12 0.41 7 0.24 3 3 0.1 24 4 4 6 6 7 

D20 (B) 9 28 47 1 0.11 5 0.55 2 0 0 2 1 1 3 3 3 

D21 (F) 18 30 65 3 0.16 5 0.27 1 0 0 19 2 4 5 5 5 

D22 (D) 26 44 79 11 0.42 6 0.23 2 0 0 21 5 3 6 6 6 

D23 (F) 17 32 69 1 0.05 5 0.19 1 0 0 19 1 5 5 5 5 

D24 23 50 73 9 0.4 7 0.3 3 2 0.08 11 4 1 5 6 5 

D25 (E) 22 42 84 14 0.63 4 0.18 2 4 0.18 16 3 3 6 5 6 

D26 14 34 77 4 0.28 9 0.64 2 0 0 7 2 4 4 5 5 
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Abstract. Object-oriented specification and design approaches, such as
the UML, are used in many sectors, including information systems devel-
opment. One reason for the popularity of the UML is that it has notations
for many types of system and all stages of development. However, this
also makes it cumbersome and semantically imprecise. This paper looks
at a UML for information systems specification. It both selects from and
extends the UML1.3, defining the semantics of the IS UML in B-style
invariants. The paper discusses the relationship of the work both to the
current UML metamodels, and to proposals for extensions to the UML.

1 Introduction

The Unified Modeling Language (UML) is still evolving, but is widely used
in commercial software engineering. The Object Management Group (OMG),
which oversees the development of the UML has recognised the need to allow
specialisation of the language for different types of system. The mechanisms of
extension are not static or agreed, and Requests for Proposals (RFPs) have been
issued, prior to evolution of a UML version 2.0.

The UML metamodels have varied over the years, but have all been general-
purpose. The language contains concepts for abstract and concrete expression,
and for many types of system (including, for example, real time and concurrent
systems). One problem for users of UML is to determine the subset of nota-
tions which is relevant to their particular project, or to their particular level of
abstraction.

This paper presents a variant of UML1.3 suitable for the specification of the
static structure of an information system (IS). This derives from ongoing work
on IS specification at CEDRIC-IIE, where an approach has been developed to
derive formal specifications (in the B notation [1]) from object-oriented class and
behavioural models [19,18,12]1.

1 Metamodels for relevant behavioural notations have been defined, as well as the
static model. Work on behavioural semantics is in progress.

K.R. Dittrich, A. Geppert, M.C. Norrie (Eds.): CAiSE 2001, LNCS 2068, pp. 402–416, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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1.1 Metamodel Presentation: The B Method

The IS UML semantics are presented as metamodels, which are compared to the
OMG’s UML 1.3 semantics (http://www.rational.com/uml). The presentation
uses UML class diagrams, for the basic structure. The structure, detail and
constraints are then expressed mathematically, as B invariant clauses.

B notations are used for a number of reasons:

– B underpins the IS specification work, on which this paper is based.
– B provides the needed power of expression. It includes standard operators on

sets, functions and relations, and types such as sequences, allowing a precise,
expression of invariants.

– A formal notation such as B supports reasoning, such as the verification of
consistency of the metamodels. Meta-rules can also be defined to assist in
the execution of proofs about the specification.

– A formal metamodel would assist development of advanced modelling tools.
The formal meaning can be built in, such that diagrammatic models of a
system are formally correct.

The B invariants use only notations in common usage in set theory and
predicate logic. The intuitive meaning of each invariant is given in the text. This
paper first considers the bases for modification of the UML. It then illustrates
the metamodel for static structure, the rationale behind it and its relationship
to UML1.3.

2 UML Specialisation and Extension

The UML1.3 variant illustrated here does not conform to the OMG’s current
UML extension mechanisms, because the UML mechanisms do not provide the
relevant facilities [2,9,4].

The OMG structures its metamodel for UML1.3 using packages. However, an
OMG package has limited power: it is not allowed to import another package in
order to elaborate partially-defined features from that package [6, Sect. 2.1.2.8].
Since all the features of a concept must be stated in one package, it is not possible
to separate out the UML specification features, or the components relevant to
IS development using packages.

The OMG profile was proposed as a more flexible extension mechanism. The
definition recommended for UML2.0 RFPs (see [9]) defines the profile as a subset
of the UML metamodel, with additional well-formedness rules (in OMG’s object
constraint language, OCL). All profile concepts must be expressible in terms of
existing UML metamodel concepts or stereotypes extending these concepts. An
OMG profile cannot add structure (associations) or entirely-new concepts to the
metamodel. Although the IS metamodel can express many of the required fea-
tures in terms of existing UML1.3 concepts, it adds to and modifies the structure
of the metamodel. It also modifies some semantics.

OMG also has a more robust extension approach, using the MetaObject
Facility (MOF), but this is complicated by the fact that the UML metamodels
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are not MOF-compliant, and no rules are given for the syntactic or semantic
interpretation of UML concepts under extension [9].

A number of alternative extension mechanisms have been proposed, moti-
vated by a desire to shrink and focus the core UML [11,4,10]. These are more
appropriate to this work. We intend to move towards an IS UML following the
MOF-compliant pUML preface definition [6,9]. The pUML, like OMG, uses OCL
to complement the diagrammatic metamodels2. However, OCL does not have a
precise semantics; at this stage, we prefer to use a formal language with well-
defined semantics for describing specialisation of and extensions to the UML
notations.

3 Simplifying the UML for IS Specification

An IS manages large amounts of highly structured data. A static model is es-
sential, along with a large number of data constraints defining the integrity
conditions of the IS. In a well-designed IS, operation preconditions maintain in-
tegrity by enforcing the data constraints. (This is explored formally in [14,15]
and used in work on the formal derivation of databases [16]. Tool support is
described in [17].)

This paper focuses on the semantics of class models for use in IS specifica-
tion. Features of the general OMG metamodels which are rarely relevant to IS or
to specification are omitted. These include attributes of metamodel classes con-
cerning concurrency, real-time operation, visibility and scope. Relevant extracts
of the OMG’s UML1.3 metamodel are given in the Appendix to this paper.

Complex subclass hierarchies, used in the OMG metamodels to handle gen-
eral system features, are collapsed and simplified. For example, the Name sub-
class in the ModelElement hierarchy of the UML1.3 fundamentals is demoted to
an attribute of classes representing named constructs.

The simplification of the UML1.3 structures facilitates expression of some
semantic features such as association qualifiers, and improves the readability
of the metamodel diagrams. However, the collapsing of the OMG structures
sacrifices some classification of semantic elements.

The IS metamodel (Fig. 1) brings together all relevant static UML features
except n-ary associations and aggregation/composition. A n-ary association can
always be replaced by binary associations and constraints. Aggregation associ-
ations imply constraints on the lifecycles of objects and the operations of the
classes concerned. Work is in progress on this [24]. At this stage, OMG attributes
recording aggregation/composition (and those relating to navigability) have been
omitted from the metamodels.

Some structure is omitted for simplicity. For example, in the OMG metamod-
els, all generalisable features are subclasses of GeneralizableElement (Appendix,
2 The formalisation of diagrammatic syntax and semantics dates from research tools
for the formal review of diagrammatic specifications [25]. Initial UML work repre-
sented the whole UML metamodel in a formal notation, such as Z [8,5]. pUML now
uses UML diagrams extended with OCL constraints [3,7].
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1 

Fig. 1. Metamodel for the IS Class model

Fig. 5). For the IS class model, we restrict generalisation to classes, because the
semantics of other generalisations (eg association) is not well defined.

Metamodel associations such as those between Class and Attribute, and be-
tween Class andOperation, are derived from the OMG metamodels by combining
references to the various classes and then collapsing the hierarchies (Appendix,
Fig. 5). The OMG’s elaborate modelling of association class semantics, using
multiple inheritance (Appendix, Fig. 6), is replaced by a simple association.

The OMG metamodel coverage of integrity constraints [21, p2-14] is not
adequate for IS. This is addressed in Sect. 6, below.

4 Diagrammatic Metamodel for the IS Class Models

A class diagram provides the basic metamodel structure for the IS UML (Fig. 1).
The discussion focuses on the meaning (the expressed semantics) and on the
relationship between this metamodel and those of the OMG. The metamodel
can be thought of as extending rather than replacing semantics of the OMG
metamodels.

The attributes of the IS Class are implicitly inherited from the OMG’s Gen-
eralizableElement and ModelElement. Inheritance is expressed by the association
subClass, a self-reference on Class. Any instance of Class is thus linked to its
subclasses and superclass. For simplicity, multiple inheritance is not considered
here.

The classes Attribute and Operation express the structure and behaviour of a
class. A class may have many attributes and many operations, but each attribute
or operation is directly linked to one class. Subclasses inherit the characteristics
of their superclasses via the subClass association.
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Operation has a name, a signature, a precondition and a substitution. It does
not include attributes for concurrency, since this is conventionally handled in IS
by a database management system.

The attributes of Attribute are from the OMG superclasses, omitting those
relating to visibility and scope.

Association and AssociationEnd have name attributes (implicit inheritance
from the OMG ModelElement). AssociationClass is modelled by the association
assocClass between Class and Association. The semantics are elaborated below.

5 Formal Semantics:
Extending the Diagrammatic Metamodels

The B invariants expressing the semantics of the IS UML class models can be
typechecked (and, if required, used for further rigorous development, including
refinement and proof).

In order to exploit the B tool support, the whole model, including the el-
ements already expressed in diagrams, needs to be expressed in B. This sec-
tion illustrates the precise expression of the semantics. The formal invariants
representing the metamodel structure are derived using existing guidelines for
representing object-oriented class diagrams in B [19,13]. The formal metamodel
is extended with invariant clauses to clarify constraints among the components.
The instantiation of classes to objects and associations to links is used to express
multiplicity and other constraints.

This paper does not present the full definitions. The subsections illustrate
typing information, the data structure, and finally the additional semantics re-
quired to express the full meta-language.

5.1 Type Structures for the Formal Semantics

Data types (written in upper case) can be equated to mathematical sets. The
B Method incorporates integers (and integer-related proof rules), and has a
variety of mechanisms for introducing new sets, at various levels of detail. In
this presentation, most types are defined as given sets, about which most details
remain unelaborated. A B given set may have enumerated values, or may simply
be an (implicitly) non-empty, finite set [1, Sects. 2.2 and 4.17]. A given set called
TYPE is defined here to represent UML- and user-defined data types.

The type of each class in the diagrammatic metamodel is a given set, as is
that of the class Object, used to express multiplicity semantics. An invariant
clause (Table 1) introduces sets of known instances of each class as a subset of
the class type.

5.2 Structural Definitions Using B Relations and Functions

A binary relation is a set of ordered pairs, linking an element of the source set
(the domain, dom) to an element of the target set (the range, ran) [1, p77-9].
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Table 1. B invariants for sets of known instances of metamodel classes

class ⊆ CLASS
association ⊆ ASSOCIATION

attribute ⊆ ATTRIBUTE
operation ⊆ OPERATION

object ⊆ OBJECT
associationEnd ⊆ ASSOCIATIONEND

Table 2. Example mappings modelled by relation and functions

↔ relation ∗ to ∗ mapping
→ function ∗ to 1 mapping , all domain takes part
� injection 1 to 1 mapping , all domain takes part
�→ partial function ∗ to 1 mapping , not all domain takes part
�� partial injection 1 to 1 mapping , not all domain takes part
�→→ partial surjection ∗ to 1 mapping , not all domain, all range takes part

The inverse of a relation (relation−1) defines the reverse ordered pairs (ie. range
first). The relation is a mathematical model of a many-to-many association.

Participation of domain and range elements can be constrained to mathe-
matical functions [1, p86]. These can model any degree of association (Table 2).

Functions are used to model the associations in the metamodel (Table 3).
Functions are also used to associate attributes to classes (Table 4). A total
function (→) from the set of known instances of the class to the type of an at-
tribute models a mandatory, mono-valued attribute. Injections (�) are used for
mandatory attributes with a unique value. Partial functions ( �→) define optional,
mono-valued attributes. There are no multi-valued attributes in the metamodel.

Most of the attribute types are OMG types [21, Sect. 2.7]. NAME is an
implicit subset of the OMG’s catch-all STRING type. The ranges of attribCards
and assocEndCards are sets of natural numbers drawn from the powerset, P N.
This allows any cardinality value to be expressed, with B’s upper limit (maxint)
equating to UML’s *. The range of opParams is a sequence seq(TPARAM ). This
is an indexed structure (mathematically, it is an injection from natural numbers
to the sequence type), and is used here to model an ordered list of parameters.
The type TPARAM is a triple of a name, a basic UML type, and an indicator
of whether the parameter is input (i) or output (o). (This simplifies the OMG
representation, which additionally has inout and return parameters.)

TPARAM ∈ (NAME × TYPE × {i , o}) .

The range of opPrecond is the OMG type, PREDICATE. This type is not
elaborated in UML1.3. However, the semantics could be defined more fully. For
example, a predicate is only valid if it evaluates to a boolean (true or false). A
semantically-relevant predicate should not always evaluate to the same value.
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Table 3. B invariants representing associations in the IS metamodel

subclass ∈ class �→ class
assocClass ∈ association �� class
assocAssocEnd1 ∈ association � associationEnd
opClass ∈ operation → class
assocAssocEnd2 ∈ association � associationEnd
attribClass ∈ attribute → class
assocEndClass ∈ assocEnd → class

Table 4. B invariants associating attributes to IS metamodel classes

CLASS ATTRIBUTE INVARIANT
Class className ∈ class � NAME

position ∈ class → {leaf , root}
abstract ∈ class → BOOLEAN

Attribute attribName ∈ attribute → NAME
attribType ∈ attribute → TYPE

attribCards ∈ attribute → P N

attribChange ∈ attribute → BOOLEAN
Operation opName ∈ operation → NAME

opPrecond ∈ operation → PREDICATE
opSubstitution ∈ operation → STRING

opParams ∈ operation → seq(TPARAM )
Association assocName ∈ association �→ NAME
AssociationEnd assocEndName ∈ associationEnd �→ NAME

assocEndCards ∈ associationEnd → P N

assocEndChange ∈ associationEnd → BOOLEAN

Two of the constraining invariants on the structure modelled in Fig. 1 express
the fact that attributes (operations) of a class comprise those declared in that
class and in all of its superclasses. For a given class, c:

allClassAttributes[{c}] =
⋃{attribClass−1[{c′}] | c′ ∈ subclass∗(c)}

allClassOperations[{c}] =
⋃{opClass−1[{c′}] | c′ ∈ subclass∗(c)} .

The notation subclass∗, reflexive transitive closure, models the whole subclass
hierarchy including the root class. A hierarchy without the root class is modelled
by subclass+, transitive closure. This is used in the invariant which prevents
cycles of inheritance,

subclass+ ∩ id(class) = ∅ .

5.3 Semantics of Class Models under Instantiation

The semantics of instantiated class models express, for instance, cardinalities and
multiplicities. In the OMG metamodels, these are expressed diagrammatically
[21, Fig. 2-16]; here they are modelled in B invariants.
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The instantiation of a class is an object (Table 1), and each object is one
instantiation of exactly one class:

objectClass : object → class .

All the objects of a class, taking into account inheritance links, is defined as,

allClassObject = (subclass∗)−1 o
9 objectClass−1 .

The composition operator, o
9, can be thought of as the navigation of the

metamodel associations.
The definition of object is used to instantiate associations as sets of links

among objects. There may be more than one association among the same objects:

linkAssociation : association → (object ↔ object) .

The semantics of association ends requires that the ends of an association
are different. This is stated as a partition of the set of association ends:

ran (assocAssocEnd1) ∪ ran (assocAssocEnd2) = assocationEnd ∧
ran (assocAssocEnd1) ∩ ran (assocAssocEnd2) = ∅ .

An additional invariant is required to constrain participation in the instan-
tiation to objects of the classes implied by the association:

linkAssociation ⊆
((assocAssocEnd1 o

9 assocEndClass o
9 allClassObject) ⊗

(assocAssocEnd2 o
9 assocEndClass o

9 allClassObject)) .

This expression states that the links which instantiate an association are
drawn from all pairs (constructed using the direct product, ⊗) of objects such
that the first element comes from assocAssocEnd1 and the second from as-
socAssocEnd2. The objects are those which instantiate the class (with all its
superclasses) for the relevant association end.

An object which is the instantiation of an association class corresponds to
one and only one link of the relevant association. The card operator returns the
number of elements of a set, relation or function:

∀ a ∈ dom assocClass •
card(linkAssociation(a)) = card(allClassObject(assocClass(a))) .

This expression states that, for any association which has an association class,
the number of instantiations of that association must be the same as the number
of instantiations of the association class. This is more logical than the OMG
semantics (using multiple inheritance): an association class is a simple class,
which assists in the expression of any constraints, associations and inheritance
structures in which it participates.

The multiplicity of association ends is expressed as a general constraint that
the number of instantiated links must be a permitted cardinality of the associ-
ation end:
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∀ o ∈ object •
card((linkAssociation(assocAssocEnd1(ae))

∪ (linkAssociation(assocAssocEnd2(ae))−1))[{o}])
∈ assocEndCards(ae) .

The expression refers to a specific association end, ae. It extracts and in-
stantiates the association of which ae is the association end numbered 1. This
gives a set of pairs of objects with those at the ae end first. The next part of the
expression extracts and instantiates the other end of the association, giving a set
of pairs of objects with those at the ae end second. To get the total number of
objects taking part in the association at the ae end, the second pair is inverted
(so that those at the ae end are first). The two sets of pairs are unified. The
objects linked to each object of the class at the ae end are extracted (using a
relational image of o, [{o}]) and counted using the card operator. The number
of objects must be one of those defined in the set of numbers which is the value
of the assocEndCards attribute of the association end, ae.

Instantiation is used to elaborate the semantics of attribute values and at-
tribute cardinality. The instantiation of an attribute uses the given set, VAL,
representing all possible values in the model. An object maps to many values,
representing the instantiations of its attributes:

attribObjectValue : attribute → (object ↔ VAL) .

When instantiated, an object can take only values for the attributes of its
class (including superclasses):

∀ c ∈ class •
dom(

⋃
(attribObjectValue [allClassAttributes[{c}]])) ⊆ objectClass−1[{c}] .

When any object is instantiated, the number of values assigned to each at-
tribute a (including inherited attributes) must be a valid cardinality for that
attribute:

∀ o ∈ object •
∀ a ∈ (allClassAttributes(objectClass(o))) •
card(attribObjectValues(a)[{o}]) ∈ attribCards(a) .

6 Static Integrity Constraints

In IS, complex relationships and restrictions on data are expressed as constraints.
In general, these constraints are available to the developer when writing opera-
tions on the IS. In particular, cardinality, key and inter-association constraints
can be used to automatically generate operation preconditions [14,15]. The OMG
metamodels do not provide sufficient concepts to express the complexity and
variety of IS constraints [21, p2-14]. The IS metamodel, of which Fig. 2 is an
extract, is sufficient to express both general IS integrity concepts and data con-
straints specific to a particular IS. The structure specialises the OMG class
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Fig. 2. Metamodel extract for the IS static constraints

StaticConstraint, and uses the IS metamodel classes Class, Attribute and Asso-
ciation.

Of the three top-level subclasses in Fig. 2, GeneralConstraint provides the
structure for data constraints involving any combination of classes, attributes
and associations. InterAssociation is considered below (Sect. 6.2). IntraClass
defines constraints within one class. The subclass IntraObject can express con-
straints on domains and among attributes of one object. InterObject is considered
below (Sect. 6.1).

6.1 InterObject : Keys and Dependency Constraints

It is common practice in IS specification to identify candidate keys, sets of at-
tributes from a class which can uniquely identify any instance, and upon which
other attributes are functionally dependent. To express these concepts, the IS
metamodel in Fig. 1 is extended (Fig. 3) with Key and FunctionalDependency,
two subclasses of InterObject. The association isKey is a specific link of the
isConstraint association in Fig. 2

Invariants again capture and elaborate the semantics. The association isKey
is a function from key to class, whilst attribKey is represented as a relation
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Fig. 3. Metamodel elaborating key and dependency constraints

between key and attribute. The additional constraint relates the attributes in
the range of attribKey to the class in the range of isKey via the key.

isKey ∈ key → class
∧ attribKey ∈ key ↔ attribute
∧ dom (attribKey) = key .

The attributes of a key must be attributes of its class or superclasses:

∀ c ∈ ran (isKey) • attribKey [isKey−1 [{c}] ⊆ allClassAttributes[{c}] .

The uniqueness of keys requires that there is at most one object for each
combination of values of the key of a class, and that all attributes in the key
have values (the cardinality of the attribute cannot be 0). The constraints are
defined on the set of attributes attribKey[{K}], forming the key K of a class cl,
and uses the fact that if the key value for two objects (o1 and o2 ) are the same,
then the two objects are in fact one object:

∀K ∈ key • 0 �∈ attribCards(attribKey [{K}])
∧ isKey(K ) = cl ⇒ (∀ o1, o2 ∈ allClassObject(cl) •
∀ a ∈ attribKey [{K}] •
(attribObjectValue(a)(o1) = attribObjectValue(a)(o2))
⇒ (o1 = o2)) .

The B invariants on qualifier and functional dependency are not illustrated
here. The semantics of the qualifier are that an association can be qualified by
a subset of attributes of the opposing class. Functional dependency semantics
define that the attributes participating in the leftPart determine the value of
those in the rightPart. These are disjoint sets of attributes.
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6.2 InterAssociation: Participation Constraints

Inter-association constraints express constraints on participation (set exclusion,
totality, subset) [20] among associations or association ends. (An example of
such a constraint is that expressed above, stating that the ends of an association
are different.)

Figure 4 extends Figs. 1 and 2, above. InterAssociation is specialised into
AssociationConstraint and AssociationEndConstraint. One illustrative subclass
is shown for each of these.

AssociationSubsetConstraint allows expression of the fact that links of one as-
sociation may be a subset of links for another association. In metamodel terms,
this is defined by the associations (included and including) between the con-
straint class and the Association class.

For association ends, the illustrated subclass is an exclusion constraint. This
constraint is stated among two or more instances of AssociationEnd. Two in-
variants are shown.

If an exclusion constraint ec is defined between the association ends, the ends
must be linked to the same class:

∀ ec ∈ AssociationEndExclusionConstraint •
card(assocEndClass o

9 assocExclConst [{ec}]) = 1 .

If two association ends ae1 and ae2 participate in an exclusion constraint
ec, then an object of the common class must belong to only one instance of the
relevant associations:

∀ ec ∈ AssociationEndExclusionConstraint •
∀ ae1, ae2 ∈ assocExclConst [{ec}] •

dom (linkAssociation(assocAssocEnd1(ae1)−1

∪ assocAssocEnd2(ae1)−1))
∩ dom (linkAssociation(assocAssocEnd1(ae2)−1

∪ assocAssocEnd2(ae2)−1 )) = ∅ .
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7 Discussion

This paper presents metamodels, as class diagrams, for the main concepts re-
quired to model the static aspects of information systems in the UML. For
reasons of space, it does not present all the invariants used to express the meta-
models in B. Similarly, it does not present the specifications as a B machine.
This would list, for example, all given sets in a SETS clause, and the conjoined
invariants in an INVARIANT clause.

A B machine specification expresses both diagrammatic structure and the
additional semantics of the metamodel. This is seen as a significant advantage
over OMG’s diagrams and OCL constraints. The OCL must be read in the
context of the diagrams, and, although OCL support tools are emerging (see
http://www.klasse.nl/ocl/index.htm), the mutual consistency of diagrams and
OCL cannot be checked.

The diagrammatic and OCL semantics cannot define the creation, modifica-
tion and deletion of model elements, whereas the B machine could be extended
with operations to create, modify and delete semantically-correct components
of the IS class metamodel. Such a machine would add semantic rules such as
the requirement that a class cannot exist in isolation (ie from a hierarchy or
association; the initial creation would have to be of two associated classes). The
operations could be demonstrated (by proof using one of the two B Method
tools3) to respect the invariant. A semantically-correct IS UML tool could then
be formally generated from the B specification.

The paper only considers the semantics of UML class models for IS. The
authors have also explored the behavioural model semantics, focusing on a subset
of UML notations for state diagrams and collaboration diagrams.

Appendix

In UML1.3, the semantic models separate structure and behaviour (Fig. 5, draw-
ing together semantics from UML1.3 Figs. 2.5 and 2.8 [21]). For example, the
subclasses of ModelElement include Features and GeneralizableElement. Classes
are a second-level specialisation of GeneralizableElement, whilst attributes and
operations are second-level specialisations of Features. The UML1.3 metamodels
have only indirect associations between attribute and association (Fig. 6, based
on UML1.3 Figs. 2.6 and 2.8 [21]). This makes it difficult to express the seman-
tics of structural features such as association qualifiers, which must be a set of
attributes from the Class of the relevant AssociationEnd. Note that in UML1.1
[22], and in the UML Reference Manual [23, p161], association qualifiers are rep-
resented as an attribute of AssociationEnd. This does not permit expression of
the semantics of qualification, via sets of attributes.

3 Atelier-B, see http://www.atelierb.societe.com/ and The B Tool, see B-Core(UK)
Ltd, http://www.b-core.com/
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Fig. 6. Extracts of the OMG metamodels showing the semantics of associations and
qualifiers
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Abstract. This paper analyzes the relationships between taxonomic constraints 
and derivation rules. The objectives are to see which taxonomic constraints are 
entailed by derivation rules and to analyze how taxonomic constraints can be 
satisfied in presence of derived types. We classify derived entity types into 
several classes. The classification reveals the taxonomic constraints entailed in 
each case. These constraints must be base constraints (defined in the taxonomy) 
or be derivable from them. We show how the base taxonomic constraints can be 
satisfied, either by the derivation rules (or the whole schema), or by 
enforcement. Our results are general and could be incorporated into many 
conceptual modeling environments and tools. The expected benefits are an 
improvement in the verification of the consistency between taxonomic 
constraints and derivation rules, and a guide for the determination of the 
taxonomic constraints that must be enforced in the final system.

1 Introduction 

Taxonomies are fundamental structures used in many areas of information systems 
engineering and other fields [8]. In its most basic form, a taxonomy consists of a set 
of (entity or relationship) types and a set of IsA relations among them [11]. 
Extensionally, an IsA relation is a constraint between the populations of two types [3]. 
Usually, taxonomies include also other constraints, mainly disjointness and covering, 
which are needed to adequately represent domain knowledge [24].

Derived types and derivation rules have a long tradition in conceptual modeling, 
starting at least in the early eighties [22]. SDM [20] is recognized as one of the first 
languages that emphasized the need and support of derived types. Derivation rules 
were also included in the ISO framework [23]. CIAM was a methodology strongly 
based on derived types, with a temporal perspective [17]. Many other later conceptual 
languages include specific constructs for the definition of derivation rules. Among 
them, we mention the family of languages descendants of KL-ONE [11] called 
Description (or terminological) Logics [9]. The recent industry standard UML 
language [31] also allows derived types but, unfortunately, they are restricted to 
attributes and associations. 
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There are some relationships between constraints defined in a taxonomy, that we 
call taxonomic constraints, and derived types. As a very simple example, assume a 
taxonomy with entity types Clerk, Engineer, Employee and Person, and the constraint 
Clerk IsA Employee. Once defined a taxonomy, in general we have several options 
concerning derivability of its entity types, and the corresponding derivation rules. For 
example, we can make Employee base and Clerk derived. In this case, the derivation 
rule of Clerk must entail the constraint, with a rule like "A clerk is an employee such 
that its category is 'c'". Another option is to make Employee derived and Clerk base. 
In this case, the derivation rule of Employee may or may not entail the constraint. If 
the rule is like "An employee is a person that works in some company", then it does 
not entail the constraint. If the rule is "An employee is a person who is a clerk or an 
engineer" then it entails the constraint. However, in this case the rule entails also 
Engineer IsA Employee, and this constraint must be included in the taxonomy. Thus, 
we see that there are relationships from taxonomic constraints to derivation rules, and 
the other way around. The objective of this paper is to analyze such relationships at 
the conceptual level.  

Knowledge of the relationships between taxonomic constraints and derivation rules 
is important for at least two purposes: (1) During conceptual modeling verification, to 
ensure that derivation rules entail some constraints defined in the taxonomy, and that 
the taxonomy includes all constraints entailed by derivation rules; and (2) During 
information systems design, to determine which taxonomic constraints need to be 
explicitly enforced (by database checks, assertions or triggers, or transaction 
pre/postconditions) and which are entailed by derivation rules, and need not to be 
enforced.

The main contributions of this paper are: (1) a classification of derived entity 
types; (2) an analysis of the constraints entailed by derivation rules and that must be 
defined in a taxonomy; and (3) an analysis of the possible ways of satisfaction of 
taxonomic constraints in presence of derived types. We assume a temporal conceptual 
schema and information base, and allow multiple specialization and classification.

We expect our contribution to be useful for the two purposes mentioned above. In 
particular, we want to stress the applicability to the enforcement of constraints. 
Current methods and techniques for the enforcement of taxonomic constraints do not 
take into account derived types [4, 27]. An illustrative example is [21], which details a 
wide range of techniques to express any kind of taxonomic constraints into standard 
DBMS constructs, but it is assumed that all entity types in the taxonomy are base. 
These methods could be extended easily to schemas that include derived types.

To the best of our knowledge, the relationships between taxonomic constraints and 
derivation rules have been studied, in conceptual modeling, only in the context of 
Description Logics (DL) [7, 9, 12] or similar [14]. This paper differs from most of 
that work in several aspects: (1) we deal with taxonomies of entity types in temporal 
conceptual schemas; (2) we assume a clearer separation between taxonomy (with 
taxonomic constraints) and derivability (with derivation rules); (3) we deal with 
derivation rules written in the FOL language, instead of a particular DL language 
[10]; (4) even if we use the FOL language, here we focus more on defining the 
relationships than on determining automatically them; we hope this will help in 
adapting and using the results reported here in several conceptual modeling 
languages; and (5) we give a special treatment to the determination of the taxonomic 
constraints that must be enforced by the designer.
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The structure of the paper is as follows. Section 2 reviews taxonomic constraints 
and introduces the notation we will use. Section 3 develops a classification of derived 
entity types, based mainly on an analysis of their derivation rules. That analysis also 
allows us to determine some taxonomic constraints entailed by the rules. We discuss 
how these constraints must be reflected in the taxonomy. Section 4 analyzes how the 
constraints defined in a taxonomy can be satisfied, in presence of derived entity types. 
Section 5 summarizes the results and points out future work.  

2 Taxonomies 

A taxonomy consists of a set of concepts and their specialization (subsumption) 
relationships [11]. In a conceptual schema, we have a taxonomy of entity types and 
one or more of relationship types. In this paper we deal only with the former. 
Specializations have an intensional and an extensional aspect. Here, we focus on the 
extensional aspect, where a specialization is a constraint between the population of 
two entity types. Other constraints related to taxonomies are disjointness and 
covering. We call taxonomic constraints the set of specialization, disjointness and 
covering constraints defined in a schema. We introduce below the terminology and 
notation that will be used throughout the paper.

We adopt a logical and temporal view of the information base, and assume that 
entities and relationships are instances of their types at particular time points. In the 
information base, we represent by E(e,t) the fact that entity e is instance of entity type 
E at time t. Similarly, we represent by R(e1,...,en,t) the fact that entities e1,...,en

participate in a relationship instance of relationship type R at time t [17, 6, 30]. We 
say that E(e,t) and R(e1,...,en,t) are entity and relationship facts, respectively.

2.1 Taxonomic Constraints

We denote by S = E' IsA E a specialization constraint between entity types E' and E.
For example, Man IsA Person. E' is said to be a subtype of E, and E a supertype of E'.
An entity type may be supertype of several entity types, and it may be a subtype of 
several entity types at the same time. As usual, we require that an entity type may not 
be a direct or indirect subtype of itself. Informally, a specialization means that if an 
entity e is instance of E' at time t, then it must also be instance of E at t. In the 
language of first order logic, the meaning of a specialization S = E' IsA E is given by 

the formula1:
E'(e,t) → E(e,t)

We denote by D = E1 disjoint E2 a disjointness constraint (sometimes called 
IsNotA) between entity types E1 and E2. For example, Man disjoint Woman. The 
informal meaning is that the populations of E1 and E2 at any time are disjoint. 
Naturally, E1 disjoint E2 is equivalent to E2 disjoint E1. The formal meaning is given 
by the formula: 

E1(e,t) → ¬ E2(e,t) 

                                                          
1 The free variables are assumed to be universally quantified in the front of the formula. 
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AdultYoungChildWomanMan

{disjoint,complete} {disjoint,complete}

Person

Fig. 1.  Graphical representation in UML of Person Gens Man, Woman, and Person Gens 
Child, Young, Adult.

Finally, a covering constraint between an entity type E' and a set of entity types 
E1,...,En, will be denoted by C = E' covered E1,...,En. For example, Person covered 
Man, Woman. The informal meaning is that if e is instance of E' at time t, it must be 
also instance of at least one Ei at t. Formally: 

E'(e,t) → E1(e,t) ∨ ... ∨ En(e,t) 
Notice that, by itself, E' covered E1,...,En does not imply Ei IsA E'.

A specialization constraint is a covering constraint with only one covering type: E'
IsA E ≡ E' covered E [24]. However, we will treat them separately, because both are 
widely used in practice.

We call base the taxonomic constraints explicitly defined in a schema. From the 
base constraints other may be derived using a set of inference rules. We are interested 
in derived constraints because derivation rules may entail them and, in this case, it 
will be necessary to check that such constraints may be derived from the base ones. 
We deal with derived constraints in Subsection 3.3.

All modern conceptual models and languages allow defining taxonomies, usually 
structured in generalizations [22, 4, 6]. A generalization G = E Gens E1,...,En

corresponds to a set of specialization constraints Ei IsA E, for i = 1,..,n, with a 
common supertype E. Gens is a shorthand for Generalizes. A generalization is 
disjoint if their subtypes are mutually disjoint; otherwise, it is overlapping. A 
generalization is complete if the supertype E is covered by the subtypes E1,...,En;
otherwise it is incomplete. Many conceptual languages provide a graphical 
representation of generalizations. Figure 1 shows an example of two generalizations 
of Person, in the UML language [31].

2.2 Partitions

A partition is a modeling construct that allows us to define in a succinct way a set of 
taxonomic constraints. A partition is a generalization that is both disjoint and 
complete. We denote by P = E Partd E1,...,En a partition of entity type E into entity 
types E1,...,En. Partd is shorthand for Partitioned. For example, Person Partd Man, 
Woman. A partition P = E Partd E1,...,En corresponds to the constraints: 

Si = Ei IsA E, for i = 1,..,n
C = E covered E1,...,En

Di,j = Ei disjoint Ej, for i,j = 1,..,n, i ≠ j.
We do not require here to structure a taxonomy in partitions. However, we give a 

special treatment to them due to their importance in conceptual modeling [26, 29]. 
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3 Derivation Rules

An information system may know the population of an entity type in three distinct 
ways, which are reviewed below. Then, we classify derived entity types according to 
the form of their derivation rule, and show the entailed constraints in each case.

3.1 Derivability of Entity Types

The derivability of an entity type is the way how the information system knows the 
population of that entity type at any instant. According to derivability, an entity type 
may be base, derived or hybrid [5, 26]. We give below a few comments on each of 
them: 

– Base. An entity type E is base when the population of E at time t is given directly 
or indirectly by the users by means of insertion and deletion events. An insertion 
event of entity e in E at t means that e is instance of E from t. A deletion event of 
e in E at t means that e ceases to be instance of E at t. The information system 
knows the population of a base entity type E at t by using a general persistence 
(or frame) axiom: the population is the set of entities that have been inserted at 
time t1 ≤ t and have not been deleted between t1 and t.

– Derived. An entity type E is derived when the population of E at t is given by a 
formal derivation rule, which has the general form: 

E(e,t) ↔ ϕ(e,t) 

– Hybrid. An entity type E is hybrid when the population of E is given partially by 
the users (insertion and deletion events) and partially by a formal derivation rule, 
which has the general form:  

E(e,t) ← ϕ(e,t) 

– We call such derivation rules partial, because they define only part of the 
population of E. The information system may know the population of E at any 
time by using the persistence axiom and the above rule.  

Any hybrid entity type can be transformed easily into an equivalent derived one. 
This allows us to simplify our analysis, since we only have to deal with base and 
derived types. The procedure for the transformation is described in [5]. Here we show 
it by means of an example. Assume that Building is hybrid, with the partial derivation 
rule: 

Building(b,t) ← House(b,t) 

This means that houses are buildings, but that there may be other buildings besides 
houses. We define a new base entity type Buildingext, such that its population at time t
is the set of entities that users have defined explicitly as being buildings. Usually, we 
will require the constraint Buildingext disjoint House, but this is not mandatory. Now, 
Building is derived, with the derivation rule: 

Building(b,t) ↔ House(b,t) ∨ Buildingext(b,t) 
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Fig. 2.  Example of entity types with their derivability, and the taxonomic constraints entailed 
by their derivation rules.

3.2 Classification of Derived Entity Types

We are going to see that derived entity types can be classified into derived by: 
specialization, exclusion, past specialization, union and union with implicit types.

This classification is important to see the taxonomic constraints entailed by 
derivation rules. On the other hand, we think that the classification is useful for 
reasoning and implementation purposes (especially if entity types are materialized), in 
the same way as the classification of integrity constraints (key, referential, 
cardinalities, ...) eases reasoning about them and allows their efficient 
implementation.

For generality, we assume that derivation rules are written in the FOL language. 
However, the results shown below could be of interest to many conceptual modeling 
languages.

To illustrate the classification, we use as an example the following derived entity 
types and derivation rules: 

DR1: Employee(e,t) ↔ Manager(e,t) ∨ Engineer(e,t) 
DR2: ContractEmployee(e,t) ↔ HasContract(e,contract,t) 
DR3: TemporaryEmployee(e,t) ↔ Employee(e,t) ∧ ¬ ContractEmployee(e,t) 
DR4: TopManager(m,t) ↔ (Manager(m,t) ∧ ¬∃super HasSubordinate(super,m,t)) 
    ∨ Owner(m,t) 
DR5: FormerEmployee(e,t) ↔ Employee(e,t1) ∧ Time(t) ∧ t1 < t ∧ ¬ Employee(e,t) 

In DR5, Time(t) is a special predicate whose facts are instants of the temporal 
domain. Figure 2 summarizes the classification of the above entity types and the 
taxonomic constraints (in UML) entailed by the derivation rules. Both results are 
obtained by the procedure described below.

The procedure is a simple four-step transformation of each derivation rule into an 
equivalent set of (logic programming) clauses [25]. The classification is based on the 
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number of clauses thus obtained, and the structure of each of them, as we show in 
what follows.  

Let E(x,t) ↔ φ (x,t) be a derivation rule. Assuming the semantics of the completion, 
the rule can be expressed by: 

E(x,t) ← φ(x,t) 
In general, φ (x,t) can be any valid first order formula, which makes its analysis 
difficult. However, using the well-known (at least in the logic programming and 
deductive databases fields) procedure proposed in [25], we can transform it (first step) 
into an equivalent set of n clauses: 

E(x,t) ← Li,1 ∧ ... ∧ Li,m    for i = 1...n 
where each of the Li,j in the body of the clause is a (positive or negative) literal. Other 
auxiliary clauses may be obtained as well, but they are irrelevant for our purposes. As 
usual, we require that the resulting clauses are safe and stratified [25, 13], thus 
guaranteeing that their computation is safe. We call simple a clause having exactly 
one literal of the form: 

E(x,t) ← Ei(x,t) 
In the example, transformation of DR1and DR4 yields the clauses (the 

transformation of the other rules is trivial): 

DR1-1: Employee(e,t) ← Manager(e,t) 
DR1-2: Employee(e,t) ← Engineer(e,t) 
DR4-1:  TopManager(m,t) ← Manager(m,t) ∧ ¬HasSuper(m,t) 
DR4-2:  TopManager(m,t) ← Owner(m,t) 
Aux: HasSuper(m,t) ← HasSubordinate(super,m,t) 

In the body of a clause E(x,t) ← Li,1 ∧ ... ∧ Li,m, a literal Li,j may be: 
– A positive entity fact Ei(x,ti) meaning the x is instance of Ei at time ti.
– A positive relationship fact Ri(x,y,ti) including x as an argument. The position of x

is irrelevant, and y is a vector of arguments. The meaning now is that x and y
participate in a relationship of type Ri at time ti.

– Other literals (positive facts not including x, negative, evaluable, Time). These 
are irrelevant for our current purposes. Note that in this paper we do not deal with 
aggregates. 

There must be at least one positive Ei(x,ti) or Ri(x,y,ti) literal in the clause. This 
condition is implied by the safeness of clauses (recall that the head of the clauses is 
E(x,t)).

In conceptual modeling, participants pi in relationships of type R(p1:E1,...,pn:En) at 
time t must be instance of their corresponding entity type Ei at time t (referential 
integrity constraint). Therefore, assuming that Ei is the type corresponding to x,
whenever literal Ri(x,y,ti) is true, Ei(x,ti) must be true also. This justifies our second 
step: for each positive relationship fact Ri(x,y,ti) appearing in the body of a clause, we 
add the corresponding literal Ei(x,ti). These literals are redundant with respect to 
Ri(x,y,ti), but they will allow us to find the entity types specialized by E.

In the example, this step can be applied to DR2. Assuming the relationship type 
HasContract(Employee,Contract), we add Employee(e,t) to the body of DR2: 

DR2’: ContractEmployee(e,t) ← HasContract(e,contract,t) ∧ Employee(e,t) 
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In the third step we remove redundant positive entity fact literals. If we have a 
clause: 

E(x,t) ← Li,1 ∧ ...∧ Ei(x,tk)∧  ... ∧  Ej(x,tk)∧  ...∧  Li,m

and we have also a direct or indirect Ei IsA Ej in the schema, then we remove the 
redundant literal Ej(x,tk).

In the fourth step, we deal with the literals in the body of a clause which are 
positive entity facts including argument x and with a time argument ti distinct from t,
where t is the time argument of the head of the clause, E(x,t). In general, such ti may 
range in the interval [1,...,t]. The case ti > t is not permitted, because then E(x,t) would 
not be computable at time t. We want to distinguish the case when ti = t and the case 
when ti < t. For this purpose, given that ti ≤ t ↔ ti = t ∨ ti < t, we replace each clause 
having a Ei(x,ti) literal: 

E(x,t) ← Li,1 ∧ ... ∧ Ei(x,ti) ∧ ... ∧ Li,m

by the two equivalent clauses: 
E(x,t) ← Li,1 ∧ ... ∧ Ei(x,t) ∧ ... ∧ Li,m  (ti is replaced by t) 
E(x,t) ← Li,1 ∧ ... ∧ Ei(x,ti) ∧ ti < t ∧ ... ∧ Li,m

If any of the clauses has a contradictory body, it is removed. After this step, all 
positive entity facts will have a time argument with t or with a ti such that ti < t. We 
call the former current facts, and the latter past facts. 

The application of this step to DR5 gives: 

DR5-1: FormerEmployee(e,t) ↔ Employee(e,t) ∧ t = t ∧ Time(t) ∧ t < t ∧
¬ Employee(e,t) 

DR5-2: FormerEmployee(e,t) ↔ Employee(e,t1) ∧ Time(t) ∧ t1 < t ∧
   ¬ Employee(e,t) 

The first clause, DR5-1, is removed because of the contradiction t = t and t < t.
Such contradictions can be easily detected with the algorithms given in [18]. 

We now have sufficient machinery in place to classify derived entity types. We 
start by distinguishing two main cases: the derivation rule is transformed into a single 
clause (DR2',DR3,DR5-2) or into multiple clauses (DR1,DR4). 

Single Clause.  An entity type E is derived by specialization of E1,...,En if the above 
transformation of its derivation rule yields the single clause: 

E(x,t) ← E1(x,t) ∧ ... ∧ En(x,t) ∧ Res 
with n ≥ 1, and Res is a (possibly empty) residual set of literals, none of which is a 
positive entity fact Ej(x,t). The above clause cannot be simple (that is, n = 1 and Res
empty) because then E and E1 would be redundant entity types.

If entity type E is derived by specialization of E1, ..., En then the derivation rule of 
E entails the n specialization constraints: E IsA E1, ..., E IsA En. If any of the literals in 
Res has the form ¬Ep(x,t), then the derivation rule entails also the constraint: E
disjoint Ep.

According to this definition, in our example ContractEmployee and 
TemporaryEmployee are derived by specialization of Employee (DR2' and DR3).
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In conceptual modeling, many derived entity types are derived by specialization, 
and for some conceptual models, this is the only allowed type (for instance, NIAM 
[28] and Chimera [13]) 

A particularly interesting subcase of entity type derived by specialization is when 
the clause has exactly the form: 

E(x,t) ← E'(x,t) ∧ ¬ E1(x,t) ∧ ... ∧ ¬ Em(x,t) 
with m ≥ 1. In this case, we say that E is derived by exclusion, because its instances 
are those of E' but excluding those of E1 and ... and Em. Now the derivation rule of E
entails also: 
– the disjointness constraints: E disjoint Ei, for i = 1,..,m.
– the covering constraint E' covered E, E1, ..., Em.

In the example, TemporaryEmployee is derived by exclusion (DR3). The set of 
constraints entailed by DR3 is: 

TemporaryEmployee IsA Employee, 
TemporaryEmployee disjoint ContractEmployee, and  
Employee covered TemporaryEmployee, ContractEmployee. 

Finally, we say that an entity type E is derived by past specialization of E1,...,En if 
the transformation of its derivation rule yields the clause: 

E(x,t) ← E1(x,t1) ∧ ... ∧ En(x,tn) ∧ Res 
with n ≥ 1, all Ei(x,ti) past, and where Res is a (possibly empty) residual set of literals, 
none of which is a positive entity fact Ej(x,t). In this case the specializations E IsA Ei

do not hold. If any of the literals in Res has the form ¬Ep(x,t), then the derivation rule 
entails the constraint: E disjoint Ep.

The relationship between Ei and E that exists in this case is: 
E(x,t) → ∃tk Ei(x,tk) ∧ tk < t 

which can be seen as a past specialization. This specialization can be captured by the 
expression E WasA Ei, and could be considered a new kind of taxonomic constraint. 

In the example, FormerEmployee is derived by past specialization of Employee
(DR5-2). The constraint entailed by DR5-2 is FormerEmployee disjoint Employee.

Derivation by specialization or by past specialization are the two only possible 
cases when the original derivation rule is transformed into a single clause. The reason 
is that, as we have said before, after the first step the body of the clause must contain 
at least one Ei(x,ti) or Ri(x,y,ti) literal. If it is a Ri(x,y,ti) literal, then after the second 
step the body will include at least one Ei(x,ti) literal.

Multiple Clauses. Now we deal with the case when the original derivation rule is 
equivalent to a set of n clauses (n > 1): 

E(x,t) ← Li,1 ∧ ... ∧ Li,m      for i = 1...n
An entity type E is derived by union of E1, ..., En if the n clauses are simple; that is, 

they have the form: 
E(x,t) ← E1(x,t) 

...
E(x,t) ← En(x,t) 

If entity type E is derived by union of E1, ..., En then the derivation rule of E entails 
the n specialization constraints: E1 IsA E, ..., En IsA E and the covering constraint: E
covered E1, ..., En.
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In the example, Employee is derived by union of Manager and Engineer (DR1-1 
and DR1-2). The constraints entailed are: Manager IsA Employee, Engineer IsA 
Employee and Employee covered Manager, Employee.

Some conceptual models allow defining entity types derived by specialization and 
union. Among them, we mention PSM [19]. 

If any of the n clauses is not simple, we say that E is derived by union with implicit 
types. The non-simple clauses will be either a specialization or a past specialization, 
which can be seen as defining an implicit type. If some clause is simple, then the 
derivation rule entails a corresponding specialization constraint.

In the example, TopManager is derived by union of implicit types (DR4-1,DR4-2). 
The simple clause DR4-2 entails Owner IsA TopManager. Note that we can always 
transform a type derived by union with implicit types into one derived by union, with 
the introduction of new types. Thus, TopManager could be derived by union of 
Owner and TopEmployeeManager, defined as: 

DR4-1': TopManager(m,t) ← TopEmployeeManager(m,t) 
DR4-2': TopManager(m,t) ← Owner(m,t) 
New:  TopEmployeeManager(m,t) ← Manager(m,t) ∧ ¬HasSuper(m,t) 

where TopEmployeeManager is the implicit type (derived by specialization). 
In some special cases, the transformation yields n clauses with one or more 

common Ei(x,t) literals. If this occurs, then E is classified as derived by specialization 
of Ei. For example, in the derivation rule: 

PromotionCandidate(e,t) ↔ Engineer(e,t) ∧
(TemporaryEmployee(e,t) ∨ (HasSalary(e,sal,t) ∧ sal < Min)) 

where PromotionCandidate becomes derived by specialization of Engineer.

3.3 Taxonomy and Constraints Entailed by Derivation Rules

As we have just seen, a derivation rule may entail taxonomic constraints. Now, the 
question is: must these constraints appear in the taxonomy? Our answer is positive, 
because for verification, validation, implementation, and evolution purposes it is 
important that a taxonomy be as complete as possible. It is also important in order to 
ensure the consistency between the taxonomy and the derivation rules. In our 
example, this means to check that the taxonomic constraints depicted graphically in 
Figure 2 are included in the taxonomy. 

A constraint entailed by a derivation rule will be very often a base one. In these 
cases, derivation rules and taxonomy match perfectly. 

In other cases, however, a constraint entailed by a derivation rule is not a base one. 
In these cases, the constraint must be derivable from the base ones, using a set of 
inference rules. [3, 24] give the complete and sound set of inference rules for 
taxonomic constraints. If a constraint is not derivable using that set of inference rules, 
then either the taxonomy or the derivation rules must be modified. 



Taxonomies and Derivation Rules in Conceptual Modeling      427 

4 Satisfaction of Taxonomic Constraints 

In this Section, we analyze how the constraints defined in a taxonomy can be 
satisfied. We apply the results to the particular case of partitions. 

4.1 Satisfaction of Base Constraints 

An information base comprises all temporal base and derived facts that are true in the 
domain of the information system. An information base IB satisfies a constraint IC if 
IC is true in IB. There are several different meanings of constraint satisfiability in 
logic [15, 16], but the differences will not be important in this paper.  

Satisfaction of integrity constraints can be ensured by the schema or by 
enforcement. We say that a constraint IC is satisfied by the schema (or intensionally) 
when the schema entails IC. That is, the derivation rules and the (other) constraints 
defined in the schema imply IC or, in other terms, IC is a logical consequence of the 
schema. In this case no particular action must be taken at runtime to ensure the 
satisfaction of IC. In a way, IC is redundant, but it may be important to keep it in the 
schema for verification, validation, implementation or evolution purposes. For 
example, if the schema includes: 

S =  LongPaper IsA Paper 
DR: LongPaper(p,t) ← Paper(p,t) ∧ Length(p,pages,t) ∧ pages > 50 

then DR entails S, and therefore S is satisfied by the schema. 
We say that a constraint IC is satisfied by enforcement (or extensionally) when it is 

not satisfied by the schema, but it is entailed by the information base. That is, IC is a 
condition true in the information base. In this case, the system has to enforce IC by 
means of checking and corrective actions, to be executed whenever the information 
base is updated. For example, if Manager and Engineer are base entity types and we 
have the constraint D = Manager disjoint Engineer, then D must be enforced. This 
means to check at runtime that no entity is classified in both types at the same time 
and, if it is, to reject the cause of the constraint violation or to perform some 
corrective action. 

The enforcement of constraints is expensive, but it may be the only option 
available for some constraints. However, methods developed so far assume that all 
taxonomic constraints must be enforced [21]. We are going to show that, in some 
cases, taxonomic constraints may be satisfied by the schema and, thus, their 
enforcement is not necessary. We discuss each kind of taxonomic constraint in turn. 

Let S = E' IsA E be a base specialization constraint. We distinguish four cases: 
(1) if both E' and E are base, then S must be enforced. 
(2) if E' is derived and E is base, then the derivation rule of E' must entail S. The 

rationale is that if the derivation rule of E': E'(e,t) ↔ ϕ(e,t) does not entail S, then 
we can transform it into the equivalent one E'(e,t) ↔ (ϕ(e,t) ∧ E(e,t)), which now 
entails S. Note that this transformation does not change the stratification of E'.

In the particular case that E' is derived by specialization of E, the derivation 
rule of E' entails S.

(3) when E' is base and E is derived, S may be entailed by the schema; if it is not, 
then S must be enforced.  
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In the general case, it may be difficult to prove that S is entailed by the 
schema, see comment below. In many practical cases, however, it suffices to 
prove that S is entailed by the derivation rule of E. This happens, for instance, 
when E is derived by union of a set of types that includes E'.

(4) when both E' and E are derived, S may be entailed by the derivation rules of E' or
E, or by the schema; if it is not, then S must be enforced.  

As an example, consider the five specialization constraints of Figure 1. Assume 
that Man and Woman are base, and that the other entity types are derived. The 
derivation rules are: 

DR1-1:  Person(p,t) ← Man(p,t) 
DR1-2:  Person(p,t) ← Woman(p,t) 
DR2:  Child(p,t) ← Person(p,t) ∧ Age(p,a,t) ∧ a < 5 
DR3:  Young(p,t) ← Person(p,t) ∧ Age(p,a,t) ∧ a > 5 ∧ a < 18. 
DR4:  Adult(p,t) ← Person(p,t) ∧ Age(p,a,t) ∧ a ≥ 18. 

S1 = Man IsA Person is entailed by DR1-1 (case 3). Similarly, S2 = Woman IsA 
Person is entailed by DR1-2 (case 3). S3 = Child IsA Person; S4 = Young IsA Person
and S5 = Adult IsA Person are entailed by DR2, DR3 and DR4, respectively (case 4). 

In cases (3) and (4) it may be necessary to prove that S is entailed by the schema. If 
it cannot be proved, then a safe approach is to enforce S. Automation of this proof 
requires the use of some reasoner [18, 15]. When derivation rules are written in a 
language based on Description Logics, such a reasoner is usually available [7, 9].  

Let D = E1 disjoint E2 be a base disjointness constraint. We distinguish three cases: 

(1) if both E1 and E2 are base, then D must be enforced. 
(2) if E1 is derived and E2 is base, then the derivation rule of E1 must entail D. The 

rationale is that if the derivation rule of E1: E1(e,t) ↔ ϕ(e,t) does not entail D,
then we can transform it into the equivalent one E1(e,t) ↔ (ϕ(e,t) ∧ ¬ E2(e,t)), 
which now entails D. Note that this transformation does not change the 
stratification of E1.

In the particular case that E1 is derived by specialization of some type E and 
exclusion of some types including E2, D is entailed by the derivation rule of E1.

(3) when E1 and E2 are derived, D may be entailed by the schema; if it is not, then D
must be enforced.  

Continuing our previous example, consider now the disjointness constraint D1 = 
Man disjoint Woman. Given that both entity types are base, D1 must be enforced (case 
1). In D2 = Young disjoint Child, D3 = Young disjoint Adult and D4 = Child disjoint 
Adult both entity types are derived (case 3). It is easy to see that their derivation rules 
entail them. In this particular example, the algorithms described in [18] determine the 
entailment efficiently. 

Let C = E covered E1,...,En be a base covering constraint. We distinguish only two 
cases: 

(1) if all entity types are base, then C must be enforced. 
(2) in any entity type is derived, C may be entailed by the schema; if it is not, then C

must be enforced.  
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There are two particular subcases, frequently found in practice, for which C is 
entailed by a derivation rule. The first is when E is derived by union of E1,...,En.
The second is when some Ej is derived by specialization of E and exclusion of 
{E1,...,En} - {Ej}. 

Continuing again our previous example, consider now the covering constraint C1 = 
Person covered Man, Woman. Given that Person is derived by union of Man and 
Woman, C1 is satisfied by the schema. The constraint C2 = Person covered Child, 
Young, Adult is entailed by the derivation rules of Child, Young and Adult. Again, in 
this particular example, the algorithms described in [18] determine the entailment 
efficiently.

Note, on the other hand, that if the derivation rule of Adult were: 
Adult(p,t) ↔ Person(p,t) ∧ ¬ Child(p,t) ∧ ¬ Young(p,t) 

then Adult would be derived by specialization of Person and exclusion of Child and 
Young and, therefore, C2 would be entailed by this derivation rule. 

4.2 Satisfaction of Partitions 

Partitions can be classified according to the derivability of their supertype and that of 
their subtypes. All combinations are possible. The only exception, at least in 
conceptual modeling, is when all entity types are base, because in this case the 
supertype could be derived by union of its subtypes. The classification is useful in 
order to analyze how the partition constraints can be satisfied in each case. We 
discuss below the two most popular kinds of partitions.  

Partition by Specialization. Let P = E Partd E1,...,En be a partition. We say that P is 
a partition by specialization when all Ei, i = 1,..,n, are derived by specialization of E.
We have an example in Figure 1: Person Partd Child, Young, Adult, with all subtypes 
derived by specialization of Person, as shown in the derivation rules DR2 - DR4 
given above. 

Let's see how the partition constraints may be satisfied in this kind of partition. 
First, the specialization constraints Si = Ei IsA E are satisfied by the schema. More 
specifically, they are entailed by the derivation rule of Ei.

Second, the disjointness constraints Di,j = Ei disjoint Ej should be satisfied by the 
derivation rules of Ei and Ej. In the general case, when both Ei and Ej are derived, the 
constraint may be entailed by the schema, but in this case it seems sensible to require 
it to be entailed and, in particular, to be entailed by the derivation rules. The reason is 
that it should not be difficult to write the derivation rules in a way that ensures 
disjointness. 

In many cases, a partition by specialization has a subtype for each value of some 
single-valued attribute of E. In these cases, disjointness is naturally ensured. For 
example, the partition Person Partd Single, Married, Divorced, Widower, where 
Person has attribute MaritalStatus and the derivation rules are: 

Single(p,t) ↔ Person(p,t) ∧ MaritalStatus(p,Single,t) 
and similarly for the other subtypes. The difference in the argument ms of the literal 
MaritalStatus(p,ms,t) ensures disjointness. 
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Finally, the covering constraint C = E covered E1,...,En should be satisfied by the 
derivation rules of E1,...,En, for the same reason as above. In the example, this requires 
to check only that there is a subtype for each possible value of MaritalStatus.

When one of the subtypes, Ej, is derived by specialization of E and exclusion of 
{E1,...,En}-{Ej}, then C is satisfied by the derivation rule of Ej.

In summary, partitions by specialization does not require enforcement of any 
partition constraint. They only require writing carefully the derivation rules, so that 
the disjointness and covering constraints are satisfied by the schema. 

Partition by Union. Let P = E Partd E1,...,En be a partition. We say that P is a 
partition by union when E is derived by union of E1,...,En. We have also an example in 
Figure 1: Person Partd Man, Woman, with Person derived by union of Man and 
Woman, as shown in the derivation rule DR1 given above. 

Let's see how the partition constraints may be satisfied in this kind of partition. 
First, the specialization constraints Si = Ei IsA E are satisfied by the schema. More 
specifically, they are entailed by the derivation rule of E.

Second, the disjointness constraints Di,j = Ei disjoint Ej can be satisfied, as indicated 
in subsection 4.1, either by the schema or by enforcement, depending on the 
derivability of Ei and Ej. In the example, Man disjoint Woman must be enforced. 

Finally, the covering constraint C = E covered E1,...,En is satisfied by the schema. 
More specifically, it is entailed by the derivation rule of E.

In summary, partitions by union may require the enforcement of only some 
disjointness constraints. All other partition constraints are enforced by the schema. 

5 Conclusions

This paper has focused on the relationships between taxonomic constraints and 
derivation rules. The objectives were to see which taxonomic constraints are entailed 
by derivation rules, and must be included in a taxonomy, and to analyze how 
taxonomic constraints can be satisfied in presence of derived types.  

Based on an analysis of their derivation rules, we have classified derived entity 
types into derived by specialization, by past specialization, by union or by union with 
implicit types. The analysis reveals the taxonomic constraints entailed in each case. 
These constraints must be base constraints (defined in the taxonomy) or be derivable 
from them. We have shown how the base taxonomic constraints can be satisfied, 
either by the derivation rules (or the whole schema), or by enforcement. Our analysis 
can be extended naturally to taxonomies of relationship types [1,2]. 

Our results are general and could be incorporated into many conceptual modeling 
environments and tools. The expected benefits are an improvement in the verification 
of the consistency between taxonomic constraints and derivation rules, and a guide (to 
the information system designer) for the determination of the taxonomic constraints 
that must be enforced in the final system. 

We see our results as complementary to those of Description Logics [9, 12], 
mainly because we assume a different context: temporal conceptual schemas, 
taxonomies of entity and relationship types, and derivation rules written in the FOL 
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language. On the other hand, we deal with the design problem of determining which 
constraints must be enforced. 

The work reported here can be extended in several directions. The analysis of 
derivation rules given in Subsections 3.2 and 5.1 can be completed by taking into 
account aggregate literals. The classifications given in these subsections may be 
refined, and further entailed constraints may be defined. We have focused on a single 
derivation rule to see the constraints entailed by it, but it should be possible to 
consider also sets of such rules. The analysis of partitions given in Subsection 4.2 can 
be extended to other frequent kinds. Finally, the analysis can be extended to 
taxonomies of relationship types. 
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Abstract. The UML lacks precise and formal foundations for several
constructs such as transition guards or method bodies, for which it re-
sorts to semantic loopholes in the form of “uninterpreted” expressions.
The Action Semantics proposal aims at filling this gap by providing both
a metamodel integrated into the UML metamodel, and a model of ex-
ecution for these statements. As a future OMG standard, the Action
Semantics eases the move to tool interoperability, and allows for exe-
cutable modeling and simulation. We explore in this paper a specificity
of the Action Semantics: its applicability to the UML metamodel, itself
a UML model. We show how this approach paves the way for power-
ful metaprogramming capabilities such as refactoring, aspect weaving,
application of design patterns or round-trip engineering. Furthermore,
the overhead for designers is minimal, as mappings from usual object-
oriented languages to the Action Semantics will be standardized. We
focus on an approach for expressing manipulations on UML models with
the upcoming Action Semantics. We illustrate this approach by various
examples of model transformations.

1 Introduction

The Unified Modeling Language provides modeling foundations for both the
structural and behavioral parts of a system. The designer is offered nine views
which are like projections of a whole multi-dimensional system onto separate
planes, some of them orthogonal. This provides an interesting separation of con-
cerns, covering four main dimensions of software modeling: functional (use cases
diagrams express the requirements), static (class diagrams), dynamic (state-
charts, sequence diagrams for the specification of behavioral aspects) and phys-
ical (implementation diagrams).

But the UML currently lacks some precise and formal foundation for sev-
eral constructs such as transition guards or method bodies, for which it resorts
to semantic loopholes in the form of “uninterpreted” expressions. The Action
Semantics (AS) proposal [4], currently being standardized at the Object Man-
agement Group (OMG), aims at filling this gap by providing both a metamodel
integrated into the UML metamodel, and a model of execution for these state-
ments. Along the lines of what already exists in the IUT-T Specification and
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Description Language (SDL) community [11], the integration of the Action Se-
mantics into UML should ease the move to tool interoperability, and allow for
executable modeling and simulation, as well as full code or test case generation.

The contribution of this paper is twofold. First, it gives an update on the
forthcoming UML/AS standard, for which we contributed some of the precise
semantic aspects. Second, relying on the fact that the UML metamodel is itself a
UML model, we show how the Action Semantics can be used at the metamodel
level to help the OO designer carry on activities such as behavior-preserving
transformations [16] (see Sect. 3.1), design pattern application [5] (Sect. 3.2) and
design aspects weaving [12] (Sect. 3.3). But before extending the description of
the Action Semantics, let us dispel some possible misunderstanding here. Our
intention is not to propose yet another approach for model transformation, pat-
tern application or refactoring. What we claim here, is that the Action Semantics
may (and should) go beyond the design level and be used as a metaprogramming
language to help the implementation of existing approaches. Also, as we show
in the following sections, it has strengths in both cases, as a design level and as
a metamodel level programming language.

In all these design level activities, we can distinguish two steps: (1) the iden-
tification of the need to apply a given transformation on a UML model; and (2)
the actual transformation of that model. Our intention is not to usurp the role
of the designers in deciding what to do in step 1, but to provide them with tools
to help automate the second step, which is usually very tedious and error prone.
Further, when carried out in a ad hoc manner, it is very difficult to keep track
of the what, why and how of the transformation, thus leading to traceability
problems and a lack of reusability of the design micro-process. This can be seen
in maintenance, when one has to propagate changes from the problem domain
down to the detailed design by “re-playing” design decisions on the modified
part of a model. Automation could also be very worthwhile in the context of
product lines, when the same (or at least very similar) design decisions are to be
applied on a family of analysis models (e.g. the addition of a persistence layer
on many MIS applications).

Because Joe-the-OO-designer cannot be expected to write complex metapro-
grams from scratch, in order to develop his design, he must be provided with
pre-canned transformations (triggered through a menu), as well as ways of cus-
tomizing and combining existing transformations to build new ones. The main
interest of using the UML/Action Semantics at the metamodel level for express-
ing these transformations is that we can use classical OO principles to structure
them into Reusable Transformation Components (RTC): this is the open-closed
principle [15] applied at the metamodel level. Furthermore, since the Action Se-
mantics is fully integrated in the UML metamodel, it can be combined with
rules written in the Object Constraint Language (OCL), in order to verify if a
transformation (or a set of transformations) may be applied to a given context.

We can then foresee a new dimension for the distribution of work in devel-
opment teams, with a few metadesigners being responsible for translating the
mechanistic part of a company’s design know-how into RTC, while most other
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designers concentrate on making intelligent design decisions and automatically
applying the corresponding transformations.

The rest of the paper is structured as follows. Section 2 recalls some funda-
mental aspects of the UML and gives a quick update on the Action Semantics
proposal currently under submission for standardization at the OMG. Section 3
shows the interest of using the Action Semantics at the metamodel level for
specifying and programming model transformations in several contexts. Sec-
tion 4 analyses the impact of this approach on OO development processes, and
presents our experience with using it on several case studies. Section 5 describes
related work.

2 Executable Modeling with UML

2.1 The Bare-Bone UML Is Incomplete and Imprecise

The UML is based on a four-layer architecture, each layer being an instance of
its upper layer, the last one being an instance of itself. The first layer holds the
living entities when the code generated from the model is executed, i.e. running
objects, with their attribute values and links to other objects. The second layer
is the modeling layer. It represents the model as the designer conceives it. This
is the place where classes, associations, state machines etc... are defined (via the
nine views, cited in the above introduction). The running objects are instances of
the classes defined at this level. The third layer, the metamodel level, describes
the UML syntax in a metamodeling language (which happens to be a subset
of UML). This layer specifies what a syntactically correct model is. Finally the
fourth layer is the meta-metamodel level, i.e. the definition of the metamodeling
language syntax, thus the syntax of the subset of UML used as a metamodeling
language. UML creators chose a four-layer architecture because it provides a ba-
sis for aligning the UML with other standards based on a similar infrastructure,
such as the widely used Meta-Object Facility (MOF).

Although there is no strict one-to-one mapping between all the MOF meta-
metamodel elements and the UML metamodel elements, the two models are
interoperable: the UML core package metamodel and the MOF are structurally
quite similar. This conception implies the UML metamodel (a set of class dia-
grams) is itself a UML model.

A UML model is said to be syntactically correct if the set of its views merge
into a consistent instance of the UML metamodel. The consistency of this in-
stance is ensured via the metamodel structure (i.e. multiplicities on association
ends) and a set of well-formedness rules (expressed in OCL), which are logical
constraints on the elements in a model. For instance, there should not be any
inheritance cycle and a FinalState may not have any outgoing transitions.

But apart from those syntactic checks regarding the structure of models,
UML users suffer from the lack of formal foundations for the important behav-
ioral aspects, leading to some incompleteness and opening the door to incon-
sistencies in UML models. This is true, for instance, in state diagrams, where
the specification of a guard on a transition is realized by a BooleanExpression,
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which is basically a string with no semantics. Thus, the interpretation is left to
the modeling tool, breaking interoperability. But more annoying is the fact that
models are not executable, because they are incompletely specified in the UML.
This makes it impossible to verify and test early in the development process.
Such activities are key to assuring software quality.

2.2 The Interest of an Action Semantics for UML

The Action Semantics proposal aims at providing modelers with a complete,
software-independent specification for actions in their models. The goal is to
make UML modeling executable modeling [7], i.e. to allow designers to test
and verify early and to generate 100% of the code if desired. It builds on the
foundations of existing industrial practices such as SDL, Kennedy Carter [13]
or BridgePoint [17] action languages1. But contrary to its predecessors, it is
intended that the Action Semantics become an OMG standard, and a common
base for all the existing and to-come action languages (mappings from existing
languages to Action Semantics are proposed).

Traditional modeling methods which do not have support for any action
language have focused on separating analysis and design, i.e. the what the system
has to do and the how that will be achieved. Whilst this separation clearly has
some benefits, such as allowing the designer to focus on system requirements
without spreading himself/herself too thinly with implementation details, or
allowing the reuse of the same analysis model for different implementations, it
also has numerous drawbacks. The main one is that this distinction is a difficult,
not to say impossible, one to make in practice: the boundaries are vague; there
are no criteria for deciding what is analysis, and what is not. Rejecting some
aspects from analysis make it incomplete and imprecise; trying to complete it
often obliges the introduction of some how issues for describing the most complex
behavior.

As described above, the complete UML specification of a model relies on the
use of uninterpreted entities, with no well-defined and accepted common formal-
ism and semantics. This may be, for example, guards on transitions specified
with the Object Constraint Language (OCL), actions in states specified in Java
or C++.
In the worst case – that is for most of the modeling tools – these statements
are simply inserted at the right place into the code skeleton. The semantics of
execution is then given by the specification of the programming language. Un-
fortunately, this often implies an over-specification of the problem (for example,
in Java, a sequential execution of the statements of a method is supposed), ver-
ification and testing are feasible only when the code is available, far too late in
the development process.

Moreover, the designer must have some knowledge of the way the code is
generated for the whole model in order to have a good understanding of the im-
plications of her inserted code (for instance, if you are using C++ code generator

1 all the major vendors providing an action language are in the list of submitters.
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Fig. 1. Action Semantics immersion into the UML

of a UML tool, a knowledge of the way the tool generates code for associations
is required in order to use such code in your own program).
At best, the modeling tool has its own action language and then the model
may be executed and simulated in the early development phases, but with the
drawbacks of no standardization, no interoperability, and two formalisms for the
modeler to learn (the UML and the action language).

2.3 The Action Semantics Proposal Submitted to the OMG

The Action Semantics proposal is based upon three abstractions:

– A metamodel: it extends the current metamodel. The Action Semantics is
integrated smoothly in the current metamodel and allows for a precise syntax
of actions by replacing all the previously uninterpreted items. The uninter-
preted items are viewed as a surface language for the abstract syntax tree of
actions (see Fig. 1);

– An execution model: it is a UML model. It allows the changes to an entity
over time to be modeled. Each change to any mutable entity yields a new
snapshot, and the sequence of snapshots constitutes a history for the entity.
This execution model is used to define the semantics of action execution;

– Semantics: the execution of an Action is precisely defined with a life-cycle
which unambiguously states the effect of executing the action on the current
instance of the execution model (i.e. it computes the next snapshot in history
for the entity).

2.4 Surface Language

The Action Semantics proposal for the UML does not enforce any notation (i.e.
surface language) for the specification of actions. This is intentional, as the goal
of the Action Semantics is certainly not to define a new notation, or to force the
use of a particular existing one. The Action Semantics was, however, conceived
to allow an easy mapping of classical languages such as Java, C++ or SDL2.
2 Some of these mappings are illustrated in the AS specification document [4].
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Thus, designers can keep their favorite language without having to learn a new
one.

3 Metaprogramming with the Action Semantics

An interesting aspect of UML is that its syntax is represented (or metamodeled)
by itself (as a class diagram, actually). Thus, when using a reflexive environment
(where the UML syntax is effectively represented by a UML model), the Action
Semantics can be used to manipulate UML elements, i.e. transform models.

In the following sections, we present three different uses for this approach:
implementing refactorings, applying design patterns and weaving design aspects.
Since the Action Semantics does not have an official surface language, we adopt
an “OCL-based” version in our examples.

3.1 Refactorings

Refactorings [16] are behavior-preserving transformations that are used to re-
structure the source code of applications and thus make the code more readable
and reusable. They help programmers to manipulate common language con-
structs, such as class, method and variable, of an existing application, without
modifying the way it works. Since we believe that refactorings are an essen-
tial artifact for software development, we are interested in bringing them to the
design level by means of a UML tool.

The implementation of refactorings in UML is an interesting task, since de-
sign refactorings – as opposed to code refactorings – should work with several
design constructs shared among several views of a model. Furthermore, while
code refactorings manipulate source code (text files), design refactorings should
manipulate an abstract syntax tree.

This difference simplifies the implementation of some refactorings, for in-
stance renaming elements, since an element is unique inside the abstract syntax
tree. However, other refactorings (namely moving features) are more difficult to
implement because we must take into account other constructs, such as OCL
constraints and state charts.

The Action Semantics represents a real gain for refactoring implementation,
not merely because it directly manipulates UML constructs, but also because of
the possibility of combining it with OCL rules to write pre and post-conditions.
More precisely, as refactorings must preserve the behavior of the modified appli-
cation, they cannot be widely applied. Thus, every refactoring ought to verify a
set of conditions before the transformation is carried out.

Below we present an example of a simple refactoring, the removal of a class
from a package. This refactoring can only be applied if some conditions are
verified: the class is not referenced by any other class and it has no subclasses
(or no features). These conditions and the transformation itself are defined in
the Action Semantics as follows:
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Package::removeClass(class: Class)
pre:

self . allClasses→ includes(class) and
class . classReferences→isEmpty and
( class . subclasses→isEmpty or class.features→isEmpty)

actions:
let aCollection := class .allSuperTypes
class .allSubTypes→forAll(sub : Class |

aCollection→forAll(sup : Class | sub.addSuperClass(sup)))
class . delete

post:
self . allClasses→excludes(class) and
class@pre.allSubTypes→forAll(each : Class |
each.allSuperTypes.includesAll(class@pre.allSuperTypes)) and

class@pre.features→forAll(feat : Feature | feat .owner = nil)

This refactoring calls two functions that are not present in the Action Se-
mantics, delete and addSuperClass(), and should be defined elsewhere: the role
of the former is to make the delete effective, by deleting the features, associa-
tions and generalization links owned by the class. The latter feature is described
below. Its purpose is to create a generalization link between two classes:

Class :: addSuperClass(class: Class)
pre:

self .allSuperTypes→excludes(class)
actions:

let gen := Generalization.new
gen.addLinkTo(parent, class)
gen.addLinkTo(child, self)

post:
self .allSuperTypes()→includes(class)

3.2 Design Patterns

Another interesting use for Action Semantics is the application of the solution
proposed by a Design Pattern, i.e. the specification of the proposed terminology
and structure of a pattern in a particular context (called instance or occurrence
of a pattern). In other words, we envisage the application of a pattern as a
sequence of transformation steps that are applied to an initial situation in order
to reach a final situation, an explicit occurrence of a pattern.

This approach is not, and does not intend to be, universal since only a few
patterns mention an existing situation to which the pattern could be applied
(see [1] for further discussion on this topic). In fact, our intent is to provide
designers with metaprogramming facilities, so they are able to define (and apply)
their own variants of known patterns. The limits of this approach, such as pattern
and trade-offs representation in UML, are discussed in [20].

As an example of design pattern application, we present below a transforma-
tion function that applies the Proxy pattern. The main goal of this pattern is to
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provide a placeholder for another object, called Real Subject, to control access
to it. It is used, for instance, to defer the cost of creation of an expensive object
until it is actually needed:

Class :: addProxy
pre:

let classnames = self .package.allClasses→collect(each : Class | each.name) in
(classnames→excludes(self.name+’Proxy’) and
classnames→excludes(’Real’+self.name))

actions:
let name := self.name
let self .name := name.concat(’Proxy’)
let super :=

self .package.addClass(name,self.allSuperTypes(),{}→including(self))
let real :=

self .package.addClass(’Real’.concat(name),{}→including(super),{})
let ass := self .addAssociationTo(’realSubject’,real)
self .operations→forAll(op : Operation | op.moveTo(real))

This function uses three others (actually, refactorings), that will not be pre-
cisely described here. They are however somewhat similar to the removeClass()
function presented above. The first function, addClass(), adds a new class to
a package, and inserts it between a set of super-classes and a set of subclasses.
The second, addAssociationTo(), creates an association between two classes. The
third, moveTo(), moves a method to another class and creates a “forwarder”
method in the original class.

This transformation should be applied to a class that is to play the role of
real subject3. Its application proceeds as follows:

1. Add the ’Proxy’ suffix to the class name;
2. Insert a super-class between the class and its super-classes;
3. Create the real subject class;
4. Add an association between the real subject and the proxy
5. Move every method owned by the proxy class to the real subject and create
a forwarder method to it (move methods).

As we have explained before, this is only one of the many implementation
variants of the Proxy pattern. This implementation is not complete, since it
does not create the load() method, which should create the real subject when
it is requested. However, it can help designers to avoid some implementation
burden, particularly when creating forwarder methods.

3.3 Aspect Weaving

Finally, we would like to show how Action Semantics can support the task of de-
veloping applications that contain multiple aspects. Aspects (or concerns) [14,21]
3 Patterns are defined in terms of roles, which are played by one or more classes in its
occurrences
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refer to non-functional requirements that have a global impact on the implemen-
tation. The approach used in dealing with this is to separate these aspects from
the conceptual design, and to introduce them into the system only during the
final coding phase. In many cases, the merging of aspects is handled by an au-
tomated tool. In our example, we attempt to show how aspects can be weaved
as early as the design level through model transformation [9], using the Action
Semantics to write the transformation rules.

The class diagram in Fig. 2 illustrates a model of a bank’s personal-finances
information-management system. In the original system, the accounting infor-
mation was stored in a relational database and each class marked with the “per-
sistent” stereotype can be related to a given table in the database.
The aim of this re-engineering project is to develop a distributed object-oriented
version of the user front-end to support new online access for its customers. One
of the non-functional requirements is to map these “persistent” objects to the
instance data stored in the relational database.
The task involves writing a set of proxy classes that hide the database depen-
dency, as well as the database query commands. An example of the required
transformation is illustrated by the model in Fig. 3. In this reference template,
the instance variable access methods are generated automatically and database
specific instructions are embedded to perform the necessary data access.
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Since the re-engineering is carried out in an incremental manner, there is a
problem with concurrent access to the database during write-back commits. The
new application must cooperate with older software to ensure data coherence. A
provisional solution is to implement a single-ended data coherence check on the
new software. This uses a timestamp to test if data has been modified by other
external programs. If data has been modified since the last access, all commit
operations will be rolled back, thus preserving data coherence without having
to modify old software not involved in this incremental rewrite. Fig. 4 shows
the template transformation required. It adds a flag to cache the timestamp and
access methods will be wrapped by timestamp-checking code.

The metaprogram needed to generate the proxy classes of figures 3 and 4
is composed of several operations. The first one is defined in the context of a
Namespace (i.e. the container of UML modeling elements). It selects all classes
that are stereotyped ’persistent’ and sends them the implementPersistent() mes-
sage:

Namespace:: implementPersistentClasses
actions:

self . allClasses→select(each : Class | each.stereotype→notEmpty)→
select(each : Class | each.stereotype→first .name = ‘persistent’)→

forAll(each : Class | each.implementPersistent)

The implementPersistent() operation is defined in the context of a Class.
This operation will first create two classes, state and incarnation, and then
creates, in these classes, the access methods to its own stereotyped attributes.
This operation is defined as follows:

Class :: implementPersistent
actions:

let pstate :=
self .package.addClass(‘PState ’.concat(pclass.name),{},{})

pstate.addOperation(‘Load’); pstate.addOperation(‘Save’)
self .addAssociationTo(pstate, 1, 1)
let incarnation :=

self .package.addClass(’Incarnation_’.concat(pclass.name),{},{})
pstate.addCompositeAssociationTo(incarnation, 1, 1)
let attrs := self . allAttributes→

select(a : Attribute | a.stereotype→notEmpty)
attrs→select(a : Attribute | a.stereotype→first .name = ’getset’)→

forAll(a : Attribute |
pstate.createSetterTo(a ); pstate.createGetterTo(a)
incarnation.createSetterTo(a ); incarnation.createGetterTo(a))

attrs→select(a : Attribute | a.stereotype→first .name = ’get’)→
forAll(a : Attribute |

incarnation.createGetterTo(a); pstate.createGetterTo(a))
attrs→select(a : Attribute | a.stereotype→first .name = ’set’)→

forAll(a : Attribute |
pstate.createSetterTo(a ); incarnation.createSetterTo(a))
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The creation of the access methods is implemented by the createSetterTo()
and createGetterTo() operations. They are both defined in the Class context
and implement a similar operation. They take an Attribute as parameter and
create a Method for setting or getting its value. These operations use two other
operations, createMethod() and createParameter(), which are explained above:

Class :: createSetterTo(att : Attribute)
actions:

let newMethod := self.createMethod(’set_’.concat(att.name))
newMethod.createParameter(’a_’.concat(attrib name), att.type, ’in’)

Class :: createGetterTo(att : Attribute)
actions:

let newMethod := self.createMethod(’get_’.concat(att.name))
newMethod.createParameter(’a_’.concat(attrib name), att.type, ’out’)

The createMethod() operation is also defined in the Class context. Its role is
to create a new Method from a string and to add it to the Class:

Class :: createMethod(name : String)
actions:

let newMethod := Method.new
let newMethod.name := name
self .addMethod(newMethod)
let result := newMethod

Finally, the createParameter() operation creates a new parameter and adds
it to a Method, which is the context of this operation:

Method::createParameter(name : String, type : Class, direction : String)
actions:

let newParameter := Parameter.new
let newParameter.name := name
newParameter.setType(type)
newParameter.setDirection(direction)
self .addParameter(newParameter)
let result := newParameter

The attractiveness of this approach is not immediately evident. Let us con-
sider a different implementation for the persistent proxy of Fig. 3. In the case
where there are composite persistent objects, it is possible to use a single per-
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sistent state proxy for a composite object and all its components (see Fig. 5).
Through the use of metaprogramming, it is now possible to consider these dif-
ferent implementation aspects independently from the concurrency implementa-
tion. It enables the designer to conceptualize the modifications in a manageable
manner. Making changes to a model by hand as a result of a change in an im-
plementation decision is not a viable alternative as it is laborious and prone to
error.

Therefore, it can be seen that metaprogramming using the Action Semantics
can facilitate implementation changes at a higher abstraction level. It also lever-
ages the execution machine for the Action Semantics by using it to perform the
model transformation.

4 Impact in the Development Approach

The Action Semantics brings some possible changes to the traditional software
development process. In other words, the Action Semantics is an important step
towards the use of UML in an effective development environment, since it offers
the possibility of animating early design models and evolving or refining them
until their implementation. The development approach we propose here starts
with an early design model, created by the designers from an analysis model. This
model is completely independent of the implementation environment, it assumes
an “Ideal World”, where the processing power and the memory are infinite,
there are no system crashes, no transmission errors, no database conflicts, etc.
Since this model contains Action Semantics statements, it can be animated by
the Action Semantics machine and validated. Once the validation is finished,
the designers can add some environment-specific aspects to the design model
(database access, distribution), apply design patterns and restructure the model
using design refactorings.

A significant part of this information addition can be automated using the
metaprogramming techniques we presented above (Sect. 3). More precisely, the
designers are able to automatically apply a set of predefined transformations,
defined by a special software developer, who we call the metadesigner. We see
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the metadesigners as experienced developers, who handle essential knowledge
about the implementation environment. Their role is to use their knowledge to
define and write model transformations and make them available to designers.
The approach ends when the final design model is reached. After that, the im-
plementation code can be generated.

4.1 Organizing Things

UML proposes an interesting extension mechanism called Profiles, allowing de-
signers to expand the current metamodel. According to the UML 1.4 documen-
tation (page 4-3), a UML Profile is:

(...) a predefined set of Stereotypes, TaggedValues, Constraints, and notation
icons that collectively specialize and tailor the UML for a specific domain or pro-
cess (e.g. Unified Process profile). A profile does not extend UML by adding any
new basic concepts. Instead, it provides conventions for applying and specializing
standard UML to a particular environment or domain.

Profiles can be used to organize Action Semantics metaprograms, whilst some
other UML concepts, such as refinements and traces, can be used to manage
the evolution of metaprograms (versioning). When the “refactoring” Profile is
loaded into the metamodel, some operations are added to the UML concepts.
For instance, addClass() is added to Package, addSuperClass() to Class, etc.

5 Related Work

Commercial UML tools often propose metaprogramming languages in order to
manipulate models. This is the case, for instance, of Softeam’s Objecteering,
which uses J, a “Java-like” language [19]. This is also the case of Rational Rose
and of Rhapsody from Ilogix, which use Visual Basic. The purpose of these lan-
guages is similar to the one we look for when using the Action Semantics as a
metaprogramming language. However there are some notable differences:
To begin with, the Action Semantics only proposes an abstract syntax and no
surface language. Thus, it is not a direct concurrent of J or Visual Basic, but it
can provide a common underlying model for these languages.
Next, the navigation through the metamodel is done in a language-specific way,
which does not reuse the standard OCL navigation facilities.
Finally, since there are discrepancies between the UML metamodel and the meta-
models implemented by commercial tools, designers are not able to write truly
universal UML transformations.

The lack of a surface language may be an annoying problem, since the choice
of the surface language impacts on the practical use. While the choice of using a
classic language (e.g. Java), thus possibly the same language at both the design
and the meta-model level, is attractive, it may not be the most adequate. The
adoption of a declarative language (e.g. OCL) may help bridge the gap between
the specification of contracts for design transformations (specified with the OCL)
and their implementation.
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6 Conclusion

The Action Semantics provides designers with an expressive formalism for writ-
ing model transformations in an operational way, and a model for UML state-
ment execution that fills some semantic gaps in the behavior aspects of a UML
model. Moreover, since the UML metamodel itself is a UML model, the Action
Semantics can be used as a powerful mechanism for metaprogramming. This
particularity opens new perspectives for designers, compared to other model ma-
nipulations languages (e.g. J or VisualBasic), thanks to its perfect integration
with the UML: all the features of the UML, such as constraints (pre or post-
conditions, invariants), refinements or traces can be applied within the Action
Semantics.

An implementation conforming to the current version of the Action Semantics
specification is in development in UMLAUT4, a freely available UML modeling
tool. The complete integration of the Action Semantics and the UML in Um-
laut provides an excellent research platform for the implementation of design
patterns, refactorings and aspects.

Indeed, we are presently looking for more UML-specific refactorings with the
purpose of extending our existent set, which is based on existing program re-
structuring transformations [2,3,6,10,16,18]. The use of the OCL and the Actions
Semantics for defining refactorings opens two interesting perspectives. The first
perspective concern the combinations of refactorings. As D. Roberts stated in
his thesis [18], pre and post conditions can be used to verify if each single refac-
toring, within a set of combined refactorings, is (or will be) allowed to execute,
before the execution of the whole set.

The second perspective concerns the property of behavior-preservation, that
should be verified after the execution of a refactoring. In a similar way to other
efforts in this area, we intend to propose a set of basic transformations and
demonstrate how they ensure behavior-preservation. We will then be able to
combine them in order to define higher-level transformations. We intend to define
an approach based on the notion of refactoring region, which is a fraction of an
instance of the UML metamodel (i.e. the underlying objects that represent a
modeled system) that may potentially be modified by a transformation. With
the help of bisimulation techniques we will be able to verify if the original and
the transformed regions are equivalent. The notion of snapshot history - which is
present in the Actions Semantics execution engine - provides excellent support
for such a comparison.

We are also working on the representation of patterns trade-offs that could
help the designer to define the variant she wants to apply. An introduction to
this work can be found in [8]. The analysis of the Action Semantics syntax tree
will help us to verify if a pattern was correctly implemented. More precisely, our
tool will be able to verify if a given implementation of a pattern respects a set
of predefined OCL constraints [20].

4 http://www.irisa.fr/UMLAUT/
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Abstract. The aim of this paper is to present the SPOOL design repository, 
which is the foundation of the SPOOL software engineering environment. The 
SPOOL design repository is a practical implementation of the UML 
metamodel, and is used to store detailed design-level information that is 
extracted from the source code of industrial systems. Its internal mechanisms 
and related tools provide functionalities for querying data and observing 
dependencies between the components of the studied systems, facilitating core 
tasks conducted in reverse engineering, system comprehension, system 
analysis, and reengineering. This paper discusses the architecture, the schema, 
the mechanisms, and the implementation details of the repository, and 
examines the choice of the UML metamodel. Experiences conducted with 
large-scale systems are also presented, along with related work and future 
avenues in design repository research. 

Keywords. Design repository, Unified Modeling Language, data interchange, 
reverse engineering, system analysis, system comprehension, reengineering, 
system visualization. 

1 Introduction 

In information systems engineering and software engineering alike, repositories play 
an important role. Repositories at the design level, henceforth referred to as design 
repositories, are key to capture and manage data in domains as diverse as corporate 
memory management [10], knowledge engineering [15], and software development 
and maintenance. In this paper, we report on our experience in designing and 
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implementing a design repository in this latter domain, that is, in the realm of system 
comprehension, analysis, and evolution. 

In order to understand, assess, and maintain software systems, it is essential to 
represent the analyzed systems at a high level of abstraction such as the analysis and 
design level. End user tools need access to this information, and thus, a design 
repository for storing the analyzed systems is required. Such a design repository 
should meet a number of requirements. First, it should be designed such that its 
schema will be resilient to change, adaptation, and extension, in order to address and 
accommodate easily new research projects. Second, it should preferably adopt a 
schema based on a standard metamodel, and offer extensibility mechanisms to cope 
with language-specific constructs. Third, in order to enable easy information 
interchange with other third-party tools, a flexible model interchange format should 
be used for importing and exporting purposes. Finally, the design of the repository 
should take into account scalability and performance considerations. 

In the SPOOL project (Spreading Desirable Properties into the Design of Object-
Oriented, Large-Scale Software Systems), a joint industry/university collaboration 
between the software quality assessment team of Bell Canada and the GELO group at 
Université de Montréal, we are investigating methods and tools for design 
composition [13] and for the comprehension and assessment of software design 
quality [14]. As part of the project, we have developed the SPOOL environment for 
reverse engineering, system comprehension, system analysis, and reengineering. 

At the core of the SPOOL environment is the SPOOL design repository, which we 
designed with the four above-mentioned requirements in mind. The repository 
consists of the repository schema and the physical data store. The repository schema 
is an object-oriented class hierarchy that defines the structure and the behavior of the 
objects that are part of the reverse engineered source code models, the abstract design 
components that are to be identified from the source code, the implemented design 
components, and the recovered and re-organized design models. Moreover, the 
schema provides for more complex behavioral mechanisms that are applied 
throughout the schema classes, which includes uniform traversal of complex objects 
to retrieve contained objects, notification to the views on changes in the repository, 
and dependency accumulation to improve access performance to aggregated 
information. The schema of the design repository is based on an extended version of 
the UML metamodel 1.1 [25]. We adopted the UML metamodel as it captures most of 
the schema requirements of the research activities of SPOOL. This extended UML 
metamodel (or SPOOL repository schema) is represented as a Java 1.1 class 
hierarchy, in which the classes constitute the data of the MVC-based [3] SPOOL 
environment. 

The object-oriented database of the SPOOL repository is implemented using 
POET 6.0 [18]. It provides for data persistence, retrieval, consistency, and recovery. 
Using the precompiler of POET 6.0’s Java Tight Binding, an object-oriented database 
representing the SPOOL repository is generated from the SPOOL schema. As 
POET 6.0 is ODMG 3.0-compliant [16], its substitution for another ODMG 3.0-
compliant database management system would be accomplishable without major 
impact on the schema and the end user tools. 



450      Rudolf K. Keller, Jean-François Bédard, and Guy Saint-Denis 

To deal with data interchange (importing source code into and exporting model 
information from the repository), XMI [17] technology is used. An import utility 
reads XMI-compliant files and maps the contained XML structures into objects of the 
repository's physical model. For exporting purposes, another utility traverses the 
objects of the repository and produces the corresponding XMI file. The adoption of 
standard technologies such as the UML and XMI enables easy information 
interchange between the SPOOL environment and other tools. 

In the remainder of this paper, we first provide an overview of the SPOOL 
environment. Next, we describe the architecture of the SPOOL repository and detail 
its schema, discussing its top-level, core, relationship, behavior, and extension classes 
and relating it to the UML metamodel. Then, we describe two of the key mechanisms 
of the repository, that is, the traversal of complex objects and dependency 
management, and present one of the front-end user tools of the repository, the SPOOL
Design Browser. Finally, we put our work into perspective, reporting on performance 
and interchange experiments, and discussing related and future work. 

2 The SPOOL Environment 

The SPOOL environment (Figure 1) uses a three-tier architecture to achieve a clear 
separation of concerns between the end user tools, the schema and the objects of the 
reverse engineered models, and the persistent datastore. The lowest tier consists of an 
object-oriented database management system, which provides the physical, persistent 
datastore for the reverse engineered source code models and the design information. 
The middle tier consists of the repository schema, which is an object-oriented schema 
of the reverse engineered models, comprising structure (classes, attributes, and 
relationships), behavior (access and manipulation functionality of objects), and 
mechanisms (higher-level functionality, such as complex object traversal, change 
notification, and dependency accumulation). We call these two lower tiers the 
SPOOL design repository. The upper tier consists of end user tools implementing 
domain-specific functionality based on the repository schema, i.e., source code 
capturing, and visualization and analysis.

In this section, we will describe the environment’s techniques and tools for source 
code capturing and data interchange, as well as for visualization and analysis. 

2.1 Source Code Capturing and Data Interchange 

Source code capturing is the first step within the reverse engineering process. Its goal 
is to extract an initial model from the source code. At this time, SPOOL supports C++ 
and uses Datrix [6] to parse C++ source code files. With the deployment of the Datrix 
Java parser, SPOOL will soon be able to extend its support for reverse engineering 
Java source code. Datrix provides complete information on the source code in form of 
an ASCII-based representation, the Datrix/TA intermediate format. The purpose of 
this intermediate representation is to make the Datrix output independent of the 
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programming language being parsed. Moreover, it provides a data export mechanism 
to analysis and visualization tools, ranging from Bell Canada’s suite of software 
comprehension tools to the SPOOL environment and to third-party source code 
comprehension tools. A conversion utility, built with ANTLR [1] and the Datrix/TA
grammar description, assembles the nodes and arcs of the Datrix/TA source code 
representation files, applies some transformations to the resulting graphs (such as 
normalization of directory and file structures as well as addition of primitive data 
types) to map the Datrix/TA structures to those of the repository model, and generates 
XMI files. Thereafter, the resulting XMI files are read by an import utility, which 
leverages some components built for the Argo project [21] and which uses IBM’s 

Visualization and Analysis

• Source code visualization

• Dependency analysis

• Searching and browsing

• Design querying

• Design inspection and visualization

• Design component editing

• Metrics analysis

Design Repository

Repository Schema
• Reverse engineered source code models
• Abstract design components
• Implemented design components
• Recovered design models
• Re-organized design models

Object-Oriented
Database Management System

XMI files

Source Code Capturing

Source code parser
(Datrix)

ASG to XMI
converter

Source code
(C/C++, Java)

Fig. 1. Overview of the SPOOL environment 
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xml4j XML parser [12]. The importer constructs the objects of an initial physical 
model in the SPOOL repository. Another utility is used to export the content of the 
repository, translating the structures of the internal schema into a resulting XMI-
compliant file. At the current state of development, we capture and manage in the 
repository the source code information as listed in Table 1. 

Table 1. Source code information managed in the SPOOL repository 

1. Files (name, directory). 
2. Classifier – classes, structures, unions, anonymous unions, primitive types (char, int, 

float, etc.), enumerations [name, file, visibility]. Class declarations are resolved to point 
to their definitions. 

3. Generalization relationships [superclass, subclass, visibility]. 
4. Attributes [name, type, owner, visibility]. Global and static variables are stored in 

utility classes (as suggested by the UML), one associated to each file. Variable 
declarations are resolved to point to their definitions. 

5. Operations and methods [name, visibility, polymorphic, kind]. Methods are the 
implementations of operations. Free functions and operators are stored in utility classes 
(as suggested by the UML), one associated to each file. Kind stands for constructor,
destructor, standard, or operator.

5.1 Parameters [name, type]. The type is a classifier.
5.2 Return types [name, type]. The type is a classifier.
5.3 Call actions [operation, sender, receiver]. The receiver points to the class to which a 

request (operation) is sent. The sender is the classifier that owns the method of the call 
action. 

5.4 Create actions. These represent object instantiations. 
5.5 Variable use within a method. This set contains all member attributes, parameters, and 

local attributes used by the method. 
6. Friendship relationships between classes and operations. 
7. Class and function template instantiations. These are stored as normal classes and as 

operations and methods, respectively. 

2.2 Visualization and Analysis 

The purpose of design representation is to provide for the interactive visualization 
and analysis of source code models, abstract design components, and implemented 
components. It is our contention that only the interplay among human cognition, 
automatic information matching and filtering, visual representations, and flexible 
visual transformations can lead to the all-important why behind the key design 
decisions in large-scale software systems. To date, we have implemented and 
integrated tools (for details, see [14]) for 
− Source code visualization,
− Interactive and incremental dependency analysis (see Section 4.2), 
− Design investigation by searching and browsing, based on both structure and full-

text retrieval, using the SPOOL Design Browser (see Section 4.3), 
− Design querying to classes that collaborate to solve a given problem, 
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− Design inspection and visualization within the context of the reverse engineered 
source code models, 

− Design component editing, allowing for the interactive description of design 
components, and 

− Metrics analysis to conduct quantitative analyses on desirable and undesirable 
source and design properties. 

3 Repository Architecture and Schema 

The major architectural design goal for the SPOOL repository was to make the 
schema resilient to change, adaptation, and extension, in order to address and 
accommodate easily new research projects. To achieve a high degree of flexibility, 
we decided to shield the implementation of the design repository completely from the 
client code that implements the tools for analysis and visualization. The retrieval and 
manipulation of objects in the design repository is accomplished via a hierarchy of 
public Java interfaces, and instantiations and initializations are implemented via an
Abstract Factory [9]. 

The schema of the SPOOL repository is an object-oriented class hierarchy whose 
core structure is adopted from the UML metamodel. Being a metamodel for software 
analysis and design, the UML provides a well-thought foundation for SPOOL as a 
design comprehension environment. However, SPOOL reverse engineering starts 
with source code from which design information should be derived. This necessitates 
extensions to the UML metamodel in order to cover the programming language level 
as far as it is relevant for design recovery and analysis. In this section, we present the 
structure of the extended UML metamodel that serves as the schema of the SPOOL 
repository. This includes the top-level classes, the core classes, the relationship 
classes, the behavior classes, and the extension classes. 

3.1 Top-Level Classes 

The top-level classes of the SPOOL environment prescribe a key architectural design 
decision, which is based on the Model/View/Controller (MVC) paradigm of software 
engineering [3, 9]. MVC suggests a separation of the classes that implement the end 
user tools (the views) from the classes that define the underlying data (the models). 
This allows for both views and models to be reused independently. Furthermore, 
MVC provides for a change notification mechanism based on the Observer design 
pattern [9]. The Observer pattern allows tools, be they interactive analysis or 
background data processing tools, to react spontaneously to the changes of objects 
that are shared among several tools. In SPOOL, the classes Element, ModelElement,
and ViewElement implement the functionality that breaks the SPOOL environment 
apart into a class hierarchy for end user tools (subclasses of ViewElement) and a class 
hierarchy for the repository (subclasses of ModelElement). The root class Element
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prescribes the MVC based communication mechanism between ViewElements and 
ModelElements. 

Fig. 2. SPOOL repository schema: Core classes 

3.2 Core Classes 

The core classes of the SPOOL repository schema adhere to a large extent to the 
classes defined in the core and model management packages of the UML metamodel. 
These classes define the basic structure and the containment hierarchy of the 
ModelElements managed in the repository (see Figure 2). At the center of the core 
classes is the Namespace class, which owns a collection of ModelElements. A 
GeneralizableElement defines the nodes involved in a generalization relationship, 
such as inheritance. A Classifier provides Features, which may be structural 
(Attributes) or behavioral (Operations and Methods) in nature. A Package is a means 
of clustering ModelElements. 
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3.3 Relationship Classes 

“A relationship is a connection among model elements.” [25] The UML introduces 
the notion of Relationship as a superclass of Generalization, Dependency, Flow, and 
Association for reasons of convenience, so that tools can refer to any connections 
among ModelElements based on the same supertype (for details, see [24]). 

3.4 Behavior Classes 

The behavior classes of the SPOOL repository implement the dynamics of the reverse 
engineered system. It is important to understand that the UML metamodel takes a 
forward engineering perspective and focuses on software analysis and design, rather 
than on the reverse engineering of source code. Therefore, the UML metamodel does 
not aim to encompass and unify programming language constructs.  

The purpose of analysis and design is to specify what to do and how to do it, but it 
is the later stage of implementation in which the missing parts of a specification are 
filled to transform it into an executable system. However, the UML is comprehensive 
in that it provides a semantic foundation for the modeling of any specifics of a model. 
For example, the UML suggests State Machine diagrams (similar to Harel’s 
Statechart formalism [11]) to specify the behavior of complex methods, operations, or 
classes. To cite another example, collaboration diagrams can be used to specify how 
different classes or certain parts of classes (that is, roles) have to interact with each 
other in order to solve a problem that transcends the boundaries of single classes. 

In SPOOL, we look at a system from the opposite viewpoint, that is from the 
complete source code, and the goal is to derive these behavior specification models to 
get an improved understanding of the complex relationships among a system’s 
constituents. For this purpose, we included in the SPOOL repository the key 
constructs of the behavior package of the UML metamodel, including the UML’s 
Action and Collaboration classes. However, we modified certain parts to reduce space 
consumption and improve performance. For more information about the behavior 
classes of the SPOOL repository, see [24]. 

3.5 Extension Classes 

The UML metamodel suggests two approaches to metamodel extension; one is based 
on the concept of TaggedValues and the other on the concept of Stereotypes. In 
SPOOL, we have only implemented the former approach since Stereotypes as defined 
in the UML metamodel would not scale to meet the performance requirements of the 
SPOOL repository. 
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4 Repository Mechanisms and Front-End 

To be usable and reusable as the backend for a diverse set of interactive reverse 
engineering tools, the SPOOL repository implements a number of advanced 
mechanisms. The traversal mechanism defines how to retrieve objects of certain 
types from a complex object containment hierarchy. The dependency mechanism
allows for compression of the vast amount of dependencies among ModelElements 
for fast retrieval and visualization. Finally, as a front-end to the repository and an 
interface to other SPOOL visualization tools, the SPOOL Design Browser is 
provided. 

4.1 Traversal Mechanism 

In SPOOL, the Namespace serves as a container for a group of ModelElements 
(Figure 2). Consequently, it defines methods that traverse complex object structures 
and retrieve ModelElements of a given type. For example, to identify all classes of a 
system, all files in all subdirectories of the system at hand must be checked for 
instances of the metatype Class. Unlike the objects in text-based repositories [8, 27], 
the objects in SPOOL’s object-oriented database are typed and can be queried 
according to their types. SPOOL allows for the identification of the type of an object 
merely by using the Java instanceof operator or the reflective isInstance operation of 
the Java class Class. Hence, metaclass types can be provided as parameters to the 
retrieval methods of Namespace, which then recursively traverse the containment 
hierarchy of the namespace at hand and examine each ModelElement whether it is an 
instance of that type. If this is the case, the ModelElement is added to a return set, 
which is passed through the recursive traversal. 

4.2 Accumulated Dependency Mechanism 

An important requirement of the SPOOL repository is to provide information on 
dependencies between any pair of ModelElements within interactive response time. A 
straightforward approach to identify dependencies among ModelElements would be 
the traversal of the whole object structure at run-time. However, applied to reverse 
engineered software with directories that contain hundreds of files, this approach 
would require batch processing. A radically different approach would be to store each 
and every dependency among ModelElements as separate dependency objects, which 
would result in an unmanageable amount of dependency data. Hence, the solution 
that we adopted in SPOOL constitutes a trade-off between run-time efficiency and 
space consumption. 

In SPOOL, we capture and accumulate dependencies at the level of Classifiers (for 
instance, classes, unions, or utilities). Accumulation refers to the fact that we store for 
each dependency its types together with the total number of primitive Connections on 
which each type is based. Given a pair of dependent Classifiers, we generate a so-
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called AccumulatedDependency object, which captures this information for the 
dependencies in the two directions. To be able to identify dependencies between 
higher-level namespaces, such as directories, files, or packages, without much lag 
time, we store the union of all AccumulatedDependencies of all contained Classifiers 
of a given Namespace redundantly with the Namespace. Hence, if we want to 
identify, for example, dependencies between the directories Directory1 and 
Directory2, we only need to iterate over the set of AccumulatedDependencies of 
Directory1 and look up for each element of the set whether the ModelElement at the 
other end of the element at hand (that is, the one which is not contained in the 
Namespace under consideration) has as one of its parent namespaces Directory2.

Fig. 3. SPOOL dependency diagram with dialog box for inspection of properties 

Figure 3 shows a dependency diagram for the top-level directories of the system 
ET++ [26]. A property dialog box can be opened to inspect the nature of a specific 
dependency. In Figure 3, for instance, the dependency between the directories 
CONTAINER and foundation includes 13 generalization connections, 50 feature type 
connections (types of attributes and return types of operations and methods), 541 
parameter type connections, 5 class instantiation connections (CreateAction), 498 
operation call connections (CallAction), and 0 friendship connection. On demand, the 
dialog can also be invoked for each direction of a dependency. For more information 
about the accumulated dependency mechanism, see [24]. 
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4.3 SPOOL Design Browser 

The SPOOL environment provides a number of tools for design investigation and 
visualization. Among these is the Design Browser, which acts as a standard query 
engine to support design navigation. The SPOOL Design Browser offers predefined 
queries to the user, while making it possible to modify the set of predefined queries 
based on the traversal mechanism provided by the repository. It also manages the 
execution of queries, and displays the query results in a user-friendly way. For details 
on the Design Browser, refer to [22]. 

5 Experience and Perspectives 

In this section, we first report on our experience with the SPOOL repository with 
respect to scalability and performance. Then, we discuss data interchange between the 
repository and external tools. Furthermore, we examine our choice of the UML 
metamodel and wrap up with a conclusion and a discussion of future work. 

5.1 Scalability and Performance 

Scalability and performance are critical for the success of source code investigation. 
Each step in the investigation process should be fast enough in order to avoid 
confusion and disorientation with the user, and the tools should be robust enough to 
accommodate industrial sized systems. In the following, we present two anecdotal 
experiments in which the performance of SPOOL queries was measured. The 
experiments were conducted on a 350MHz Pentium II machine with 256Mb of RAM 
running Windows NT 4.0. Two industrial C++ software systems were analyzed: 
ET++ 3.0 [26], a well-known application framework, and System A, a large-scale 
system from the telecommunications domain provided by Bell Canada (for 
confidentiality reasons, we cannot disclose the real name of the system). The size 
metrics of these systems are shown in Table 2 (top section). 

The first experiment consisted of measuring the times needed to execute a simple 
query which is predefined in the Design Browser but which is not directly supported 
by the repository schema, namely, the retrieval of all the ModelElements (directories, 
files, classes, C++ structures, C++ unions, C++ enumerations, operations, methods, 
and attributes) of a system. Table 2 (middle section) depicts the data for this query. 
The table shows that the first time the query is run, it takes longer (Duration 1)
because, first, Poet needs to recreate the persistent objects that are stored on disk and, 
second, when loading a system, SPOOL caches some of the objects in internal hash 
tables. As soon as an element is “touched” by a query, it becomes available in 
memory, and the next time a query is accessing it, the execution is much faster 
(Duration 2+).
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Table 2. Size metrics and durations of queries for two industrial systems 

Size Metrics : ET++ System A 

Lines of code 
Lines of pure comments 
Blank lines 

70,796
3,494

12,892

472,824
60,256
80,463

# of files (.C/.h) 485 1,900 
# of classes (.C/.h) 722 3,103 
# of generalizations 466 1,422 
# of methods 6,255 17,634 
# of attributes 4,460 1,928 
Size of the system in the repository 19.3 MB 63.1 MB 
# of ModelElements 20,868 47,834 

Simple Query : ET++ System A

Duration 1 (seconds) 22 47
Duration 2+ (seconds) 2 6 

Template Method Query : ET++ System A

# of occurrences found 371 364 
Duration (seconds) 15 360 

The above experiment shows that the retrieval of elements that are already 
referenced in the database is pretty fast. The execution of more complicated queries 
may take considerably longer. As a second experiment, we measured the time needed 
to retrieve all occurrences of the Template Method pattern [9] in the two systems. 
This query basically consists of the following five steps: 
1. retrieve all classes in the system, 
2. for each class, retrieve all methods, 
3. for each method, retrieve all call actions, 
4. for each call action, get the receivers, 
5. for each receiver, look if the call action is defined in the same class and 

implemented in a subclass. 
Table 2 (bottom section) shows the times needed to execute this query for the first 

time, assuming that all the ModelElements are already cached (a query that retrieves 
all ModelElements in the system was executed previously). These numbers are quite 
good considering that a considerable number of relations must be crossed in order to 
retrieve the desired information. The time needed to run a particular query may be 
higher, but these experiments suggest that only the complexities of the query and of 
the system are susceptible to increase execution time, whereas the access time to the 
ModelElements of the repository is relatively constant (mainly due to the use of hash 
tables). 
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5.2 Data Interchange 

Before selecting XMI as the model interchange format for the SPOOL design 
repository, five interchange formats were considered and evaluated [23]. Advantages 
and disadvantages of the five formats were identified, where XMI came out as the 
strongest approach, mainly because it reuses existing solutions like the UML, XML, 
and MOF, has important industry support, and is generally complete. Other useful 
features that put XMI on top are partial or differential model exchanges, and general 
extension mechanisms. Working with XMI documents meant that we could benefit 
from readily available XML tools, components and expertise to develop our model 
importer, which was written in Java. 

At the time of writing, we have completed our first experiments on exchanging 
XMI files with other software engineering tools such as Rational Rose [20]. We 
achieved good preliminary results, yet further experiments will be required, once 
more precise mappings between the supported programming languages and the 
respective repository schema constructs are available. 

5.3 Discussion 

The UML is hardly accepted in the reverse engineering community. Demeyer et al. 
have articulated some reasons for the “why not UML” [7]. We wholeheartedly agree 
that there is a lack of complete and precise mappings of programming languages to 
the UML. However, we consider this as a challenge for researchers, rather than a 
reason for abandoning the UML. With its Stereotype and TaggedValue extension 
mechanisms, the UML does provide constructs to capture the many details of source 
code written in different programming languages. The issue at hand is to define 
unambiguously how to map the various UML constructs to source code constructs 
and to provide tool support for the traceability in both directions. A second argument 
of Demeyer et al. against the UML is that it “does not include dependencies, such as 
invocations and accesses” [7]. This reflects a misconception in the software 
engineering community about the UML. All too often, the UML is looked at as a 
notation for structure diagrams only, and all other diagrams are rather neglected. Yet, 
the behavior package of the UML metamodel provides for a precise specification of 
the method internals. However, a critique against the UML may be that the behavioral 
package is too heavyweight to be directly applicable to software engineering. It is 
impossible to generate and store for each method a StateMachine object together with 
all its internal objects. In SPOOL, we implemented a shortcut solution for the 
representation of the bulk of the methods. We associated Actions directly to methods 
instead of generating StateMachines, which consist of Actions that are invoked by 
Messages. Refer to the UML for further details on the structure of StateMachines [2]. 
We do, however, allow StateMachines to be reverse engineered and stored for 
methods or classes of interest. 

The UML has several advantages. First, the UML metamodel is well documented 
and based on well-established terminology. This is of great help to convey the 
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semantics of the different modeling constructs to tool developers. Second, the 
metamodel is designed for the domain of software design and analysis, which is at the 
core of forward engineering and which constitutes the target of the reverse 
engineering process. The UML introduces constructs at a high level of granularity, 
enabling the compression of the overwhelming amount of information that makes 
source code difficult to understand. Third, the UML metamodel is object-oriented, 
meaning that the structure, the basic access and manipulation behavior, and complex 
mechanisms can be separated from end user tools and encapsulated in the repository 
schema. Fourth, the UML defines a notation for the metamodel constructs, thus 
providing reverse engineering tool builders guidelines for the visual representation of 
the model elements. Finally, since the UML has gained much popularity in industry 
and academia alike, tools and utilities supporting the UML and related formalisms 
such as XMI are becoming readily available. This proves highly beneficial in projects 
such as ours. 

Other research efforts in repository technology include the design of the Software 
Information Base (SIB) and prototype implementation, as described by 
Constantopoulos and Dörr [4], and Constantopoulos et al. [5]. The SIB, as a 
repository system, is used to store descriptions of software artefacts and relations 
between them. Requirement, design, and implementation descriptions provide 
application, system, and implementation views. These descriptions are linked by 
relationship objects that express attribution, aggregation, classification, 
generalization, correspondence, etc. between two or more software components. 
Links may express semantic or structural relationships, grouping of software artefact 
descriptions into larger functional units, and even user-defined or informal 
relationships for hypertext navigation or annotations. The representation language 
used in the SIB is Telos [15], a conceptual modelling language in the family of entity-
relationship models with features for increasing its expressiveness. Finally, the SIB 
comes with a set of visual tools for querying and browsing, which allow the user to 
search for software component descriptions that match specific criteria expressed as 
queries, or to navigate through the repository's content in an exploratory way within a 
given subset of the SIB. 

Even if the Software Information Base and the SPOOL design repository share 
apparent similarities in their architecture and functionality, the SIB is mainly intended 
for the storage of user-written descriptions of software artefacts residing outside the 
system (links can be made from the descriptions to the physical components on 
external storage). The main goal of the SIB is to act as a large encyclopedia of 
software components, may they be requirements specifications, design descriptions, 
or class implementations in a specific programming language. These components are 
classified using a well-defined scheme, in a way that system developers may rapidly 
browse the contents of the SIB to find the building blocks they need for composing a 
new system with the help of registered parts. In contrast, the SPOOL repository stores 
information extracted from source code to help software engineers conduct metrics 
analysis and investigate the properties of object-oriented systems, such as the 
presence of design pattern instances and the existence of dependencies between 
classes, files, or directories. While a prototype of the SIB storing extracted facts from 



462      Rudolf K. Keller, Jean-François Bédard, and Guy Saint-Denis 

source code parsing has been developed, the retained facts remain of basic nature and 
serve as a start-up structure for the manual classification of classes, operations, and 
attributes. Furthermore, the SIB offers a mechanism to import artefact descriptions 
into its database; however, no export mechanism or data interchange facility is 
provided, assuming that information sharing with other tools is not seen as a primary 
objective. The SPOOL repository, in order to exchange information with other 
academic and commercial tools, comprises a stable and well-known internal 
datamodel and data interchange format. While both SPOOL and SIB were carefully 
designed with strict architectural and performance considerations, the main 
differences between them on the functionality side are best explained by their focus 
on reverse engineering and artefact reuse, respectively. 

5.4 Conclusion and Future Work 

In this paper, we presented the SPOOL design repository, the core part of the SPOOL 
environment. Based on the UML metamodel, its schema permits to store detailed 
information about the source code of systems, enabling users to conduct essential 
tasks of reverse engineering, system comprehension, system analysis, and 
reengineering. Its internal advanced mechanisms provide the core functionalities 
needed by the interactive visualization tools of the environment. XMI is used as 
model interchange format, easing information sharing between the SPOOL design 
repository and other software engineering environments. Our experience suggests that 
the choice of the UML and its metamodel was indeed a key factor in meeting the 
repository requirements stated at the outset of the project. 

In our future work on the SPOOL design repository, we will aim to provide 
complete and precise mappings between the constructs of the UML-based SPOOL 
repository schema and the four programming languages C, C++, Java, and a 
proprietary language deployed by Bell Canada. We will also increase the information 
content of the SPOOL repository in respect to dynamic behavior. As discussed 
previously, a balance between space consumption and fast response time needs to be 
sought. One solution that we will investigate is parsing the source code of methods on 
the fly when querying, for example, control flow information. A third area of work 
will be to provide Web-based access to the repository, which will allow our project 
partners to remotely check in source code systems and immediately use SPOOL tools 
to query and visualize the repository content. Finally, we plan to investigate the 
UML-based repository approach beyond SPOOL in two other domains of our 
interest, that is, in corporate memory research [10], and in schema evolution [19]. 
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Abstract. This paper presents an explorative study, which investigates the 
intentions behind current use of Enterprise Modelling (EM) in organisations. 
The intentions fall into two main categories: developing the business and 
ensuring the quality of the business. The results indicate that current methods 
are useful for these purposes. 

1. Introduction and Background 

Enterprise Modelling (EM) is an activity where an integrated and negotiated model 
describing different aspects of an enterprise is created. An Enterprise Model consists 
of a number of related “sub-models”, each describing the enterprise from a particular 
perspective, e.g. processes, business rules, goals, actors and concepts/information/ 
data. Much research has been put into the development of Enterprise or Business 
Modelling methods, while the practice of using them has been more or less neglected 
by the research community.  

EM method developers have suggested that their methods are applicable in a 
variety of contexts; e.g. BPR, strategic planning, enterprise integration and IS 
development. We investigate which intentions, in fact, are behind current use of EM 
in organisations. The paper is based on two qualitative studies using interviews, case 
studies, company observations, and literature studies. They were carried out in two 
separate research projects addressing EM tool support and ways of working (in 
particular the participative approach). The implications of the findings with regard to  
these two issues are further discussed by Persson and Stirna (2001). 

2. Why Enterprise Modelling? 

The goal hierarchy in Fig.1, resulting from analysing the interviews, shows the 
common objectives that organisations have for using EM. It contains two main 
branches. One deals with developing the business, e.g. developing business vision, 
strategies, redesigning business operations, developing the supporting information 
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systems, etc. The other deals with ensuring the quality of the business, primarily 
focusing on two issues: 1) sharing the knowledge about the business, its vision, the 
way it operates and 2) ensuring the acceptance of business decisions through 
committing the stakeholders to the decisions made. In the following two sections, the 
two branches will be discussed in more detail.  

Resolve differences in
perceptions about the

business between
stakeholders

Convince stakeholders to
commit to

decisions/results

Stimulate
communication and

collaboration between
stakeholders

Encourage active
participation from

involved
stakeholders

Maintain and share
knowledge about the

business

Design/ redesign
business processes

Develop
visions and
strategies

Design/Redesign
business

Develop the
business

Develop
information

systems

Elicit business
requirements

Business goals

Ensure the quality of
business operations

Create, document, maintain a
"complete" and multi-faceted
view (Enterprise Model) of the

business

Ensure acceptance
for business

decisions

Acquire knowledge about
the business from different

stakeholders

supports

AND/OR

AND

Legend:

Fig. 1. Goal hierarchy of the most common intensions for using Enterprise Modelling 

3. Business Development 

Business development is one of the most common objectives for EM. It frequently 
involves change management – determining how to achieve visions and objectives 
from the current state in organisations. EM is used in this process with great success. 
Some specific issues addressed by EM are found in the following citation1:
“… questions like strategies, what type of market  to participate in, how is the market structured, which are 
our clients, who are the other interested parties in the organisation, how should we structure our work 
sequencing, how do we structure our products comparing with the clients, do we sell everything to 
everyone. EM also aims to describe the reason for the organisation, the goals – to relate them to the 
strategies, to the business idea. EM continues all the way from the strategies through the processes, through 
the concepts – in order to arrive at a complete picture, or a picture that fits together.”  

Business process orientation is a specific case of business development – the 
organisation wants to restructure/redesign its business operations.  

                                                          
1 Note that the quotations from this point onwards are excerpts from the interviews. Full transcripts of the 

interviews are available from the authors on request. 
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Also, EM is often used in the early stages of IS development. A common view is 
that EM can effectively be used for gathering business needs and high-level 
requirements. One experienced business consultant stated: 
“In my experience, the most common modelling I have been doing, has been connected in some way to IT 
development. There has always been a superior decision of doing something in the IT sphere, which has led 
to the need to understand the business better and describe it much better, otherwise we can’t build the right 
system. That is very often the situation. On the other hand I have not been very much involved in the rest of 
the IT development. I have just delivered the results – this is the business, this is how it’s working, this is the 
information that needs to be handled. … That’s one situation. …Another one is business process definition, 
where the idea as such has been to describe the business in terms of processes. Then other projects have 
sort of emerged. E.g. people see that some part of the business should be improved, or this part of the 
business is not supported by the IT at all.”  

4. Quality Assurance 

Another common motivation to adopt EM is to ensure the quality of operations. Two 
important success factors for ensuring quality, mentioned by interviewees, were that 
stakeholders understand the business and they accept/are committed to business 
decisions. Recently, organisations have taken an increased interest in Knowledge 
Management, which is concerned with creating, maintaining and disseminating 
organisational knowledge between stakeholders. EM has a role to play here. Its aim is 
to create a multifaceted view of the business, which functions as a common platform 
for communicating between different stakeholders in the enterprise. 

Sharing knowledge about the business becomes instrumental when two 
organisations merge or when different organisations collaborate in carrying out a 
business process. One part of the knowledge about a business is its terminology: 
“I’m thinking about [organisation X and organisation Y] where they realised that they could use the same 
data. To be able to do that, they must use the same terms so that they could buy from and sell to each other 
… and then it was quite clear that they needed modelling of their business concepts.”  

One of the Knowledge Management perspectives is keeping employees informed 
with regard to how the business is carried out. For example: 
“…in those days … when the company was expanding enormously, they increased by about 100% 
personnel each year, and it grew very rapidly over the globe. … So how should we introduce [new people] 
to the [company E] world and teach [them] how to handle all the things in the [company E] community, 
etc. It’s simply not possible, especially since we don’t have good documentation of how we really operate, 
because everything went on so quickly, that [company E] had to change routines almost every year because 
of the expansion, etc. So their main motive actually for describing their processes was not to get a lot more 
efficient, because, maybe rightly, they thought that they were rather efficient, but as a tool to communicate 
to newly hired personnel, and to show people – this is how we think we are operating, do you have any 
ideas” 

If Enterprise Models are to play a role in the maintenance and dissemination of 
business knowledge there is a need for supporting tools. 

Most modern organisations subscribe to the view that the commitment of 
stakeholders to carry out business decisions is instrumental for achieving high quality 
business operations. To this effect, differences in opinions must be resolved which, in 
turn, requires that communication between stakeholders be stimulated. EM, 
particularly using a participative approach, is effective to obtain commitment from 
stakeholders. 
“… if you want people  actively involved and if you want people to go along with what is decided, then they 
have to be allowed to be involved from the beginning and not get decisions forced on them from 
management..”  
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“Active participation leads to commitment. So by achieving that, you make it impossible for people to 
escape commitment.”  

5. Conclusion and Future Outlook 

We have discussed the role of EM in current practice and its perceived contributions 
to goals in an organisation. We show that EM in effect is used for a variety of 
purposes, such as creating visions and strategies, redesigning the business as well as 
for developing information systems. This seems to fit well with the intentions of EM 
method developers, which could indicate that available methods are in many ways 
useful. Apart from development purposes, EM seems also to play a role in ensuring 
the quality of the business. A recent challenge is the use of Enterprise Models in 
Knowledge Management. This challenge, among others, requires "mature" EM 
method and tool users.  

In this paper we have focused on the true intentions behind the use of EM in 
organisations today. A further analysis of the implications of these findings on EM 
tool support and on ways of working has been carried out. This is discussed in detail 
in (Persson and Stirna, 2001). Some of the important conclusions from that analysis 
are:
• Participative EM is a strong way of truly committing stakeholders to business 

decisions, but should only be applied in consensus-oriented organisations. 
• EM novices are poor judges of the applicability of participative EM. Nor can they 

assess which is the appropriate EM tool. Furthermore, they are not aware of their 
lack of knowledge in these respects, frequently causing EM projects to fail. These 
failures are often blamed on the methods and tools applied.  

• Complex modelling tools tend to distract people from the issue at hand. In many 
cases, simple drawing tools can be just as effective if not more.  

• EM activities require a modelling expert. Thus there is less need for method 
guidance facilities in tools. In fact, most modelling experts look for tools that 
provide as much freedom as possible.  

• Tool vendors should play a more active role in getting to know what the 
practitioners need instead of overselling their products.  

Current EM literature neglects the practical use of EM methods and related tools. It 
is important to bear in mind, however, that methods are only vehicles to take us 
somewhere. Modelling for the sake of modelling is not really useful. We have 
empirically found that method developers and researchers often forget this. The 
impression from our interviews is that practitioners feel the same way. More 
specifically, they feel that methods give very little guidance with regard to how and 
why methods and tools should be used in different situations.  
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Abstract. In this paper, we give a very short glimpse into a process model for 
software problem management. This model is the result of a long-term study of 
current generic process models and of industrial processes at ABB. 

1. Introduction  

CM3: Problem Management is a process model for reporting and resolving software 
problems within corrective maintenance. It is the result of a long-term study of 
standard process models and of two industrial processes utilised at ABB Robotics and 
ABB Automation Products. Its primary role is to provide guidance to industrial 
organisations in the process of building and improving their problem management [4].  

As depicted in Figure 1, CM3: Problem Management has the following 
constituents: (1) CM3: Definition of Maintenance and Corrective Maintenance, (2) 
CM3: Taxonomy of Activities listing process activities [5], (3) CM3: Maturity Levels
indicating the degree of organisations’ capability to manage problems and provide 
feedback to defect prevention and process improvement, (3) CM3: Conceptual Model
identifying problem management concepts [1], (4) CM3: Roles designating roles of 
individuals involved in problem management [5], (6) CM3: Roadmaps visualising the 
maintenance process [2-3], and, finally, (7) CM3: Maintenance Elements providing 
explanations of and motivations for the above-mentioned constituents using the 
structure presented in Figure 2 [7].  

Due to the restricted amount of space in this paper, we limit our presentation of 
CM3: Problem Management to only the designation of CM3: Maturity Levels (Initial,
Defined, and Optimal), and some of their most important CM3: Maintenance 
Elements. For more information about our process model, we recommend the 
interested readers to survey our other research contributions [1-7].   

2. CM3: Problem Management: Level 1 (Initial) 

At the Initial level, the process is implicitly understood by maintenance engineers. 
Usually, this is due to the following reasons: (1) the process is not defined, (2) the 
process is defined, but not documented, (3) the process is defined and documented, 
but the documentation is either outdated or inconsistent, or (4) the process is defined 
and properly documented, but  not consistently adhered to.  
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CM3:
Conceptual Model

CM3:
Maintenance Elements

CM3:
Roles

CM3:
Taxonomy of Activities

Initial

Defined

Optimal

CM3: Definition of Software Maintenance and of
Corrective Software Maintenance

CM3:
Roadmaps

Maintenance Element: A statement of a maintenance
element.

Goal: The goal to achieve after having
implemented the element.

Motivation: Motivations for why the mainte-
nance element should be imple-
mented. Different problems and
arguments are described, if any.

Measures: A list of suggestions to be con-
ducted in order to implement the
maintenance element.

Fig. 1. Structure of CM3 [4, 6]. Fig. 2. CM3: Maintenance elements [7].

At this level, the process offers little visibility, or gives a distorted view of its 
status. At the very most, the organisation has insight into the amount of software 
problems that have been reported and resolved. But, it cannot follow and follow up 
the problem resolution process, and make any kinds of reliable process analyses. The 
feedback provided by the process is not always meaningful. Success at this level may 
depend on the combination of the following factors: (a) competence of the 
maintenance engineers, (b) their dedicated overtime, (c) low staff turn-over rate, (d) 
the stability of the applications maintained, and (e) the repetitive nature of conducting 
similar tasks.  

At this level, CM3: Problem Management strongly recommends to consider the 
following maintenance process elements as a starting point on the organisations’
voyage towards process excellence. 
• Software problems are communicated in writing: to enable communication about 

problems in a formal, disciplined and tractable way, and to achieve control over 
all the maintenance requirements (reported problems in our case).  

• One problem is reported in one and only one problem report: to facilitate 
communication on software problems, to enable follow and follow up of the 
problem resolution, and to enable problem validation and verification. 

• A problem submitter is identified: to enable the delivery of the problem solution 
to the right customer.  

• Maintenance requirements are categorised: to enable prioritisation of the 
maintenance requirements, to enable different kinds of process analyses, and to 
provide basis for assessing product quality.  

• Problems are classified as internal or external: to be able to assess the quality of 
software products from the customer perspective, and to assess the effectiveness 
of quality assurance and quality control procedures.  

• Problems are classified as unique or duplicate: to improve and measure 
productivity, and to provide correct statistics of the number of unique problems. 

3. CM3: Problem Management: Level 2 (Defined) 

At the Defined level, a coarse-grained process model for managing software problems 
is defined and documented. The process covers the most rudimentary process phases 
and activities essential for managing software problems. These phases/activities offer 
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visible milestones for following the progress and for making different kinds of 
intermediary decisions.  

At this level, the process is consistently adhered to. Process compliance with its 
documentation is checked on a regular or event-driven basis. Although simple, the 
data and measurement provided by the process is meaningful, appropriately reflecting 
the process. Due to the coarse-grained process visibility, however, the assessment of 
effort and resources still corresponds to a rough estimation. Some of the maintenance 
elements applicable at this level are the following: 
• A template for how to structure a description of a software problem is 

institutionalised: to develop a maximal support to problem submitters for 
describing their maintenance requirements (software problems). A proper 
description of a problem is the most important prerequisite for its effective 
resolution.  

• Correctness, consistency, and completeness of the problem report data is 
continuously checked and improved: to maximise an objective understanding of a 
software problem, and to provide correct, consistent, and complete feedback for 
problem validation and verification, and for making different kinds of statistics 
and process analyses. 

• Sources (submitter and maintainer’s) of problem description and problem report 
data are separated:  to enable efficient problem validation and verification, 
correct and reliable statistics, and to enable planning of maintenance work. 

• Problem management process, its phases, results and executing roles are 
documented: to track the problem resolution process to their process phases, 
results, and the roles. 

• Process variances (allowed process deviations) are defined and institutionalised: 
to enable process flexibility, and  to provide feedback to process refinement and 
improvement.  

• The suggestion for a problem solution and the plan for its realisation is approved 
by a Change Control Board, before it gets implemented: to assure that software is 
treated like a common organisational asset by commonly discussing and choosing 
the most optimal solution to the problem.  

4. CM3: Problem Management: Level 3 (Optimal) 

At the Optimal level, the problem management process allows a fine-grained 
visibility into its status and progress. We have clear insight into every process step, 
and its results. The detailed process knowledge helps us make a thorough impact 
analysis during which the complexity and ramifications of a corrective change are 
recognised. This substantially helps assess the amount of effort and resources required 
for its resolution. In contrast to Level 2, the discrepancy between the planned and 
actual effort is strongly reduced due to the more detailed process feedback. The 
process does not only suffice for managing software problems,  but also provides 
useful feedback to process improvement and defect prevention. The following 
maintenance elements apply at this level:   
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• Causes of problem defects are defined and classified: to be able to assess the 
product quality, and to enable a root cause analysis.   

• Traceability of change is ensured on the documentation/source code line level: to 
correctly measure the modification size due to software problems, and to enable 
the tracking of all modifications to problem reports and vice versa.   

• Impact analysis is conducted: to determine the complexity and ramifications 
(including ripple effect) of a software problem in order to correctly assess the 
amount of work, effort and resources required for its resolution.  

• A model for conducting a root cause analysis is defined and followed: to identify 
the original sources of defects in order to provide feedback to process 
improvement and defect prevention.

5. Epilogue 

In this paper, we have presented CM3: Problem Management process model. Our 
model does not only handle the resolution of software problems, but also provides a 
basis for quantitative feedback important for assessing product quality, crucial for 
continuous process analysis and improvement, and essential for defect prevention. 
Our aspirations are to provide a framework to the organisations building and 
improving their problem management processes, and to provide a pedagogical tool for 
universities and organisations in the process of educating and training their students 
and software engineers within the area of corrective maintenance.  
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Abstract. We propose a Method Engineering Language, called MEL, as a 
formal representation language for the description of method fragments, i.e. the 
development processes, and the products and deliverables of a systems 
development method. The language allows representing the structures of 
method fragments, the applicable consistency rules, and a variety of method 
assembly operators, all of which the semantics are formally defined. The MEL 
language is illustrated by a simple example of a Sequence Diagram of UML. 

1 Introduction 

Systems development methods have always been described in an informal and ad-hoc 
manner. Interpretation and application of these methods is therefore subject to 
personal and circumstantial factors. In order to reason or manipulate with methods in 
an unbiased, neutral way a universal language for the representation of methods and 
tools is required and some languages have been developed and applied [1] [5]. In this 
paper we will introduce a dedicated language for the description and manipulation of 
methods. We have called this language simply MEL: Method Engineering Language.

In general, a specification language requires the expressive power to model the 
application domain in an effective manner, and should be practical to apply with 
respect to convenience, efficiency, and learnability [4]. For systems development 
methods in particular, the language should be able to support the representation and 
manipulation of 1) method fragments, i.e. method processes and method products, 2) 
development and project management aspects of methods, 3) conceptual definition 
and the supportive technical (i.e., tools) aspects of methods, and 4) constraints and 
rules concerning method fragments. 

MEL (Method Engineering Language), which we have developed, is intended to 
strike a balance between formal meta-modelling languages and graphical techniques 
used for method modelling. The language is able to represent in an integrated manner 
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IS development methods both from the product perspective and the process 
perspective, as well as on various levels of decomposition and granularity. Moreover, 
MEL offers facilities to anchor method descriptions in an ontology, which is 
especially useful in the context of Situational Method Engineering. MEL provides 
operations to insert and remove fragments in and from the method base, to retrieve 
method fragments, and to assemble them into a situational method [2]. In the 
following sections the various constructs of MEL will be introduced. 

2 Description Example in MEL 

Methods and method fragments consist of product and process aspects. The product 
aspect specifies what products the developers should construct during a development 
process, while the process aspect navigates the developers to construct the products. 
The process descriptions suggest what activities and in what order are performed by 
the developers. 

Let's consider an example of the simplified version of Sequence diagram of UML 
[6, p. 3-97]. Figure 1 depicts the descriptions of the product of Sequence diagram and 
the process for constructing a Sequence Diagram. Figure 1-(a) shows the former 
meta-modelled in a Class Diagram of UML, while the latter in Figure 1 (b) is 
modelled in a Flow Chart.  

Fig. 1. Method fragment of sequence diagram 

As shown in Figure 1 (a), the objects that are in the system or in the external 
environments send and/or receive messages and the diagram depicts the timing of 
message passing, i.e. a chain of messages based on timing order. The association next
denotes the timing order of the messages. To construct a Sequence Diagram, we begin 
with identifying objects. The second step is to pick up a scenario for achieving a 
function of the system. The scenario is refined and structured in the third step.  

The MEL description of the Sequence Diagram method fragment is given 
underneath. Descriptions that begin with the reserved word PRODUCT are product 
fragments. LAYER denotes the abstraction layer (granularity) of product fragments 
and, according to [4], there are four granularity levels defined: Concept, Diagram, 
Model, and Method. Association between concepts is enabled through 
ASSOCIATION, along with its cardinality and its roles. PART OF and IS_A specify 
aggregation and generalization relationships on method fragments respectively. We 
can express rules and constraints regarding method fragments with the RULE
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construct, which does not appear in the example, as well as with the CARDINALITY
property type. Rules are first order logic formulas and only address the static aspects 
of product fragments.  

As shown in the MEL specification, the process descriptions of method fragments 
are similar to those of conventional procedural programs. However, unlike to 
procedural programming languages, parallelism and non-determinism of development 
activities needs to be described. MEL has syntactic constructs to compose a complex 
process from activities, such as sequential execution, conditional branch, iteration, 
parallel execution and non-deterministic choice. In the example, the occurrences of 
hyphen ( - ) before activity names indicate sequential activities. Formally speaking, 
we have precedence relationship on activities specifying the execution order. Process 
fragments can be hierarchically decomposed into smaller ones in order to describe 
complex fragments in a comprehensive way. The construct PART OF relates a child 
process to a parent fragment in the hierarchical structure. The correlation of process 
and product fragments is established through the REQUIRED and DELIVERABLES
section. 

PRODUCT Sequence Diagram:
ID Sequence Diagram;

IS_A Diagram;
LAYER Diagram;
SOURCE UML;
PART OF

Analysis Model, Dynamic Model;
CREATED BY

Construct a Sequence Diagram.

PRODUCT Sequence Diagram:
LAYER Diagram;
PART OF Use Case Model;
NAME TEXT;

PRODUCT Object:
LAYER Concept;
PART OF Use Case Model;
SYMBOL Rectangle;
NAME TEXT;
ASSOCIATED WITH
{(send,), (receive,)}.

PRODUCT Message:
LAYER Concept;
PART OF Use Case Model;
SYMBOL Arrow;
NAME TEXT;
ASSOCIATED WITH

{(send,), (receive,), (next,)}.

ASSOCIATION send:

ASSOCIATES (Object, Message);
CARDINALITY (1..1, 1..1).

ASSOCIATION receive:
ASSOCIATES (Object, Message);
CARDINALITY (1..1,1..1).

ASSOCIATION next:
ASSOCIATES
(Message, Message);
CARDINALITY (0..1, 0..1).

PROCESS
Construct a Sequence Diagram:

LAYER Diagram;
TYPE Creation;
PART OF

Create an Analysis Model;
REQUIRED {Interview results};
REQUIRED OPTIONAL

Current Information system;
( - Identify Objects ;
- Pick up

a Scenario of a Function ;
- Refine the Scenario as

an interaction sequences
)
DELIVERABLES
{Sequence Diagram}.
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3 Operational Constructs of MEL 

The MEL operations for situational method engineering and method adaptation are 
the following: 
1. Insertion and maintenance of fragments of methods and tools in the method base 

by a methods administration function, e.g. inserting and removing method 
fragments to and from the method base; 

2. Selection of the method fragments for the project based on a characterisation of 
the project from a method base; 

3. Adaptation of method fragments to suit the aims of the method engineer, e.g. the 
operations for including a method fragment into another one; 

4. Assembly of the selected method fragments into a situational method, e.g. the 
operations for assembling two product fragments into a new product fragment by 
specifying the association or associations through which they should be 
connected, and the operations for creating a precedence relationship between two 
process fragments or between a process fragment and a set of process fragments. 
Since the method assembly process is considered as a procedure consisting of a 
sequence of MEL operations, it can be described as a process fragment. 

A discussion and an extensive example of assembly operators can be found in [3]. 

4 Conclusion and Future Work 

Departing from a set of requirements and purposes for method engineering languages, 
we have shown a part of MEL by using a simple example. It may be clear that the 
current textual format is not suitable as an end-user interface for a method engineer. 
Due to the complete formalisation of syntax and formal operational semantics of 
MEL [4], the language is unambiguous and suited to be serve as the underlying 
formalism for a Computer Aided Method Engineering (CAME) tool. This 
implementation has resulted in the MEL interpreter and editor contained in the 
Decamerone tool [3] environment for support of Situational Method Engineering.  
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Flexible Support of Work Processes – 
Balancing the Support of Organisations and Workers

John Krogstie and Håvard D. Jørgensen  

Norwegian University of Science and Technology and  
SINTEF Telecom and Informatics, Norway 
{jok,hdj}@informatics.sintef.no

1 Introduction and Motivation 

Today's organisations are characterised by dynamic, only partially understood and 
error-prone environments. Thus systems must be developed, which support truly 
dynamic organisational processes, often involving co-operation across traditional 
organisational boundaries.  

The limited success of workflow management systems (WMS) has partially been 
attributed to lack of flexibility. Consequently, flexible workflow is a hot research 
topic. Most work within this area looks at how conventional systems can be extended 
and enhanced in other words how static workflow systems can be made adaptive.
Most of this work recognise that change is a way of life in most organisations, but a 
basic premise is still that work is repetitive and can be prescribed reasonably 
completely.  

On the other hand, a lot of dynamic organisational activity is best described as 
emergent. In those activities the process model and structure is unclear at the start and 
emerges during enactment.  

Traditional ERP systems tend to be quite inflexible, hardly adaptable at runtime, 
and primarily support the organisationally agreed processes. Existing workflow 
management systems have typically been focused on dealing with exceptions and 
have thus offered some support for adaptive processes. These types of systems, 
however, have typically overlooked emergent processes, which seem to encompass an 
increasing part of organised activity. An alternative approach is to support active 
models as a general technique for increasing the flexibility of computerised 
information systems for co-operative work support. What does it mean that a model is 
active? First of all, the representation must be available to the users of the information 
system at runtime. Second, the model must influence the behaviour of the 
computerised system. Third, the model must be dynamic, users must be supported in 
changing the model to fit their local reality, enabling tailoring of the system's 
behaviour. 

On the other hand, only supporting the emergent work style of the individual 
knowledge worker is probably at times inefficient, because routine parts of the work 
can be prescribed and automated, and because sharing of explicit process models 
facilitates co-ordination, collaboration and communication between multiple parties. 
Thus there is a need for a balance between prescription and emergent representations. 
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The panel will describe and discuss different approaches to more or less flexibly 
support organisational, group and personal work processes, applying novel 
approaches including active models. 

2 Position Statements of Panel Members 

Stefan Jablonski (Stefan.Jablonski@informatik.uni-erlangen.de
Universitaet Erlangen-Nuernberg 

Flexible Support of Work Processes

We divide our contribution into three position statements. From our perspective they 
span a good amount of the issues related to the three topics 

flexibility 
work processes and 
workflow management. 

The main theme throughout my position statements is that the need for work 
process support does not ”automatically” connect to ”workflow management”.
Therefore, we strongly advice to investigate first whether an application is suitable for 
workflow support at all. Not before the answer is ”yes” it should be investigated how 
this support can be tailored to specific requirements of an application scenario; this 
investigations directs to the issue of flexibility for workflow management systems. 

My three position statements are: 

Uncritical application of workflow management
Our first position is that the workflow management techniques are applied 

uncritically. People do not sufficiently analyse application scenarios in order to find 
out whether it is really worth to be supported by workflow management. There is a 
huge range of different sorts of work processes. Some of them should never be 
supported by workflow management like emergencies in an hospital environment. 
This does not say that in such a case there might be something like an after-treatment 
that asynchronously maps the emergency to a workflow. 

Wrong workflow models
Another problem we are facing very often is that workflow models are just wrong. 

They do not reflect the real application scenario but do impose processing constraints 
onto an application scenario that are not justified. Mostly these undesirable effects 
stem from the fact that workflow models are not expressive enough to allow adequate 
modeling. 

Missing flexibility in workflow management approaches
Just this third position statement refers to the workflow management approaches. It 

is a fact that flexibility is not supported sufficiently by actual workflow approaches. 
We propose two mechanisms to introduce more flexibility to workflow management: 
flexibility by selection and flexibility by adaptation. 
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Paul Johannesson (pajo@dsv.su.se) Department of Computer and Systems Sciences,
Stockholm University/KTH

Explicit Goal Representation as a Means for Flexible Process Modelling
and Enactment

Current software systems for supporting process management, such as workflow 
management systems, are effective for predictable and repetitive processes. However, 
they are typically unable to adapt to a dynamic environment where unexpected 
situations have to be managed. It is possible to distinguish among four different types 
of exceptions that can occur during the execution of a process, [Eder95]: basic 
failures, which are failures of the supporting software system or its environment; 
application failures, which are failures of the applications that are invoked by the 
software system; expected exceptions, which are predictable deviations from the 
normal flow of the process; unexpected exceptions, which are mismatches between 
the actual execution of a process and its definition in the software system.  

Unexpected exceptions are caused by process changes that could not have been 
anticipated at design time, e.g. a new government regulation. Thus, unexpected 
changes are the most difficult ones to handle in workflow systems. One approach for 
addressing the problem of managing unexpected exceptions is to explicitly include 
goals in process specifications and workflow systems – not only events and activities. 
Goals are typically more stable in a process than the events and activities that are 
carried out to achieve the goals. Therefore, including goals in process specifications 
will provide a stable frame around which activities can be ordered. A process 
specification will then consist of a collection of goals and for each goal a tentative and 
adaptable structure of activities to be carried out for achieving the goal. For this 
approach to work, it is required that the implemented workflow system makes goals 
visible to the user. Thus, goals are not only used in the early requirements 
specification phases – they should also become explicit in the application logic of a 
system as well as in its user interface. In this respect, the approach is similar to the 
philosophy behind Tropos, [Mylopoulos00], where intentional concepts are used in 
late software development phases.  

[Eder95] Eder J, Liebhart W. The Workflow Activity Model WAMO. In: 3rd

International Conference on Cooperative Information Systems. University of 
Toronto Press. 1995, pp. 87-98 

[Mylopoulos00] Mylopoulos J, Castro J. Tropos: A Framework for Requirements-
Driven Software Development. In: Information Systems Engineering, ed. 
Brinkkemper S. et. al., Springer 2000, pp. 261-274 

John Krogstie (jok,@informatics.sintef.no) Norwegian University of Science and 
Technology and  SINTEF Telecom and Informatics, Norway 

From Supporting Organisations to Supporting Knowledge Worker  
in Organisations 

Information and workflow systems are traditionally made to primarily support the 
goal of an organisation, and only secondarily the users of the systems. When the goals 
are well understood, this is a sensible approach, and production workflow and ERP 
systems are a good investment. On the other hand, a larger proportion of work is 
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today done by what is termed symbolic analyst, whose work resources and work 
products are mainly symbol-structures. The main work pattern of these persons is 
knowledge intensive projects often in dynamically networked organisations. Symbolic 
analysts such as consultants, reporters, and researchers will typically have many tasks
going on concurrently, and will be interested in a lot of different information there
and then, much of which can not be anticipated fully beforehand. There might be a
need for learning on the fly, but also for capturing interesting situations to feed back
to the organisation supporting knowledge management and learning processes for a
larger part of the organisation. Although many of their processes are emergent and
creative, a large proportion of the time spend by these so-called knowledge workers,
is on routine, administrative tasks. We also predict that many of these workers would
like to be supported also in their more complex personal processes involving e.g.
governmental agencies, banks, and insurance companies using the same system if
possible, as the distinction of work and private life is blurred. This is similar to how
many people nowadays use PDAs, where the calendar contains both private and
professional tasks and appointments.  

These developments have opened the need for emergent workflow systems where 
modelling is viewed as an integral part of the work, performed by the process 
participants, as they are the only actors who have sufficient knowledge of the process. 
The focus is on unique cases, especially knowledge intensive projects. Emergent 
models, as other active models, depend more on the individual, social, organisational 
and situational usage context than routine procedures modelled by software engineers 
or process designers. When process modelling and enactment happen in parallel, we 
cannot assume complete models. These challenges cannot be met by algorithms alone. 
Instead we must involve the users in resolving incompleteness and inconsistencies. In 
fact, it may not even be the case that emergent process models should be enacted by 
software, the interpretation of the models might be carried out by the users instead. 
Some challenges for emergent workflow systems for knowledge intensive project 
work are:

• Modelling must be done also by process participants, not just by external 
process experts. The end users must be motivated to externalise and share 
their knowledge about the process. We thus need to increase the users' 
benefits of keeping models up to date.  

• Users don't want to start from scratch. In order to reuse modelling effort and 
learn from past experience, we need mechanisms that enable the harvesting 
of past models into reusable templates.  

• How can we support co-ordination based on an emergent process model? We 
view enactment as "co-ordination by automated sequencing of tasks", and 
this should be combined with more flexible CSCW approaches. 

Although the individual knowledge worker typically would prefer to be supported 
across his range of processes with the same tool, there are as indicated many 
differences between emergent workflow support and the traditional static and 
adaptive approaches. From this, it can be argued that combining conventional and 
emergent workflow into one system should not be a main objective. Though they 
share the core of active support based on process models, adaptive and emergent 
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workflow is perhaps best kept in different systems and integrated through standards 
from the OMG, WfMC and IETF?  

Matthias Weske (mathias.weske@acm.org) Eindhoven University of Technology 

Flexible Workflow Management: Adapt and Bend, but Don't Break! 

The dictionary tells that an artefact is flexible if it can ”easily be changed to suit new 
conditions”. This general definition of flexibility holds well in the workflow context, 
where artefacts correspond to workflow specifications and applications, and changes 
are the means to cope with new conditions of application processes, imposed by 
changes in their business or legal environments.  Hence, it is not surprising that 
flexibility has been a major motivation for workflow management from its beginning: 
By explicitly modelling application processes consisting of activities, their causal and 
temporal ordering and the technical and organisational environment of their 
execution, the structure and embedding of a given application process can be changed 
conveniently. In particular, changes can be applied by modifying workflow 
specifications rather than by changing computer programs, which hard-coded 
application processes in the pre-workflow era. Hence, traditional workflow 
technology is well suited for modelling and controlling the execution of a wide range 
of application processes. 

However, as turned out in recent years, traditional workflow technology does not 
suffice for advanced applications in today's dynamic and competitive environments in 
commerce, public administration, and in science and engineering. In these settings it 
is increasingly unlikely that an application process is modelled once to be executed 
repeatedly without any modifications. Hence, more advanced flexibility mechanisms 
to facilitate workflow modification at different instants with different scopes have to 
be developed. Recent work on flexible workflow management has generated a 
considerable body of literature, focusing on a variety of aspects. One of the hardest 
problems in this context is dynamic adaptation, i.e., the adaptation of running 
workflow instances to new workflow schemas.  This functionality is required in 
settings where workflows are typically long running activities and where changes to 
the process environment occur frequently.  

Besides conceptual research issues like correctness criteria for dynamic adaptations, 
flexibility requirements also raise a number of interesting workflow management 
systems design issues For example, the strict separation of a workflow's build time 
and its run time as found in many traditional workflow management system is not 
adequate for supporting dynamic adaptations effectively; interleavings of a 
workflow's build time and its run time are required and, thus, have to be facilitated by 
flexible workflow management systems. 

Once the scientific results are consolidated and put into practice, the second 
interpretation of flexibility the dictionary tells can also be fulfilled: An artefact is 
flexible if it can ”easily be bent without breaking”, an interpretation which may be 
even more appropriate in the workflow context. 
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